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Chapter 1

Introduction

Understanding incentives is at the heart of economics. Adam Smith’s “invisible hand” is a
vivid description of the underlying behavior to react to incentives of markets (Smith, 1759,
1776). In modern societies, economic agents are confronted with a variety of incentives.
This magnitude can range from social to financial incentives, from intrinsic to extrinsic
incentives, from self-imposed to coerced incentives. Governments actively use incentives to
stimulate the economy and to enforce specific behavior deemed beneficial for individuals
themselves or the society as a whole. Moreover, societies setting the right incentives
increase their well-being compared to those who do not (Acemoglu et al., 2002). However,
designing policies that set incentives achieving these goals is not an easy task. Incentives
can be too small to induce a significant change in behavior, they can have unintended side
effects, or they can even lead to the opposite reaction. This thesis advances our knowledge
of how incentives work and how to design effective incentive-based policies.

The economic literature provides ample examples of incentives that did not work the way
the inventors envisioned. Giné et al. (2010) study the consumption behavior of individuals
in a randomized field experiment.1 They find that providing additional or more salient
information about negative consequences of consumption of certain goods does not always
lead to a lower, more optimal level of consumption. This is the case for goods where
consumption is based on habit formation or time-inconsistent preferences (Strotz, 1955;
Becker and Murphy, 1988; Kan, 2007). The incentives provided by the information are
not strong enough to induce a significant change in behavior. These goods may also be
characterized by price-inelastic demand, limiting the scope of conventional policies like
Pigouvian taxes (Pigou, 1920). Without knowledge about the underlying structure of
consumption, it is difficult for policymakers to set the right incentives.

Another problem can arise when policy incentives lead to unintended or unanticipated
behavioral changes. This is, for example, the case when individuals have an intrinsic
desire or motivation for a certain behavior (Bénabou and Tirole, 2003, 2006; Luttmer

1Giné et al. (2010) study the additional or more salient provision of information about the negative
consequences of smoking. Although many smokers want to quit smoking, “cue cards” – visual depictions of
health consequences of smoking often found on cigarette packages – did not incentivize reduced cigarette
consumption.
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and Singhal, 2014). Intrinsically motivated behavior emerges when the behavior itself is
beneficial, not only the outcome of said behavior.2 If behavior is driven by individuals’
intrinsic motivation, providing extrinsic incentives can crowd out the intrinsic drivers. For
example, individuals might perceive a reward on pro-social behavior as a reduction of the
inherent reputational value it provides.3 This can lead to a reduced or even negative effect
of policies providing extrinsic incentives when behavior is also driven intrinsically.

There are other situations in which incentives can lead to the opposite of the desired
outcome. Consider, for example, Gneezy and Rustichini (2000a,b). They study the
introduction of fines on undesired behavior in the field and laboratory. These fines set
a financial incentive to enforce a norm. Their finding: A fine can increase the undesired
behavior it is trying to reduce. The subjects in their experiment perceived the fine as a
price for the deviation from the norm. Individuals with a higher willingness to pay for the
unwanted behavior, compared to the fine, started to deviate from the norm more frequently.
The authors argue that this is due to the initial environment the negative incentive was
introduced to. If, initially, consequences on non-compliance to the norm were not clearly
stated but implicitly defined, introducing a fine provides information about the actual
punishment.4

These examples show how crucial it is for policymakers to rely on sound foundations
when designing policies. A well-meant incentive can backfire, and an incentive that proved
successful in one environment does not necessarily work the same in others. At the same
time, these examples also highlight the power of incentives. Incentives provide a powerful
tool for governments, capable of tackling the grand challenges of today’s societies like
climate change (Hahn and Stavins, 1992) or inequality (Atkinson, 2015).

This thesis studies the incentives of three natural experiments in four self-contained
chapters. I analyze two experiments from an ex-post perspective, whether the set incentives
by implemented policies achieved the targeted outcome. These experiments are the
introduction of a public shaming policy to promote tax compliance (chapter 2), and car
subsidy programs widely used during the 2009 fiscal crisis to stimulate private consumption
(chapters 4 and 5). The third experiment – the German system of appointing new professors
at universities – is studied from an ex-ante perspective. I use this experiment in chapter 3
to identify channels through which private sector innovation benefits from basic research
conducted in universities. Knowledge about the precise underlying mechanisms of this
complementary research allows policymakers to more optimally design policies. The
remaining part of this introduction summarizes these four chapters.

2Examples frequently used in the literature are voluntary work, blood donations, or voting, among
others (Bénabou and Tirole, 2006).

3Consider the example of blood donations. Without compensation, donating blood can be seen as
a generous and selfless contribution to society. Introducing a reward, however, removes (part of) this
perception of the act, making it difficult for others to judge the motivations of an individual.

4Gneezy and Rustichini (2000b) conducted a field experiment in day-care centers for children. The fine
was introduced for late-coming parents, leading to an increased number of parents picking their children up
late. Previous to the fine, late pick-ups were implicitly prohibited, but the consequences were not defined.
The fine made the consequences worse, but also certain.
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Chapter 1

Incentives to Comply

In some situations, the incentives set by a policy are not sufficient to induce the desired
reaction, or are not sufficient to do it on a large enough scale. This is, for example, the case
for tax collection. Modern tax administrations struggle to enforce timely payments of tax
debts. The average OECD country missed out on tax revenue equal to 11% of the annual
tax revenue collection because of undisputed but unpaid tax debt in 2011 (OECD, 2013).
The incentives provided by traditional policies, like interest on late payments or fines, are
not sufficient to encourage the desired behavior for all taxpayers. However, additional
incentives, complementary to the existing ones, can be used by governments to tackle this
challenge.

Chapter 2, which is based on joint work with Nadja Dwenger, analyzes an incentive
often used in this context: public shaming. Many tax authorities use the public spotlight
to encourage timely payments of tax delinquencies (OECD, 2013). However, the effect of
public shaming on tax revenue is ambiguous: On the one hand, social image concerns can
significantly influence individuals’ behavior (Bursztyn and Jensen, 2017). On the other
hand, shaming informs compliant taxpayers about the non-compliance of others, which
can have the opposite effect – a reduction in taxpayer’s willingness of timely payments
(Gino et al., 2009). Despite the active use of shaming by tax authorities, there is no field
evidence on how the introduction of a shaming policy affects compliance.

In 2012, the Slovenian government adopted a new law, allowing the tax administration to
publish private information of delinquent taxpayers on the internet. This policy introduced
social incentives to pay taxes. The adoption on November 28th, 2012, was followed by
four months before the tax administration published the first shaming list on its website.
During these four months, taxpayers were subjected to the threat of being shamed if they
did not pay their taxes.

Although all taxpayers were treated equally by the policy, individual taxpayers were
affected heterogeneously, depending on their past payment behavior. Taxpayers who seldom
incurred tax debt as they paid new tax items on time are affected less by the law, compared
to taxpayers who frequently did not pay their tax debt. We exploit this variation to identify
the causal effect of the threat of shaming on tax payments.

Using administrative tax data, we find that the threat of shaming significantly reduced
the tax debt of taxpayers affected by the shaming policy. Further, we find substantial
heterogeneity in the response: The reduction is most extensive for those taxpayers with
high reputational concerns, those relying on the domestic market for their business, and
those highly visible to the public. After publication of the first shaming list in April 2013,
shamed taxpayers further reduce their debt through social learning. These results highlight
how additional incentives can be used to improve the effectiveness of existing rules and
norms, not only in terms of tax collection.
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Incentives to Innovate

Innovation in general and technological advances in particular are considered to be a main
driver of economic well-being (Grossman and Helpman, 1991). Stimulating innovation
by setting effective incentives is, therefore, an approach many governments take. These
incentives can be in the form of publicly funded institutions, research grants, or research
& development tax exemptions, for example. However, implementing effective incentives
requires knowledge about the underlying mechanisms of innovative activity.

Chapter 3, based on joint work with Monika Schnitzer and Martin Watzinger, focuses
on the complementarity of public and private sector innovation. More specifically, we
ask the question of how basic science conducted in universities translates to technological
development by private firms located in the vicinity of the university. Identifying the
underlying mechanisms allows policymakers to implement targeted policies setting precise
incentives to stimulate innovation.

We use the German system of hiring new professors as a natural experiment. In Germany,
hiring committees of universities are required to draw up a ranked short-list of suitable
candidates. This process is highly regulated, such that the hired researcher and the runners-
up for the same position are of comparable quality. We then use this institutional setup
to assess the impact of the newly appointed faculty member on local private invention,
compared to her runners-up.

The empirical results show a significant increase in local innovation in the private sector
based on research of the hired researcher. Local firms increasingly base their patents on
the scientific output of this researcher. Further, the content of these local patents becomes
more similar to the research of the hired professor. This shows that firms benefit from the
research of local professors, which can be used by policymakers to set incentives for firms
to relocate to the university where complementary research is conducted.

Going one step further, we analyze the underlying mechanism of this local knowledge
transfer. Our results show that firms with higher absorptive capacity for university
research benefit more from the scientific output of universities. These absorptive capacities
stem from PhD graduates who can understand the new scientific knowledge and who are
geographically close enough to the university to learn about it. This offers another channel
which can be incentivized by policymakers to strengthen local private sector innovation:
employment of PhD graduates in the private sector.
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Chapter 1

Incentives to Consume

During economic crises, fiscal intervention is an often-used tool by governments to support
the economy and to soften the consequences of the crisis. Government spending and tax
cuts can stimulate output and demand and offer relief to the economy. Many of these
policies aim to private consumption in particular (Parker et al., 2013). However, the
effectiveness of such policies is still highly debated among economists (Parker, 2011).

Chapters 4 and 5 study government subsidies on consumption during the crisis of 2009.
More precisely, they study the German implementation of so-called Cash-for-Clunkers
policies, a tool widely used across the globe to incentivize the replacement of old cars
(“clunkers”) with new ones to support the car industries in particular and to stimulate
consumption in general. The German government provided e 5 billion to subsidize the
purchase of 2 million new cars in 2009 (a fixed subsidy of e 2,500 per car).

Chapter 4, which builds on joint work with Gregor Pfeifer and Davud Rostam-Afschar,
uses the institutional features of the German Cash-for-Clunkers program as a quasi-
randomized experiment to estimate the general consumption response of households to the
subsidy. We use the eligibility criteria of the policy to statistically model the counterfactual
situation in which the same households also purchased a new car but without the e 2,500
subsidy. We find that the policy increased households’ probability to purchase a car
significantly, and increased their expenditures on cars. There is no evidence that this effect
is due to a preponement of car purchases planned in the near future. More generally, by
implementing incentives in conjecture with adequate access restrictions (here: scrapping an
old car), governments can facilitate replacements of old technologies. Further, the policy
induced additional spending on goods other than cars through intratemporal substitution.

Chapter 5 studies the same policy as chapter 4 using a structural identification strategy.
Consumption decisions are the result of individual and market characteristics like prefer-
ences, prices, or income. They jointly determine the level of utility individuals derive from
specific consumption baskets. These characteristics interact in a multitude of ways. For
example, decreasing the price of one good can induce changes in the consumption level of
the same good, of other goods, or the total amount of consumption. Further, the direction
of these changes is hitherto undetermined and depends on the relative substitutability or
complementarity of goods. Deriving the empirical estimation strategy from a structural
system of consumer demand provides a clear link to utility and allows to derive the relevant
parameters determining consumption decisions like price- and income elasticities. I then use
the underlying utility framework to judge the consumer welfare generated by the German
Cash-for-Clunkers policy. Measures of welfare are a tool of economists specifically designed
to aid policymakers deciding between the set of possible policies (Just, 1988).

5



In summary, incentives can be powerful tools to enforce behavior and to stimulate and
steer the economy. However, due to the complexity of how incentives are perceived by
economic agents, designing effective incentive structures is difficult. A better understanding
of incentives enables policymakers to design such policies, ultimately increasing overall
well-being. The following chapters of this thesis advance our knowledge on how incentives
work, how they change behavior, and how to effectively use them.
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Chapter 2

Shaming for Tax Enforcement:
Evidence from a New Policy
Joint with Nadja Dwenger

2.1 Introduction

The question whether the public spotlight is an effective measure to achieve policy goals is
at the heart of an ongoing debate in the tax compliance literature (e.g., Slemrod, 2018;
Luttmer and Singhal, 2014). If reputational concerns or behaviors of others influence
taxpayers’ tax compliance decisions, it might be attractive for tax authorities to revert to
a cost-effective instrument that has historically been common in societies in other contexts:
public shaming.

Nowadays, one half of tax administrations in the OECD have the power to publish the
names of non-compliant taxpayers and nearly 90% thereof frequently or infrequently use
this power (OECD, 2017, p.109 et seq.). Tax administrations use public shaming for tax
debt enforcement in particular.1 Despite the ample use of shaming by tax authorities, our
understanding of the shaming policy is surprisingly limited. The only existing field study
(Perez-Truglia and Troiano, 2018) shows that shaming can improve tax payment behavior
among individuals. However, individuals account for a small share of tax debt only; the
bulk of tax debt belongs to corporations. Whether public shaming is effective in enforcing
tax payments therefore mainly depends on corporations. Yet, the question of whether
corporations respond to public shaming is so far unexplored. In addition, we lack field

1This makes shaming the fourth most used instrument of tax debt enforcement (OECD, 2017). Fig-
ure 2.A.1 provides an overview of its worldwide use for tax enforcement. The popularity of shaming is
not limited to tax compliance. There are numerous examples from different areas of policy, including the
naming-and-shaming of water wasters (South Africa), sex offenders (United States), and speeding drivers
(Australia) (see, for instance, Pawson, 2002). Related are transparency policies that reveal the behavior of
every entity involved. Transparency policies include public health initiatives where each restaurant has
to display its most recent rating of the government hygiene inspection. Fung et al. (2007) discuss the
advantages and disadvantages of transparency policies.
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evidence on potentially adverse effects of shaming on previously compliant taxpayers.
To make progress on these questions we study a new policy that shames corporations

and individuals with outstanding tax debt on the Internet. Specifically, we analyze the
introduction of public shaming for tax enforcement in Slovenia. In 2012, the Slovenian
government passed a law to name-and-shame all taxpayers with tax debt over €5,000 that
is more than 90 days overdue (“delinquent taxpayers”) starting in 2013. Five features of
this setting are crucial to our empirical analysis. First, the shaming law affected individuals
and corporations likewise. This allows us for the first time to provide empirical evidence on
corporations and to compare the responses of individuals and corporations in magnitude.
Corporations account for the greater part of tax debt and, in the end, their response
to public shaming determines whether the policy is a cost-effective instrument for tax
enforcement. Second, public shaming is a new action. Earlier literature made existing
shaming policies more salient to show that shaming improves payment behavior among
shamed taxpayers. It thereby exclusively focused on shamed taxpayers. Yet, shaming can
backfire among previously compliant taxpayers if it informs that others are non-compliant
(Gino et al., 2009; Blaufus et al., 2017) or crowds out their intrinsic motivation (Bénabou
and Tirole, 2003; Boyer et al., 2016). Studying a new policy and the entire population of
taxpayers provides the full picture of responses, which is necessary to evaluate the policy.
In particular, it allows us to answer the policy relevant question whether tax authorities can
increase tax collection by public shaming. Third, the shaming policy was announced four
months before its implementation. The delayed implementation allows us for the first time
to separate behavioral responses to the threat of shaming (after the adoption of the law
but before the implementation of the policy) from behavioral responses to actual shaming
(after the publication of the first shaming list). The ability to distinguish between these two
channels enables us to speak to what actually makes the policy work. A response to the
threat of shaming implies that taxpayers have been aware of the social norm of paying taxes
on time but failed to comply, implying that the shaming law increases compliance with an
existing social norm. By contrast, a response to actual shaming suggests that the shaming
law is able to change the social norm. Understanding the relative importance of both
channels also has important implications for welfare and the optimal design of the policy:
If the threat of shaming already triggers compliance, this makes shaming more attractive to
tax authorities as they do not need to impose further penalties, which are costly in terms
of both money and welfare. Fourth, the Slovenian shaming list is published on the Internet,
receiving wide public attention. Hence, shaming is highly visible. The digital shaming
list provides an excellent example of how the availability of new technologies provide new
opportunities for tax administrations to tackle non-compliance (OECD, 2019). Fifth, the
Slovenian tax administration shames taxpayers with outstanding tax debt. As we have
access to the administrative payment data and to the records of outstanding tax debt, we
can perfectly observe any payment response to the shaming incentive.

Enforcing tax payments is an important cornerstone of tax enforcement and the OECD
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(2017) identifies tax debt as a key area for further consideration.2 Many developed economies
face difficulties in ensuring the (timely) payment of undisputed tax debts. In 2011, the
average OECD country missed out on tax revenue equal to 11% of the annual tax revenue
collection because of undisputed but unpaid tax debt (OECD, 2013). In Slovenia, total
tax debt overdue equaled €1.9 billion, or 5.1% of GDP in 2011. To tackle this issue, the
Slovenian government adopted the shaming law in 2012.

Our main empirical findings are as follows. First, corporations and individuals signif-
icantly reduce their tax debts to avoid shaming. In response to the threat of shaming
corporations reduce their tax debt by 8.5% on average. This corresponds to €23 million
of extra tax revenue (or 4% of annual CIT revenue). Self-employed individuals reduce
their tax debt by 5%, which is equal to extra tax revenue of €0.5 million. In the paper we
argue that these amounts are indeed additionally collected (and not just brought forward).
The estimates are a lower bound of the long-term effects of the shaming policy: the policy
shifts payment behavior to a new equilibrium and therefore affects all future taxes assessed
(which become collectable under the new equilibrium but would have been uncollectable
before). The strong response to the threat of shaming suggests that taxpayers have been
aware of the social norm of paying taxes on time but failed to comply. It also implies that
reputational concerns and social pressure are important determinants of tax compliance,
complementing the standard toolbox of tax authorities.

Second, the response to the threat of shaming is strongly heterogeneous in the population.
The social costs of shaming are larger for corporations in industries with high reputational
concerns (selling to end customers), in non-exporting industries that heavily depend on
the domestic market, for micro corporations in which responsibilities are less distributed,
and for particularly large corporations that are more in the public eye. We find that
these corporations respond most to the policy. Potentially, the shaming policy thus entails
significant distributional consequences.

Third, actual shaming further reduces tax debt among shamed taxpayers. The publication
of the first shaming list lowers corporations’ tax debts by another 3.2%. However, this effect
is short-lived and restricted to the first shaming list. We estimate that actual shaming
lead to a one-time increase of tax revenue among corporations of e 2.1 million. Compared
with the additional tax revenue that was collected in response to the shaming threat, the
revenue effects from actual shaming are modest. The fluctuation on the shaming list is
low: 96% of the tax delinquents shamed on the second shaming list already featured on the
first list. We provide evidence that financial constraints are important among the shamed
tax delinquents. Or said differently, a significant fraction of shamed taxpayers are unable
to pay their tax debt as opposed to simply unwilling. A shaming law may thus entail
significant welfare losses when financial constraints are important.

Fourth, individuals and corporations that paid their tax debt on time prior to the

2Recent studies of tax payments include Hallsworth et al. (2017), who show that the late payment of
taxes in the United Kingdom falls in response to letters that emphasize social norms and the ways in which
tax revenue finances public goods.
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shaming law continue to do so after the implementation of the law. That is, contagion
effects are absent. This finding is consistent with either little new information conveyed by
the shaming list or the presence of a “duty to comply” (Dwenger et al., 2016).

To identify the effect of the shaming threat we exploit that taxpayers were heterogeneously
affected by the shaming law, although it was fully applicable to all taxpayers. Specifically,
we take advantage of the fact that taxpayers had different debt histories before the shaming
law. Think of taxpayers who seldom incurred tax debt as they predominantly paid new
tax items on time. They hardly have to change behavior to avoid shaming. Now contrast
these taxpayers to taxpayers that had tax debt on many occasions. These taxpayers can
only avoid shaming if they significantly adjust their payment habits. To identify the threat
of shaming impact, we thus exploit the variation in ex ante exposure to the policy. The
empirical strategy is to compare changes in tax debt among taxpayers with high exposure
to the shaming law with those among taxpayers with low exposure.3 Exposure is measured
by the share of days on which a taxpayer would have been shamed on a hypothetical
shaming list before the introduction of the shaming law (“shaming probability”). Ex ante
individual shaming probabilities are, of course, not randomly assigned. A causal effect can
be identified when the following two assumptions hold. First, in the absence of the shaming
law, any baseline differences would have continued on the same trend. Second, there should
be no selection into treatment. We provide supportive evidence for the plausibility of both
assumptions.4

We also explore the dynamics of the threat of shaming by estimating event studies
for the weeks before and after the adoption of the shaming law. While we find point
estimates very close to zero before the adoption, very large negative point estimates after
the adoption of the shaming law indicate a sharp drop in tax debt due to the threat
of shaming. We complement our event study and difference-in-differences approaches
by a regression discontinuity analysis. This regression discontinuity design exploits the
treatment variation caused by the shaming threshold of €5,000. It reveals that (affected)
corporations just to the right of the shaming threshold indeed reduce their tax debt more
strongly than the (unaffected) corporations to the left of the threshold.

Actual shaming is unlikely to be an effective tool for reducing tax debt if taxpayers form
correct expectations about the social costs of shaming. Only if the social costs are larger
than anticipated, can actual shaming lead some of the first unwilling tax delinquents to
engage in social learning and to pay their tax debt.5 Social learning may happen if there are
fewer tax delinquents shamed (signaling a stronger social norm) or if naming-and-shaming

3Comparable difference-in-differences approaches have been used in other contexts by e.g., Rajan and
Zingales (1998), Finkelstein (2007), Mian and Sufi (2012), and Fort (2017).

4The shaming law also has an expressive value (Sunstein, 1996; Kahan, 1997; Posner, 1998, 2000, 2002;
Bénabou and Tirole, 2011). That is, by passing the shaming law, the government sends a signal to all
taxpayers that having tax debt violates a social norm and will be punished. Since our identification approach
does not capture any effect of the shaming law on all taxpayers, our estimates provide a lower bound of the
full impact of the threat of shaming.

5Expectation interactions through observational learning may cause social externalities of incurring tax
debt (Manski, 2000). A natural question is whether social learning can be leveraged for policy (BenYishay
and Mobarak, forthcoming), particularly for fostering tax compliance (DelCarpio, 2014).
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entails graver social costs (such as broader media coverage or greatly impaired reputation
with customers) among shamed tax delinquents. Importantly, only the tax debts of shamed
taxpayers become public information, while the tax debts of non-shamed taxpayers remain
private information under the shaming law. This implies that non-shamed taxpayers can
learn from observing shamed taxpayers (but not the other way around). To gauge the
impact of actual shaming, we relate the extent of social learning within a certain region
and industry sector to individual changes in tax debt among shamed tax delinquents. We
measure social learning among non-shamed taxpayers to avoid endogeneity. Our approach
yields a causal effect if the common trend assumption holds. In our context, this states that
the change in the tax debts of shamed delinquents would have been the same in industries
with little and with significant social learning in the absence of the shaming law. Implicitly,
this requires the pre-period differences in the inflow of new tax items to continue on the
same trends. Indeed, we show that new tax items smoothly evolve for industries with little
and with significant social learning in our observation period from 2012 to 2013.

The closest paper to ours is Perez-Truglia and Troiano (2018), who show that shaming
can work on individuals.6 In their experiment, shamed tax debtors receive a letter signed
by the researchers, which refers to the public records from the tax departments and features
10 individual tax debtors and their tax debt amounts. In a high visibility treatment, tax
debtors on the shaming list are informed that their household “and other households in
your area” receive the letter. In a low visibility treatment recipients are informed to be
the only household in the area receiving the letter. Raising the visibility of tax debtors
among neighbors increases the probability of leaving the shaming list by individuals with
tax debts below $2,500, but has no effect on individuals with larger debt amounts. While
Perez-Truglia and Troiano (2018) exclusively study individuals who were already shamed
under an existing shaming law, we take advantage of the introduction of a new shaming
law. Our paper provides evidence on both corporations (which account for the bulk of tax
debts) and the overall population of individuals, including previously compliant taxpayers
(on which the shaming law may have adverse effects). It can thus answer the policy relevant
question whether tax authorities can increase tax collections by shaming tax delinquents.

Our study also connects to the literature on public disclosure. Evidence in Brockmeyer
et al. (2019) suggests that merely publishing the names of non-filers increases the filing rate.
In Norway, information for individuals on income, wealth, and income and wealth taxes
paid has been available on the Internet since 2001. Before 2001, the tax information was
easily accessible in some but not all local areas. Bø et al. (2015) exploit the variation in

6This is in line with findings from the laboratory. Coricelli et al. (2010) study the impact of shaming on
compliance. They find that both the number of evaders and the amount of tax evaded reduce significantly
if a picture of detected evaders is displayed to all group members. Public shaming of evaders acts as a
deterrent to tax evaders both in Italy and in the US, despite what appear to be different social norms for
tax compliance in the countries studied (Alm et al., 2017). In a public goods experiment, Jacquet et al.
(2012) demonstrate that the threat of shaming (being publicly exposed as one of the two least generous
group participants) increases cooperation. Another set of laboratory experiments find that revealing the
identity of participants affects cooperation in public goods games (e.g. Gächter and Fehr, 1999; Andreoni
and Petrie, 2004; Rege and Telle, 2004).
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accessibility over time and across space to identify how public disclosure impacts the income
reported by individuals. They find that business owners significantly increase reported
income when tax information is made available on the Internet. The effect is larger in
reputation-based industries and in less densely populated areas. The study by Hasegawa
et al. (2013) draws our attention to potential costs of making information public. They
find that with a threshold for disclosure a significant number of individual and corporate
taxpayers underreport taxable income to avoid disclosure. Dyreng and Wilde (2016) exploit
a shock to the public scrutiny of firm subsidiary locations and show that public scrutiny
increases the number of subsidiary location disclosures and, in particular, corporations’
effective tax rates. They further describe disproportionately higher levels of tax haven
usage for previously non-disclosed subsidiary locations and conclude that public scrutiny
leads to a decrease in tax avoidance. All of these papers show that public information has
real consequences. Yet, public disclosure affects taxpayers both with legal and with illegal
behavior. Thus, the previous literature cannot speak to whether the policy reduces initially
unlawful behavior or whether taxpayers purposefully overpay taxes with the policy in order
to look good. In contrast, we study a context where only socially undesirable behavior is
put into the spotlight and where we can observe how this behavior changes in response.

The remainder of this paper is structured as follows. Section 4.2.1 provides an overview
of the institutional details and introduces our data set. Section 2.3 explains our empirical
strategy. In sections 2.4 and 2.5, we present our empirical results on the threat of shaming
and on actual shaming, respectively. Section 2.6 discusses how previously compliant
taxpayers are affected by the policy, and section 4.5 concludes.

2.2 Institutions and Data

2.2.1 Institutional Background

The Slovenian tax system comprises direct taxes on income, direct taxes on property, and
indirect taxes (Schellekens et al., 2017). During our observation period, all taxes and social
security contributions were collected by the tax administration of Slovenia.7 While personal
income taxes are collected by withholding during the year, corporate income and value
added are taxed in a self-assessment regime.8 In addition, self-employed individuals and
corporations are obliged to remit social security contributions, which are considered tax
debt if unpaid. The self-assessment regime for the self-employed and for corporations opens
up the possibility to accumulate significant tax debt, which is the focus of our study. Unlike
employed individuals, corporations and the self-employed are not subject to withholding
and can easily defer the payment of their tax bills. Corporations account for 80% of tax

7On August 1, 2014, the tax administration and customs administration merged to create the financial
administration that has since collected all taxes and duties.

8Payments for corporate income tax and value added tax must be made in advance on a quarterly or
monthly basis (depending on the size of the business). Other than that, the payment deadline is 30 days
after the tax assessment. Various penalties are imposed for not correctly filing a required tax return (again
depending on size).
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debt and the self-employed for 7.5%.9 In our analysis, we focus on these taxpayers to study
whether naming-and-shaming can affect their tax debts.

The Slovenian tax administration sends out a payment reminder for each tax issue one
week after the payment deadline has passed. Thus, inattention or uncertainty about how
much to pay cannot explain the high tax debt levels. Instead, the tax administration
deplores a “lack of payment discipline” (Republic of Slovenia, Ministry of Finance, 2011).
All the available instruments of tax debt enforcement have turned out to be ineffective.
For instance, as Slovenia is a small country, taxpayers have opened a bank account in
neighboring Austria or Italy (which are also part of the Eurozone) to escape income
garnishment.10 To recover tax debts that otherwise were uncollectable, the Slovenian
parliament passed a shaming law in November 2012. This law allows the tax administration
to name-and-shame taxpayers with tax debt over e 5,000 that is overdue for more than 90
days (“old tax debt”). We refer to these taxpayers as “delinquent taxpayers.”

To determine delinquent taxpayers, tax authorities assess total old tax debt on the 25th

of each month. In the following month (between the 10th and 15th), the tax administration
then publishes the names, addresses and tax identification numbers of all delinquent
taxpayers on its website.11 The published information on corporations also includes the
names and addresses of beneficial owners who directly or indirectly own shares or stocks
that represent more than 25% of a corporation’s share capital. The published information
unambiguously identifies taxpayers. Thus, social pressure and social image concerns may
be at play when both the self-employed and (the beneficial owners of) corporations respond
to the shaming policy. The shaming list does not display individual tax debts but arranges
taxpayers into tax debt amount categories.12 The published information is not updated
between months. That is, delinquent taxpayers are shamed for one full month (or longer).
The shaming list is published as an unarchived image (which remains unscanned by search
engines) and it is forbidden by law to generate a database from the published shaming
lists. As a consequence, taxpayers can retreat from the public eye by paying their debt.
The following four institutional features are central to our study.

First, shaming is a new action. Until 2012, the Slovenian tax administration only used
classical debt collection measures such as interest and fines for late payments.13 Before

9Remaining tax debt among employed individuals can be attributed to single events such as inheritance
or acquisition of property.

10Some countries can withhold government payments to a delinquent taxpayer, deny access to certain
government services, temporarily close a business or withdraw a license, and impose liability on company
directors for certain company tax debts (OECD, 2017, Tables A.125 and A.126). These instruments are
uncommon in Slovenia.

11http://seznami.gov.si/DURS/main_neplacniki_po_abc.html, accessed on June 13, 2018. Screen-
shots of the website are included in the Appendix. Please see Figure 2.A.2 (in Slovenian) and Figure 2.A.3
(translated into English).

12The categories of tax debt (in e 1,000) are (5; 10], (10; 30], (30; 50], (50; 100], (100; 300], (300; 500],
(500; 1, 000], (1, 000; 10, 000], and (10, 000; 20, 000].

13The tax administration has continued classical debt collection measures such as interest, fines, and
income garnishment. They remained unchanged with the shaming policy. The daily interest on late
payments in our observation period was 0.0274%, which corresponds to an annual percentage rate of 10.52%.
This is twice as much as the average interest rate that banks charged from households and corporations in
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the first shaming list, tax collection did not involve any social incentives for taxpayers:
individual tax payment behavior was private information and unobservable to others.
Hence, the shaming law provides a large shift in social incentives that we can exploit in
our empirical analysis. This overcomes the small incentives problem inherent in earlier
studies (Luttmer and Singhal, 2014): those were confined to either study changes in the
salience of existing social incentives (Perez-Truglia and Troiano, 2018) or set (small) social
incentives by providing information on peer behavior (Slemrod et al., 2001; Fellner et al.,
2013; DelCarpio, 2014).14

Second, shaming is highly visible. The shaming law was highly controversial and hotly
debated in the media. The Information Commissioner of Slovenia critically followed and
contributed to the public discussion. She expressed concerns that the shaming information
about tax debtors would be misused or that other institutions (such as banks) would use
these data for other purposes (such as loan decisions). There was broad media coverage,
and many popular TV programs extensively featured the shaming law (e.g., Odmevi,
Studio ob 17-ih). For all these reasons, the public was well informed about the institutional
details of the shaming list. When the first shaming list was published on the website of
the tax administration on April 15, 2013, click rates skyrocketed: the tax administration
recorded 874,301 clicks on that day (see Figure 2.1a). This figure corresponded to 42%
of the Slovenian population (2013: 2.06 million). Public interest was also visible in the
statistics provided by Google Trends in Figure 2.1b. Search requests related to the shaming
list spiked drastically in the week after the first shaming list was published. Afterwards,
the level of search requests remained slightly elevated compared with before the publication
of the first list (but receded towards the end of the year). In other words, the high public
attention around the introduction of public shaming generated strong social incentives and
taxpayers have been fully aware of these incentives.

Third, the behavioral response shows up in the administrative data. The Slovenian
tax administration shames taxpayers that have tax debt. To avoid being shamed (again),
taxpayers have to pay their tax debts. In our administrative data, we observe both new
tax bills and tax payments on a daily basis. That is, we can precisely measure unpaid tax
debt and document any payment responses to the shaming law. All types of tax debts are
treated equally, and within each tax type, the oldest tax items are cleared first. There is
thus no need for taxpayers to adjust in terms of what to pay but only in how much to pay.

Fourth, the timing allows us to separate the threat of shaming from actual shaming. On
November 29, 2012, the Slovenian parliament adopted the shaming law.15 It was announced
that the law would be first applied at the end of March 2013. That is, taxpayers with tax
debt had about four months to pay their debt to avoid being named-and-shamed. Taxpayers
that failed to do so were named-and-shamed in April 2013. The delayed implementation

that time (Bank of Slovenia, 2018), making tax debt an unattractive means of financing.
14The small incentives problem is in line with the observation that interventions could successfully change

behavior only when the stakes for taxpayers were small (Luttmer and Singhal, 2014).
15The first unpublished draft of the law was initiated on September 27, 2012. In section 2.4 we show that

the unpublished draft had no effect on taxpayer behavior.
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Figure 2.1: High Visibility of the Shaming Policy
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Notes: Figure (a) plots the number of page views of the website of the Slovenian tax administration per day. Click
rates that are comparable over time are only available until June 2013 when the website was moved and restructured.
Figure (b) plots the frequency of Google searches in Slovenia for different search terms related to the shaming list as
listed in the legend [English translations in brackets] during our observation period. Values are reported by Google
as percentages of the highest value displayed.
Sources: Data from the Slovenian tax administration and https://trends.google.de.

of the shaming law allows for behavioral responses to the threat of shaming (after the
adoption but before the implementation of the law) and to actual shaming (after the first
shaming list was published). The ability to distinguish between these two channels enables
us to speak to what actually makes the policy work. A response to the threat of shaming
implies that taxpayers have been aware of the social norm of paying taxes on time but
failed to comply, and thus the shaming law increases compliance with an existing social
norm. By contrast, a response to actual shaming suggests that the shaming law changes
the social norm.

2.2.2 Data

Our analysis links panel data from two administrative data sources: (i) daily payment
records containing tax bills issued and payments made and (ii) yearly tax registry data.
The tax registry contains information on the sex and age of self-employed individuals and
additional characteristics for a subset of corporations such as total capital, the number
of employees, and foundation year. Tax registry data are available for 2011 to 2013. The
payment records from the central tax accountancy system cover July 1, 2012 to December
31, 2013. Before 2012, payment accounts were managed locally and no comparable data
are available. We were granted access, however, to the preliminary payment records for
the first half of 2012. These payment records have been subject to many corrections and
additions (as the central tax accountancy system was not yet full-fledged at that time).16

16The data transfer from 16 locally managed tax offices to the central tax accountancy started on October
1, 2011. During the transition process, the number of accounts significantly reduced to one per taxpayer,
which triggered several corrections and additions. According to the tax administration, it took until June
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We therefore refrain from taking absolute tax debt levels from these preliminary data (as
they are inaccurately low according to the tax administration); we merely take the earlier
data to extend the time window for which we define the intensity of the treatment (see
below). We limit the analysis to “active” taxpayers that incurred at least one new tax
item in our observation period and exclude insolvent taxpayers as well as taxpayers with
write-offs of e 10 or more. The reason is that according to Slovenian regulations, taxpayers
that are not subject to the shaming policy if they are not able to pay the tax “for valid or
objective reasons that they could not influence themselves”. This leaves us with 58,507
self-employed individuals and 77,578 corporations.

Table 2.1: Descriptive Statistics

Mean Median SD SD within # Taxpayers

Panel (a): Corporations
Tax debt

Old tax debt [in e ] 8,133.2 0 480,149 173,589 77,578
1 [old tax debt > 0] 23.7% 77,578
Young tax debt [in e ] 2,541.8 0 135,288 106,908 77,578
1 [young tax debt > 0] 46.1% 77,578

Industry sector composition
Primary 12.2% 77,578
Secondary 16.5% 77,578
Tertiary 71.3% 77,578

Tax registry information
Capital 2011 2,382,862 144,719 40,375,752 36,884
# Employees 2011 11.5 2 93.8 36,884
Years since foundation 11.0 8 10.2 77,578

Panel (b): The self-employed
Tax debt

Old tax debt 1,452.7 0 13,466 1,944 58,507
1 [old tax debt > 0] 24.8% 58,507
Young tax debt 399.7 0 2,013 1,839 58,507
1 [young tax debt > 0] 59.3% 58,507

Tax registry information
1 [gender = male] 76.4% 58,507
Age 44.4 44 10.9 58,507

Notes: Old tax debt refers to tax debt that is more than 90 days overdue; young tax debt refers to tax
debt weakly less than 90 days overdue. The mean, median, and standard deviation (SD) of tax debt are
as of November 29, 2012 (the adoption of the shaming law). We calculate the within SD of tax debt as
tax debti,t − tax debti + tax debt with monthly data from January to November 2012 (pre-treatment months)
recorded on the 25th. Industry composition and tax registry information are as of 2012. SDs and medians are
unreported for the dummy variables.

Table 2.1 shows the descriptive statistics for the main variables of our data set. Panel
(a) focuses on corporations and Panel (b) on the self-employed. For corporations, the
variables have positively skewed distributions as one would expect in the firm data. On
average, corporations have e 8,133 (e 2,542) of tax debt more than (weakly less than)
90 days overdue. Having tax debt is a common phenomenon: 24% of corporations have

30, 2012 for all the discrepancies to be resolved and a uniform recovery system to be implemented.
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old and 46% of corporations have young tax debt. The standard deviations (SDs) of old
and young tax debts reveal substantial heterogeneity across corporations. Most important
for our analysis at the taxpayer level is the within-corporation variation. The within-SD
measures variability in the data over time, not across corporations. It shows substantial
variation in tax debt within corporations. In total, 71% of the corporations in our data set
belong to the tertiary sector, 17% belong to the secondary sector, and the remaining 12%
to the primary sector. The average corporation was founded 11 years ago. Tax registry
information on capital and the number of employees is available for a subsample of 36,884
corporations. On average, these corporations have capital of e 2.4 million and employ 12
people.

Panel (b) presents the descriptive statistics of the self-employed. Tax debts are even
more prevalent than among corporations. One-quarter of self-employed individuals have
old and 59% have young tax debt. However, the tax debt amounts of the self-employed are
considerably smaller. On average, e 1,453 (e 400) are overdue for more (weakly less) than
90 days. The average age of the self-employed is 44 years and 76% of them are men.

In Figure 2.2 we exploit an important feature of our data set, namely that we can
accurately measure tax debt before, during, and after the introduction of the shaming law.
Inspired by an event study design, the figure displays tax debt at weekly time intervals. Tax
debt observed over relatively short time periods allows to gauge the impact of the shaming
law as a specific event. The figure plots the tax debt of corporations from July 2012 to
the end of 2013, distinguishing between tax debt more than 90 days overdue (orange line)
and tax debt weakly less than 90 days overdue (black line). The bulk of total tax debt
is more than 90 days overdue (“old tax debt”). Old tax debt is directly affected by the
shaming law, and we expect the greatest part of the response to happen in old tax debt.
Tax debt weakly less than 90 days overdue (“young tax debt”) may only indirectly be
affected by the shaming law if the law improves general tax payment discipline. In the
figure, we can distinguish three periods of time: (i) the time period before the adoption of
the shaming law on November 29, 2012 (“baseline”), (ii) the time period after the adoption
but before the publication of the first shaming list (“threat”), and (iii) the time period
after the publication of the first shaming list on April 15, 2013 (“actual shaming”). After
being rather stable in the baseline, old tax debt experiences a sharp drop in the period of
threat. In this time window, old tax debt plummets from more than e 1.3 to about e 1
billion. With actual shaming, we observe some fluctuations of old tax debt, exhibiting a
slight downward trend overall. These findings are consistent with the significant impact of
public shaming on behavior (in the periods of both threat and actual shaming).

As these aggregate figures might be confounded by extraneous factors unrelated to the
shaming law, we take a difference-in-differences approach to identify the causal effects of
the threat of shaming and of actual shaming on taxpayer behavior in the following section.
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Figure 2.2: Aggregate Tax Debt of Corporations and the Self-Employed
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Notes: This figure plots aggregate tax debts of corporations and self-employed individuals. It distinguishes between
“young tax debts” that are weakly less than 90 days overdue and “old tax debts” that are more than 90 days overdue
(weekly data). The figure covers July 1, 2012 to December 31, 2013.

2.3 Empirical Strategy

We first consider the response to the threat of shaming. To do so, we exploit the fact
that taxpayers were unequally likely to have old tax debt above e 5,000 before the shaming
law. The probability of having old tax debt above e 5,000 in earlier times determines a
taxpayer’s exposure to the shaming law: taxpayers with a high ex ante probability of tax
debt above e 5,000 are more likely to be shamed (if they do not adjust their payment
habits). We use individual tax debt histories before the shaming law to calculate the ex
ante shaming probability as

shaming probabilityi = 1
D

×
D∑
d

1 [old tax debti,d > 5, 000] , (2.1)

where 1 is an indicator function equal to 1 if the tax debt stock more than 90 days overdue
exceeds e 5,000 on day d. In essence, we calculate the old tax debt stock for each taxpayer
on every day from January 1, 2012 (d = 1) to November 28, 2012 (D = 333)—that is, from
the beginning of our observation period to the day before the adoption of the law—and
then count how many days a taxpayer would have been shamed on a hypothetical shaming
list with the same thresholds as the adopted law. The shaming probability is then simply
the share of days a taxpayer would have been shamed if the law had existed before. Figure
2.A.4 in the Appendix shows considerable variation in the shaming probability that we can
exploit for identification.

The empirical strategy is to compare changes in tax debt for taxpayers with a high
shaming probability with those for taxpayers with a low shaming probability. Conceptually,
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our approach results in a difference-in-differences estimation with varying treatment inten-
sities (instead of a binary treatment assignment). Similar approaches have been applied in
different contexts by Rajan and Zingales (1998), Finkelstein (2007), Mian and Sufi (2012),
and Fort (2017).

We first consider tax debt more than 90 days overdue (which we hereafter term “tax
debt”). We estimate the following ordinary least squares (OLS) regression to empirically
identify the threat of shaming:

%∆tax debti,t = α+ β1shaming probabilityi × Dthreatt
+ β2shaming probabilityi + β3Dthreatt + γXi,2011 + δi + ηt + εi,t.

(2.2)

Our estimation sample for the threat of shaming covers July 1, 2012 to March 25, 2013
(leaving aside the period of actual shaming). Dthreatt is a dummy variable indicating
the period of the shaming threat (after the adoption of the shaming law). In some of the
regressions, we include either a corporation fixed effect δi or a vector of control variables
Xi (tax office, industry and legal form fixed effects as well as corporation age, capital, and
the number of employees in 2011). All regressions include month fixed effects ηt to purge
seasonal patterns from the data. εi,t represents the error term. The coefficient of interest
β1 measures the impact of the shaming threat on tax debt in percent.

For the change in tax debt, we compare a taxpayer’s level of tax debt on the 25th of
month t to tax debt on the 26th of month t− 1. Changes in tax debt may be large and tax
debt can be zero. Using a simple percentage change method of calculation would thus lead
to many missing values. Instead, we calculate the relative change in tax debt according to
the midpoint formula. That is, we express the change in tax debt between two periods in
relation to the average tax debt level in both periods. To keep the relative change bounded
between -1 and 1, we multiply by 0.5:

%∆tax debti,t = 0.5
[

tax debti,t − tax debti,t−1
0.5(tax debti,t + tax debti,t−1)

]
. (2.3)

We also consider the effect of the shaming threat on the probability of being in tax debt
and on the probability of having tax debt larger than e 5,000. Here, we estimate a linear
probability model:

1 [tax debt]i,t = α+ β1shaming probabilityi × Dthreatt
+ β2shaming probabilityi + β3Dthreatt + γXi,2011 + δi + εi,t,

(2.4)

where 1 [tax debt]i,t is an indicator of taxpayers with strictly positive tax debt or, alterna-
tively, taxpayers with tax debt strictly larger than e 5,000. We estimate equation (2.4)
by linear regression (Angrist and Pischke, 2008) and probe the robustness of our findings,
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estimating linear probability models.
Individual shaming probabilities before the introduction of the shaming law are not

randomly assigned. Hence, to be able to identify a causal effect, two identifying assumptions
need to hold. First, in the absence of the shaming law, any baseline differences would
have continued on the same trends (“common trend assumption”). Figure 2.A.5 in the
Appendix shows that there are no structural breaks in the assessment of taxes during
our study period. This also holds conditional on shaming probabilities (Figure 2.A.10 in
the Appendix). Second, there should be no selection into treatment. The exact shaming
thresholds were chosen irrespective of the distribution of tax debts. In addition, thresholds
were switched around during the legislative procedure. For instance, the draft of the law
aimed to shame all taxpayers with tax debt over e 4,000 that was more than 60 days
overdue. The purely accidental choice of the thresholds makes selection into treatment
unlikely. To alleviate the remaining concerns, Figure 2.A.6 in the Appendix shows that
the shaming probability is uncorrelated with corporation size (measured by capital and
the number of employees) and corporation age. Hence, there is no evidence for selection
into treatment. In addition to specification checks within the difference-in-differences
framework, we run two types of robustness analyses: an event study and a regression
discontinuity design. The event study approach allows us to relax assumptions on the
treatment period. In the regression discontinuity design we investigate whether payment
behavior differs around the shaming threshold of e 5,000 (instead of between shaming
probability groups), probing the robustness of results with respect to the definition of
treatment. We run placebo tests in both approaches.

Next, we focus on actual shaming. Here, taxpayers endogenously select into treatment,
as the shaming list was publicly announced four months before its implementation and
taxpayers had the possibility to avoid actual shaming by paying their tax debt early.
However, taxpayers may not pay their tax debt and end up being named-and-shamed for
two reasons. First, they may be unable to pay because of financial constraints. Second,
the shaming incentive may not be sufficiently large to trigger a behavioral response. That
is, taxpayers may assess the expected social costs of naming-and-shaming and still be
unwilling to pay.

Actual shaming is unlikely to be an effective tool for reducing tax debt among financially
constrained tax delinquents. On the contrary, the shaming list may signal reduced financial
strength to banks and commercial partners. Hence, being part of the shaming list is likely
to damage reputation, increase the cost of financing, and deteriorate terms of payment
(even though the systematic use of the shaming list for these purposes by banks and
commercial partners is illegal). We thus expect the liquidity constraints of financially
constrained tax delinquents to become (weakly) more binding with actual shaming.

Yet, a case for actual shaming arises from tax delinquents that had false expectations. If
the social costs of being named-and-shamed are larger than anticipated, actual shaming
may lead some of the first unwilling tax delinquents to engage in social learning and pay
their tax debt. Social costs may be larger than expected for two reasons. First, the shaming
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list informs of a social norm and allows for peer comparisons as it makes the number of
tax delinquents and tax debt amounts of tax delinquents public knowledge. Taxpayers can
thus learn the strength of the social norm: the fewer the tax delinquents on the list (and
the lower the tax debt overdue), the stronger is the social norm and the larger are the
social costs of violating that social norm. Second, tax delinquents may underestimate the
social costs of being named-and-shamed. In several newspapers, local taxpayers have been
singled out in articles reporting on the shaming list.17 Due to such media coverage of tax
delinquents the social costs of being named-and-shamed may be larger than expected. To
sum up, public shaming may trigger social learning (Manski, 2000; Fershtman and Segal,
2018) and may thus be effective at reducing tax debt.

Our estimation sample for actual shaming consists of all shamed tax delinquents. We
aim to estimate the change in their tax debts driven by actual shaming and social learning.
Three points are thus important for our empirical analysis. First, the information value for
a taxpayer is the largest from observing the taxpayers in his or her reference group (Wenzel,
2004; Gino et al., 2009), such as taxpayers in the same industry and region. This leads us to
group taxpayers by industry and region when measuring social learning.18 Second, while the
tax debt of shamed taxpayers becomes public knowledge, the tax payment behavior of non-
shamed taxpayers remains private information, even under the shaming law. This implies a
clear direction of social learning: Social learning among shamed and non-shamed taxpayers
occurs from shamed tax delinquents (but not from non-shamed taxpayers). Obviously, the
set of information of a taxpayer and thus social learning remain unobservable. We thus
proxy for social learning with the behavioral response that it triggers among non-shamed
taxpayers. Importantly, our measure of social learning focuses on non-shamed taxpayers as
they are not directly affected by the shaming list; any behavioral response to the shaming
list among these taxpayers can be fully attributed to social learning. Third, before the
first shaming list, non-shamed taxpayers perceive the social norm as (weakly) stronger
than do shamed taxpayers, as revealed by their initial tax debt levels. Hence, the first
shaming list leads to (weakly) more social learning among shamed tax delinquents than
among non-shamed taxpayers. In other words, we measure social learning among shamed
tax delinquents with error. This approach may introduce a classical errors-in-variables
problem and may bias the effect of actual shaming towards zero (attenuation bias). To
sum up, identifying the effects of actual shaming involves computing a measure of social
learning within industry-region groups and relating these measures to tax debt.

One could think of alternative mechanisms that are unrelated to social learning but could
trigger tax debt payment in response to actual shaming. For instance, actual shaming
(and the media reporting on it) may serve as a reminder and increase the salience of tax

17For instance, an article in the regional newspaper “Dolenjski list” singled out the biggest tax debtors
in the Dolenjska region (Dolenjski list, 2013). Similar articles were published for other regions. Also, the
media singled out certain groups by, for instance, reporting on famous Slovenians on the shaming list (Delo,
2013; Slovenija, 2013).

18Alstadsæter et al. (2018) study tax avoidance behavior of individuals within family networks and find
that social interactions are an important determinant of behavior.
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debt issues. Or alternatively, taxpayers may pay their taxes because they update their
beliefs about how seriously the tax administration is about enforcement. While we cannot
formally test and rule out these alternative mechanisms (unlike, e.g., Bursztyn et al. (2019)
for credit card repayments), we argue that they are very unlikely in the present context
for two reasons: First, the media already intensively covered the shaming law when the
law was adopted. The wide media coverage and a heated public debate made the issue of
tax debt collection and the considerable efforts of the tax administration very salient, long
before the first shaming list was published. Second, our identification strategy exploits
variation in the number of shamed tax delinquents across industries and regions. As long
as general time effects are unrelated to the industry-region variation, they are purged from
our regressions.

To empirically identify the effect of actual shaming on the tax debt of shamed tax
delinquents, we estimate the following OLS regression:

%∆tax debti,r,s,p = κ+ θsocial learningnon-shamed,r,s,p + γln(industry growthi,2011) + εi,r,s,p,

(2.5)

where the dependent variable is the relative change in tax debt among shamed tax
delinquents in period p. social learningnon-shamed,r,s,p denotes social learning among non-
shamed taxpayers from the publication of the shaming list in region (r) and industry sector
(s) until period p.19 In robustness checks, we include growth rates in value added at the
industry level20. εi,r,s,p is an error term. We estimate an analogous specification for the
probability of reducing tax debt by strictly more than 5% and strictly more than 10%. All
the extensive margin results reported are robust to estimating a logit model.
θ is the coefficient of interest that captures the impact of social learning (and actual

shaming) on tax debt. Social learning is proxied for with the share of non-shamed taxpayers
whose tax payment discipline improves with the publication of the shaming list:

social learningnon-shamed,r,s,p = 1
Nr,s

×
Nr,s∑
n=1

1 [%∆tax debtn,r,s,after < %∆tax debtn,r,s,before] ,

(2.6)
where 1 is an indicator function equal to 1 if a taxpayer’s relative reduction in tax debt
after the publication of the shaming list is larger than it was before or if a taxpayer’s
relative increase in tax debt is smaller than before. For instance, the indicator takes 1 if a
taxpayer reduces his or her tax debt by 10% before the shaming list and by more than
10% thereafter (or if tax debt increases by 10% before but by less than 10% after the
publication of the shaming list). A higher share of taxpayers with improving tax payment

19To avoid censoring, we only consider non-shamed taxpayers with strictly positive tax debt levels both
before shaming and on the publication date of the shaming list. In each of the 16 administrative regions,
we consider 20 industry sectors.

20The information on value added growth rates by industries are published by the statistical office of
Slovenia (http://www.stat.si/statweb/en/home).
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discipline among the non-shamed in a peer group reveals a higher degree of social learning.
We consider the effects of actual shaming and social learning after the publication of the

first shaming list. If taxpayers have false expectations on the social norm and the social
costs of violating it, the first shaming list may bring about substantial social learning.
Then, actual shaming further reduces tax debt beyond the levels reached with the threat
of shaming. Social learning from later lists is expected to be close to zero, as these lists
convey less additional information: The shaming list is surprisingly persistent over time:
96% of the delinquent corporations and individuals shamed on the second list featured on
the first list. The corresponding figures for comparing the third and fourth shaming lists to
the first list are 92% and 91%, respectively. The persistence in the composition of shamed
tax delinquents also prevents us from studying the probability of leaving the shaming list
as an outcome variable.

The empirical approach is to examine whether there is a break in any pre-existing
differences in the trend of tax debt around the publication of the first shaming list on April
15, 2013. Our approach yields a causal effect if the common trend assumption holds. In
our context, this says that the change in the tax debts of shamed tax delinquents would
have been the same in industries both with little and with significant social learning. One
might be concerned that macroeconomic shocks may have heterogeneously affected the tax
debt of these industries through the number and amounts of new tax items. Figure 2.A.11
in the Appendix shows that the average weekly amounts of due tax items smoothly evolve
for industries with little and with significant social learning over our observation period,
alleviating concerns of economic shocks at the region-industry level. Note that we do
not know the sectors of industry of the self-employed. As we also lack information on
other characteristics with which to determine the social reference group of self-employed
individuals, we focus our analysis of actual shaming on corporations.

The size of the effect of actual shaming depends both on the magnitude of social learning
and on the underlying distribution of tax delinquents that are unable and unwilling to
pay. The underlying distribution of those types in the population is also important for the
welfare consequences of the policy. Social learning can also take place among previously
compliant taxpayers, who may find general payment discipline poorer than they thought.
This may trigger unintended behavioral responses through contagion (Gino et al., 2009),
which we discuss in Section 2.6.

2.4 Impact of the Threat of Shaming

In this section, we present empirical evidence on the threat of shaming. In the following
section, we focus on actual shaming.
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2.4.1 Corporations

We begin by estimating the impact of the threat of shaming on corporations. Then, we
present related results for the self-employed and describe the heterogeneity in the treatment
response.

Sharp decline in average tax debt. The shaming law introduces an incentive to pay
tax debt before the law is implemented to avoid shaming, particularly for taxpayers with a
high ex ante shaming probability. We expect taxpayers with a positive ex ante shaming
probability to reduce their tax debt and the response to weakly increase in the shaming
probability. Figure 2.3 presents evidence on such behavior by depicting the development of
tax debt of corporations by shaming probability between July 2012 and December 2013.

Figure 2.3: Tax Debt by Shaming Probability: Corporations
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Notes: This figure displays the average tax debt for different groups of corporations based on their shaming
probability. The figure includes all corporations with strictly positive shaming probability. Tax debt refers to tax
debt more than 90 days overdue. The figure covers July 1, 2012 to December 31, 2013. To limit the effect of extreme
values, we exclude from the figure taxpayers with average tax debt above the 99th percentile in each group.

Four points are of note. First, after the adoption of the shaming law, we observe a
sharp decline in average tax debt. This decline continues until the first shaming list is
compiled. Second, the effect is most pronounced among corporations with a shaming
probability between 80% and 100% (excluding interval boundaries, N = 207). Within
four months, these corporations dramatically reduce average tax debt from above e 80,000
before the adoption of the law to about e 5,000 (the threshold amount) at the end of
the period of threat. Third, corporations with a lower shaming probability also reduce
their tax debt but to a lesser extent. Overall, the payment behavior during the period of
threat substantially reduces the variation in tax debt, leading to a convergence between
the shaming probability groups. Fourth, corporations with a shaming probability of 100%
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Figure 2.4: Payment vs. Due Stock by Shaming Probability: Corporations
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Notes: The figure displays the ratio between total payments made (payment stock) and total amount due (due
stock, i.e. the sum of all tax items due) on a given date. The figure covers July 1, 2012 to December 31, 2013. The
stocks are calculated for each date between January 1, 2012 and December 31, 2013. For example, the payment
stock (due stock) on November 29, 2012 includes all tax payments made (all tax items due) between July 1 and
November 29, 2012. A ratio of 1 means that all tax items are paid on time. A ratio less than 1 means that a
taxpayer accumulates tax debt. A ratio greater than 1 means that a taxpayer reduces tax debt or a previously
compliant taxpayer makes tax payments before the due date. The figure includes all corporations with strictly
positive shaming probability.

(N = 2886) stand out: on average, these corporations do not respond and maintain high tax
debt levels of e 50,000 to e 60,000. The inertia of these corporations might point to binding
financial constraints. While we do not have detailed information about the financial health
of individual corporations, we do know whether a corporation is in insolvency proceedings,
which can be considered an extreme form of financial constraint. Looking at the full
population of Slovenian corporations, we find a strong discontinuity in the likelihood of
insolvency at the shaming probability of 100%: The likelihood of insolvency for corporations
with a shaming probability of 100% is 13.4%, compared to only 3.1% for those with a
shaming probability of above 80% to below 100% (and 3.6% for those with a strictly positive
shaming probability below 100%). Hence, a shaming probability of 100% is associated
with an about 4 times larger probability of insolvency proceedings. Note that taxpayers
in insolvency proceedings are excluded from our estimation sample. That is, insolvency
proceedings themselves cannot explain the weak response of corporations with shaming
probability of 100%. However, the discontinuity may be taken as evidence that financial
constraints are particularly large for corporations with shaming probability of 100%.

Active payment response. To dig deeper into the impact of the threat of shaming,
we take a different perspective and consider the active payment response of taxpayers.
Payments made not only depend on tax debt but also on new tax items that become
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due. We can thus think of the ratio between payments made and new tax items due as a
measure of taxpayers’ payment discipline. This ratio is 1 if taxpayers pay what becomes
due, the ratio is smaller than 1 if taxpayers accumulate tax debt, and it is larger than 1 if
taxpayers clear their outstanding tax items before the due date (that is, they pay off tax
debt accumulated in the past). Figure 2.4 follows this approach and relates the stock of
tax payments made to the stock of new tax items due.21 The stock of tax payments made
(“payment stock”) is calculated at different points in time as the sum of the payments
made until then since January 1, 2012. Analogously, the stock of new tax items due (“due
stock”) is given by the sum of all tax items that became due between January 1, 2012 and
the point in time considered. A horizontal line of the payment-due-ratio reflects unchanged
payment discipline, whereas a positive slope indicates improvements in payment discipline.

The graph clearly shows that payment discipline improves with the adoption of the
shaming law. The ratio of payments made to tax items due shows a clear upward trend,
particularly after the adoption of the shaming law. That is, corporations increase their
payments to the tax administration in relation to the amount of tax items due. This
effect is most pronounced in the groups of taxpayers with a high shaming probability.
The payment-due-ratio rises above 1 (except for the group of taxpayers with a shaming
probability of 100%) until the shaming law is implemented. That is, the average taxpayer
pays more than what becomes due. Payment discipline reaches a new equilibrium in which
the payment-due-ratio is slightly above 1 (taxpayers with shaming probability below 100%).
Taxpayers with a low shaming probability exhibit a payment-due-ratio above 1 from the
start, which means that they clear their outstanding tax items before the due date. We
again find that the shaming law reduces the variation across groups of taxpayers and leads
to converging payment-due-ratios. This result is in line with our findings on tax debt
(Figure 2.3) even though the two figures are not directly comparable, as Figure 2.4 offers
no interpretation in terms of debt levels.22 This also manifests in the declining age of tax
debt items. Figure 2.A.13 in the Appendix displays the development over time of the age
of cleared tax items. Taken together, the results on tax debt, the payment-due-ratio and
the age of cleared tax items suggest that the threat of shaming significantly reduces tax
debt and improves overall tax payment discipline.

Regression results. Next, we quantify the impact of the threat of shaming in linear
regressions. We estimate equation (2.2) by using OLS, with the relative change in tax
debt as the dependent variable. From Figure 2.3, we know that the group of taxpayers
with a shaming probability of 100% stand out in their response to the shaming threat (as
they may be financially constrained). To take this into account, we separately estimate

21An alternative would be to calculate the ratio of payments made and new items due based on flow
variables. This measure turns out to be noisy. For instance, slightly late payments lead to a small payment
due ratio when the items are due and a large ratio when the payment is actually made. In addition, when
using flow variables, the bin size becomes important. For all these reasons, we prefer to calculate the
payment-due-ratio based on stock variables.

22The reason is that tax debt levels also depend on the amount of new tax items that fall due. An increase
in the payment-due-ratio can thus be consistent with both falling and increasing tax debt depending on the
amount of new tax debt.
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the effects for this group. To do so, we include a dummy variable D100, indicating these
taxpayers, and interact the dummy variable with the dummy of the period of the shaming
threat.23 Table 2.2 presents our core results on how tax debt is causally affected by the
shaming threat. We find that introducing a shaming threat significantly reduces tax debt.
Column (1) includes month fixed effects only. Our preferred specification in column (2)
additionally includes tax office, industry, and legal form fixed effects to purge any systematic
differences from the regression. The interaction term of the Shaming Probability x Dthreat
yields a coefficient of interest equal to -0.075 (column (2)). Evaluating the coefficient
of -0.075 at the sample average (i.e., a shaming probability of 29.3%)24 shows that the
threat of shaming reduces tax debt by 2.2% per month. This effect is economically and
statistically significant.

Table 2.2: Effect of the Shaming Threat on Tax Debt: Corporations

Dependent variable: OLS FE
%∆tax debti,t (1) (2) (3) (4)

Shaming Probability × Dthreat(0/1) −0.075∗∗∗ −0.075∗∗∗ −0.057∗∗∗ −0.075∗∗∗

(0.011) (0.011) (0.013) (0.011)
Dthreat(0/1) −0.020∗∗∗ −0.020∗∗∗ −0.018∗∗∗ −0.017∗∗∗

(0.001) (0.001) (0.002) (0.001)
Shaming Probability −0.023∗∗∗ −0.026∗∗∗ −0.027∗∗∗

(0.007) (0.007) (0.008)
D100(0/1) × Dthreat(0/1) 0.085∗∗∗ 0.085∗∗∗ 0.058∗∗∗ 0.085∗∗∗

(0.011) (0.011) (0.013) (0.011)
D100(0/1) 0.023∗∗∗ 0.023∗∗∗ 0.035∗∗∗

(0.007) (0.007) (0.008)

Corporation Age 3

Capital in 2011 3

# Employees in 2011 3

Tax Office FE 3 3

Industry FE 3 3

Legal form FE 3 3

Corporation FE 3

Month FE 3 3 3 3

Observations 698,202 698,202 331,956 698,202
# Corporations 77,578 77,578 36,884 77,578

Notes: Standard errors clustered at the taxpayer level are in parentheses. Tax debt refers to tax debt more than
90 days overdue. ∗∗∗ denotes significance at the 1% level.
Sample: All corporations.

In further specifications, we probe the robustness of our result. Column (3) includes
corporation age, capital, and the number of employees in 2011 as further control variables.
Information on the control variables is available for about half of the sample only. Although

23To calculate the effect of the shaming threat on those taxpayers, we have to combine the interaction
term between the shaming probability and Dthreat (multiplied by 1) with the interaction term between
D100 and Dthreat. This reveals the lack of response among taxpayers with a shaming probability of 100%,
consistent with Figure 2.3.

24The sample average is calculated among taxpayers with a strictly positive shaming probability below
100%.
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the estimate of the causal effect of the shaming threat is somewhat smaller in the restricted
sample (-0.057 vs. -0.075 with a p-value of 0.01), we still find that the shaming threat is
effective at reducing tax debt. Since the restricted sample oversamples large corporations,
we return to our preferred specification and additionally include taxpayer individual fixed
effects (column (4)). Compared to column (2) our results are virtually unchanged, which
shows the substantial amount of “within”-corporation variation in the data that we exploit
for identification.

Interestingly, tax debt falls significantly for all taxpayers with the shaming threat
(statistically significant coefficient of -0.02 for Dthreat). This decline is consistent with
the tax administration successfully sending a general signal about the non-acceptability of
tax debt (see literature on expressive function of the law, e.g., Sunstein, 1996; Bénabou
and Tirole, 2011). However, the effect of such a signal cannot be causally identified here,
which leads us to underestimate the total effect of the shaming policy. We note that the
reduction implied by Dthreat may also be driven by other macroeconomic factors.

Total effect of shaming threat. The threat of shaming was in place for four months
(from November 29, 2012 to March 25, 2013). We calculate the total impact of the threat
of shaming over these four months as (1 + β̂1 × Shaming Probability)4 − 1, using the
average shaming probability of 29.3% among corporations with a strictly positive shaming
probability below one. On average, the threat of shaming reduces their tax debt by 8.5%.
When the shaming threat became effective on November 29, 2012, Slovenian corporations
overall had accumulated e 1.22 billion in tax debt older than 90 days. Thereof, e 274 million
belong to corporations with a strictly positive shaming probability below one. Owing to
the threat of shaming, the tax administration could collect additional tax revenue of e 23
million alone from these corporations over the course of these four months.25 Remember
that Slovenia introduced the shaming policy to enforce tax debt which turned out to be
uncollectable with the enforcement measures in place (see Section 2.2). In Figure 2.3 and
Figure 2.4 we have seen that the shaming law was effective in achieving this goal: After
the adoption of the shaming law, there is a marked reduction in tax debt levels and an
increase of payment-due-ratios to above one. After the publication of the first shaming
list, the tax debt levels and the payment-due-ratios stabilize again. This suggests that
taxpayers reach a new equilibrium. Together with the previous point, this implies that
the tax revenue collected with the shaming policy is indeed additional tax revenue (and
not just payments brought forward). We note that our estimates are a lower bound of
the long-term effects of the shaming policy as the new equilibrium affects all future tax
payments. Quantifying these long-term effects on tax revenue, however, is difficult as it
requires assumptions about all future taxes assessed (which are collectable under the new
equilibrium but would have been uncollectable before).

Robustness. We have thus far assumed that the effect of the shaming threat linearly
increases in the shaming probability. To more flexibly estimate the impact of the shaming
threat for different shaming probabilities, we replace the continuous shaming probability

25This corresponds to 4% of the annual corporate income tax revenue.
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Figure 2.5: Effect of the Shaming Threat on Tax Debt by the Shaming Probability:
Corporations
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Notes: The figure displays the monthly relative change in tax debt for different ranges of the shaming probability.
Tax debt refers to tax debt more than 90 days overdue. The coefficients are estimated as in column (2) in Table 2.2,
but we interact the period of threat dummy with dummy variables for the six shaming probability groups (instead
of a continuous shaming probability). The effect of the baseline shaming probability on the change in tax debt is
assumed to be constant across the shaming probability groups. Taxpayers with a shaming probability of 0% are
the baseline group. The whiskers indicate the 95% confidence intervals (with cluster robust standard errors at the
taxpayer level).

with six dummy variables. These dummy variables correspond to shaming probability
ranges of (0, 0.2], (0.2, 0.4], ..., (0.8, 1], and [1] (as in Figure 2.3). Figure 2.5 shows the
monthly relative reduction in tax debt for the shaming probability groups. The effect of the
shaming threat increases linearly in the shaming probability. In other words, if a taxpayer
is twice as likely to be affected by the shaming policy, he or she reduces her tax debt
twice as much.26 The exception from this pattern is the group with a shaming probability
of 100%, which has an estimated effect close to zero. We return to this observation in
Section 2.5. These findings confirm that estimating a linear relationship between the
shaming probability and tax debt is unrestrictive.

We further explore the robustness of our results in Table 2.3, where we define the treat-
ment status based on the average amount of old tax debt two weeks prior to the adoption
of the shaming law (instead of based on the pre-treatment shaming probability). In these
regressions, we consider corporations with pre-treatment old tax debt of (e 5000;e 7500]
as treated, and those with pre-treatment old tax debt of (e 2500;e 5000] as untreated
(columns 1 and 2). In further regressions we vary these thresholds to (e 5000;e 6000]
and (e 4000;e 5000] (columns 3 and 4) as well as to (e 5500;e 5000] and (e 4500;e 5000]
(columns 5 and 6) for the treatment and control groups, respectively. We obtain very similar

26Also in the simpler difference-in-differences analysis, in which we estimate the effect of the shaming
threat on tax debt by comparing tax debt at two moments in time (instead of considering all the monthly
changes in between), we cannot reject the null hypothesis of a linear time trend. Figure 2.A.12b in the
Appendix provides a break-down of the full effect of the shaming threat by shaming probability.
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estimates both without and with additional controls.27 Throughout, these regressions
document larger reductions of tax debt among treated corporations compared to the control
group during the threat-of-shaming period. It is reassuring that our results on the threat of
shaming are robust to whether we define the treatment status based on tax debt amounts
or based on the shaming probability, to which we return in the following.

Table 2.3: Effect of the Shaming Threat on Tax Debt: Treatment Status Assigned Based
on Amounts

Bandwith around the shaming threshold of
Dependent variable: e 2500 e 1000 e 500
%∆tax debti,t (1) (2) (3) (4) (5) (6)

Treatment × Dthreat(0/1) −0.069∗∗∗ −0.044∗∗∗ −0.081∗∗∗ −0.069∗∗∗ −0.069∗∗∗ −0.057∗

(0.012) (0.015) (0.019) (0.024) (0.026) (0.034)
Dthreat(0/1) −0.116∗∗∗ −0.192∗∗∗ −0.116∗∗∗ −0.175∗∗∗ −0.090∗∗∗ −0.152∗∗∗

(0.009) (0.013) (0.016) (0.022) (0.023) (0.038)
Treatment 0.043∗∗∗ 0.030∗∗∗ 0.048∗∗∗ 0.036∗∗ 0.047∗∗∗ 0.051∗∗

(0.008) (0.010) (0.012) (0.015) (0.016) (0.021)
D100(0/1) × Dthreat(0/1) 0.215∗∗∗ 0.225∗∗∗ 0.215∗∗∗ 0.236∗∗∗ 0.197∗∗∗ 0.224∗∗∗

(0.011) (0.014) (0.017) (0.020) (0.023) (0.028)
D100(0/1) −0.136∗∗∗ −0.139∗∗∗ −0.133∗∗∗ −0.147∗∗∗ −0.118∗∗∗ −0.159∗∗∗

(0.007) (0.009) (0.010) (0.015) (0.014) (0.024)

Corporation Age 3 3 3

Capital in 2011 3 3 3

# Employees in 2011 3 3 3

Tax Office FE 3 3 3 3 3 3

Industry FE 3 3 3 3 3 3

Legal form FE 3 3 3 3 3 3

Month FE 3 3 3 3 3 3

Observations 18,819 10,665 6,948 3,978 3,366 1,890
# Corporations 2,091 1,185 772 442 374 210

Notes: Standard errors clustered at the taxpayer level are in parentheses. Tax debt refers to tax debt more than
90 days overdue (old tax debt). Treatment status is defined based on the average amount of old tax debt two weeks
prior to the adoption of the shaming law. In columns (1) and (2) corporations with pre-treatment old tax debt of
(e 5000;e 7500] are treated and those with pre-treatment old tax debt of (e 2500;e 5000] are untreated. In columns
(3) and (4) corporations with pre-treatment old tax debt of (e 5000;e 6000] are treated and those with pre-treatment
old tax debt of (e 4000;e 5000] are untreated. In columns (5) and (6) corporations with pre-treatment old tax debt
of (e 5000;e 5500] are treated and those with pre-treatment old tax debt of (e 4500;e 5000] are untreated. ∗∗∗

denotes significance at the 1% level.

Event study approach. Hitherto, we have interacted the shaming probability with a
predefined period of threat dummy. That is, we have predefined the period of the shaming
threat to estimate the impact of the shaming law. Next, we relax the assumption of a
predefined time period. Inspired by an event study design we instead estimate interaction
effects between the shaming probability and each single day in our estimation sample. This
allows us to gauge whether the shaming probability is a valid measure of the intensity

27Note that the regressions separately estimate the treatment effect for the group of taxpayers with
a shaming probability of 100% (which points to binding financial constraints). Again we find that this
group of taxpayers does not respond to the threat of shaming, consistent with our findings from our main
regressions.

30



Chapter 2

of treatment through the shaming law. While we expect the interaction effects to be
insignificant prior to the adoption of the shaming law (placebo test), we expect them to
significantly explain reductions in tax debt once the shaming law is adopted. To purge
general time trends and unobserved heterogeneity we include month of the year and
corporation fixed effects. Figure 2.6 depicts the interaction effect for each day in our sample
period (each normalized with the estimate for the last day of the baseline period). Three
things are of note. First, the interaction effects are fluctuating closely around zero in the
baseline period. That is, the shaming probability cannot explain changes in tax debt prior
to the adoption of the shaming law. This suggests that corporations with different shaming
probabilities indeed follow a common trend prior to the shaming law. The same applies to
the period of actual shaming when the shaming threat was no longer pertinent. Second,
the point estimates are very close to zero after the draft and before the adoption of the
law. This is exactly what we expect as the draft remained unpublished. As the draft was
unknown to taxpayers, taxpayers could also not respond to it. Third, point estimates
indicate a sharp drop in tax debt shortly after the adoption of the shaming law. The threat
of shaming, as measured by the ex ante shaming probability, thus indeed caused a large
drop in tax debt.

Figure 2.6: Impact of the Shaming Threat Without Predefined Treatment Period: Corpo-
rations
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Notes: This figure plots the β’s of the regression %∆tax debti,d = α+βshaming probabilityi×Ddayd+γm+δi+εi,d,
where %∆tax debti,d is the relative change in tax debt during the 30-day time period up to day d. Ddayd is a
vector of dummy variables, with each dummy indicating an individual day in our sample period. γm and δi represent
month of the year and corporation fixed effects, respectively. All estimates are displayed relative to that for Nov 28,
2012, the last day of the baseline period.

Placebo test. Next, we run a placebo test among corporations with pre-treatment
tax debt always weakly smaller than e 5,000 (placebo sample). All of these corproations
remained unaffected by the introduction of the shaming law. We test the effects of a
placebo shaming law with shaming threshold of e 2,500. In parallel to our calculations of
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the pre-treatment shaming probability, we calculate a placebo shaming probability. For
each taxpayer in our placebo sample, this placebo shaming probability equals the share
of pre-treatment days with tax debt above e 2,500. We then plot the development of
tax debt by placebo shaming probability groups. Figure 2.7 shows that the hypothetical
announcement of the placebo shaming law has no impact in any of the groups. This is
exactly what we would expect given that all corporations in the placebo sample remained
unaffected by the true shaming law (and also what we find in placebo regressions; results
available upon request). The figure further provides evidence that corporations with low
and high tax debt levels indeed followed the same time trend absent the treatment.

Figure 2.7: Placebo Test: Corporations
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Notes: This figure displays the average tax debt for corporations with pre-treatment tax debt always weakly smaller
than e 5,000 (placebo sample). All of these corporations remained unaffected by the introduction of the shaming
law. Corporations are grouped based on their placebo shaming probability, which equals the share of pre-treatment
days with tax debt above e 2,500. Tax debt refers to tax debt more than 90 days overdue. The figure covers July 1,
2012 to December 31, 2013. To limit the effect of extreme values, we exclude from the figure taxpayers with average
tax debt above the 99th percentile in each group.

Regression discontinuity approach. Despite the evidence presented above, a crucial
concern is that taxpayers with small and large tax debts would have followed different time
trends absent the treatment. We address this concern by complementing our difference-in-
differences and event study approaches by a regression discontinuity design (RDD). In this
RDD we investigate whether the tax payment behavior of (affected) corporations just to
the right of the shaming threshold differs from that of (unaffected) corporations just to the
left of the threshold. The underlying identifying assumption is that all other factors (other
than the threat of shaming) are evolving smoothly around the threshold. Figures 2.A.7 and
2.A.8 in the appendix provide supportive empirical evidence for this assumption to hold.

The orange diamonds and lines in Figure 2.8 show the results for the treatment period.
Compared to corporations that are unaffected by the shaming threat, affected corporations
display a much stronger reduction in their tax debt. The difference between the two sides
of the threshold implies that the threat of shaming causes a reduction in tax debt by an
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additional 3 percentage points per month. This effect is both statistically and economically
significant. The excess reduction among affected corporations is 53 percent of the average
tax debt reduction of unaffected corporations below the threshold. It is reassuring to note
that the RDD estimate (-3% per month) is similar in magnitude as the effect estimated in
our difference-in-differences and event study approaches (-2.2% per month). The relative
reduction of tax debt of unaffected corporations left of the threshold is consistent with the
expressive function of the law.

The black lines in Figure 2.8 depict the results from several placebo tests. The “pre-treat”
placebo estimation (black solid line) assumes the threat of shaming to start four months
before the adoption of the shaming law. In the “post-treat” placebo test (black dashed
line) the threat of shaming is assumed to start just after the true period of threat ended,
and in the “1y post-treat” (black dash-dotted line) the threat of shaming is assumed to
start (about) a year after the true period of threat (on August 28th, 2013, the latest date
possible with our data set). None of the placebo estimations show any effect around the
threshold, which is exactly what we would expect outside the actual period of threat.

Taken together, the results of the RDD approach imply a strong effect of the threat of
shaming on tax payment behavior. The effect is slightly larger than what we find in our
difference-in-differences and event study estimations. While the RDD design offers high
internal validity as it can be analyzed like a randomized experiment, we note that it comes at
the cost of limited external validity as the effect is only identified for a small sub-population.
In what follows we therefore return to our difference-in-differences approach.

Alternative outcomes. Table 2.4 digs deeper by considering alternative outcome
variables. We present the results on the probability of having tax debt larger than e 5,000
and on the probability of being in tax debt (equation (2.4)). For each of these outcomes,
we show the responses in our preferred specification (from Table 2.2, column 2) and in the
specification including fixed effects. The table reveals the additional insight that the threat
of shaming is effective for large parts of the taxpayer population (and cannot be explained
by some taxpayers sharply cutting back their tax debts). In what follows, we evaluate all
the effects at the average shaming probability of 29.3% among corporations with strictly
positive shaming probability below one.

The shaming threat reduces the probability of having tax debt larger than e 5,000 by
12.6 percentage points28 (columns (1) and (2)) and the probability of having tax debt by
10 percentage points or -43%29 (columns (3) and (4)). All these findings are robust to
estimating non-linear probability models.

Bunching analyses revealed no excess mass just below the shaming threshold of e 5,000
(results available upon request). Our finding that the shaming threat also reduces the
probability of tax debt (and not only the probability of tax debt above e 5,000) suggests

28Altogether, 5.8% of the corporations with strictly positive shaming probability below one have tax debt
larger than e 5,000 and more than 90 days overdue. The relative effect is thus (−0.431× 0.293)/0.058 =
-218%.

2923.7% of the affected corporations have tax debt more than 90 days overdue (see Table 2.1). The
relative effect is thus -43%: (−0.347× 0.293)/0.237.
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Figure 2.8: Regression Discontinuity Analysis: Corporations
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Notes: This figure shows the reduction of tax debt in % for corporations with old tax debt slightly below or above
the shaming threshold of e 5,000 on November 29, 2012 (the day of adoption of the shaming law). The effect of
the shaming threat is depicted in orange, results from placebo estimations are depicted in black. For each tax debt
bin the orange diamonds show the average of the monthly relative reduction (in %) during the 4-months period
of threat. Whiskers indicate bootstrapped 95% confidence intervals (400 replications). The dashed orange lines
represent linear predictions, estimated separately from local linear regressions to the left and to the right of the
cutoff. The black lines refer to three placebo estimations. The placebo estimations differ in the starting date of the
4-months placebo period. (i) “pre-treat” (solid line) starts four months before the adoption of the shaming law (on
July 28th, 2012); (ii) “post-treat” (dashed line) starts four months after the threat (on March 28th, 2013); (iii) “1y
post-treat” (dash-dotted line) starts (about) a year after the threat (on August 28th, 2013, the latest date possible
with our data set). Old tax debt levels on the these dates are also used to classify corporations into bins. The bin
size is e 500. The figure excludes corporations with shaming probability of 1.
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that the shaming law has also been an effective tool for enforcing smaller tax debt amounts
(which may rise above the threshold over time). Remind yourself that the Slovenian tax
administration charges daily interest on late payments, which is above market interest.
This spread of interest makes it rational for taxpayers that–with the shaming law–intend to
pay their tax debt at some point to do so immediately. The observation that corporations
quickly reduce their tax debt after the adoption of the shaming law is in line with these
considerations. Taken together, the observed behavior in response to the threat of shaming
suggests a shift in the share of taxpayers committed to pay their tax debt.

Table 2.4: Effect of the Shaming Threat on Prevalence of Tax Debt: Corporations

Dependent variable: 1 [tax debti,t > 5, 000] 1 [tax debti,t > 0]

OLS FE OLS FE
(1) (2) (3) (4)

Shaming Probability × Dthreat(0/1) −0.431∗∗∗ −0.431∗∗∗ −0.347∗∗∗ −0.347∗∗∗

(0.015) (0.015) (0.015) (0.015)
Dthreat(0/1) 0.006∗∗∗ 0.005∗∗∗ −0.068∗∗∗ −0.065∗∗∗

(0.000) (0.000) (0.001) (0.001)
Shaming Probability 1.040∗∗∗ 1.042∗∗∗

(0.013) (0.014)
D100(0/1) × Dthreat(0/1) 0.406∗∗∗ 0.406∗∗∗ 0.382∗∗∗ 0.382∗∗∗

(0.015) (0.015) (0.014) (0.014)
D100(0/1) −0.043∗∗∗ −0.254∗∗∗

(0.013) (0.013)

Tax Office FE 3 3

Industry FE 3 3

Legal form FE 3 3

Corporation FE 3 3

Month FE 3 3 3 3

Observations 698,202 698,202 698,202 698,202
# Corporations 77,578 77,578 77,578 77,578

Notes: Standard errors clustered at the taxpayer level are in parentheses. Tax debt refers to tax debt more than
90 days overdue. ∗∗∗ denotes significance at the 1% level.
Sample: All corporations.

Taken together, the threat of shaming reduces tax debt, when we consider both total
responses (as measured by the relative change in tax debt) and extensive margin responses
(as measured by the probability of exhibiting various tax debt levels).

2.4.2 The Self-Employed

Next, we show how the shaming threat causally affects the tax debt of the self-employed.
Table 2.5 presents the results from our baseline specification and from a specification with
individual fixed effects for all outcomes. While we lack the statistical power to find a
statistically significant effect on the relative change in tax debt (columns (1) and (2)) in
our panel estimations, we do find economically and statistically significant effects in a
simpler difference-in-differences analysis. In these simpler difference-in-differences analyses,
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we estimate the effect of the shaming threat on tax debt by comparing tax debt at two
moments in time (instead of considering all the monthly changes in between). Specifically,
we compare individual tax debt levels at the end of the threat period (March 2013) with
tax debt levels in each of the four months before (starting with November 2012 as the
last month before the adoption of the shaming law). These comparisons allow us to
determine the overall effect of the shaming threat on tax debt as well as the dynamics in
the payment behavior of the self-employed. Figure 2.9 illustrates that focusing on changes
over longer periods is particularly meaningful for the self-employed whose tax amounts
fluctuate substantially.30 The first dot (printed in bright orange) shows the coefficient for
the full period of threat (from November 2012 to March 2013). The coefficient of -0.162
implies that the threat significantly reduces tax debt by 5% for the average self-employed
individual (average shaming probability of 30.7% for individuals with strictly positive
shaming probability below one), which is equal to extra tax revenue of e 0.5 million. The
other dots (printed in lighter orange) show the corresponding coefficients by subperiod.
For instance, the second coefficient disregards the first month of threat and compares tax
debt levels between March 2013 and December 2012. Comparing that coefficient of -0.083
with the coefficient for the full period of threat yields a statistically significant difference of
-0.08. That is, the average self-employed individual reduces his or her tax debt by 2.5%
(−0.08 × 30.7%) within the first month of threat. This corresponds to 50% of the overall
reduction.

Finally, we use other outcome variables to probe further the impact of the threat
of shaming on the tax debt of the self-employed. Table 2.5 shows that the threat of
shaming significantly reduces the probability of having tax debt larger than e 5,000 by
39% (columns (3) and (4)).31 Again, we find that the shaming threat extends to smaller
tax debt amounts. The overall probability of tax debt is reduced by 6.75 percentage points
among the self-employed (columns (5) and (6)).32

The impact on the self-employed is somewhat smaller than that on corporations.33 This
finding is in line with our expectations for three reasons. First, the tax debt levels of the self-
employed are considerably below those of corporations. Because of the threshold amount of
the shaming law of e 5,000, the self-employed have to change their behavior by less in order
to avoid shaming. Second, the self-employed are more likely to be financially constrained as
information constraints on potential lenders may be more severe for unincorporated firms

30These fluctuations are driven by both unsteady income and irregular tax self-assessment. For instance,
many self-employed individuals have to self-assess their value added tax on a quarterly basis only. The
yearly assessment of personal income tax takes place between the end of March and the end of May, which
may lead to another temporary effect on tax debt for the self-employed.

3124.8% of the self-employed individuals in our sample have tax debt more than 90 days overdue (see
Table 2.1). The relative effect is thus (−0.314× 0.307)/0.248 = -38.9%.

325.2% of the self-employed with strictly positive shaming probability below one have tax debt above
e 5,000 that is more than 90 days overdue. Hence, the relative effect is (−0.220× 0.307)/0.052 = -130%.

33In Figure 2.A.12a in the Appendix we present results for the corresponding simpler difference-in-
differences analyses for corporations. The point estimate for the full period of threat is -0.38, which
corresponds to an average reduction of tax debt by 11% (0.38×29.3%). This is slightly larger than the
reduction of 8.5%, that we calculated based on the monthly estimations in Table 2.2.
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Table 2.5: Effect of the Shaming Threat on Tax Debt: The Self-Employed

Dependent variable: %∆tax debti,t 1 [tax debti,t > 5, 000] 1 [tax debti,t > 0]

OLS FE OLS FE OLS FE
(1) (2) (3) (4) (5) (6)

Shaming Probability 0.013 0.013 −0.314∗∗∗ −0.314∗∗∗ −0.220∗∗∗ −0.220∗∗∗

× Dthreat(0/1) (0.013) (0.013) (0.021) (0.021) (0.018) (0.018)
Dthreat(0/1) −0.013∗∗∗ 0.005∗∗∗ −0.032∗∗∗

(0.001) (0.000) (0.002)
Shaming Probability −0.052∗∗∗ 1.042∗∗∗ 1.247∗∗∗

(0.008) (0.019) (0.020)
D100(0/1) × Dthreat(0/1) 0.001 0.001 0.291∗∗∗ 0.291∗∗∗ 0.227∗∗∗ 0.227∗∗∗

(0.013) (0.013) (0.021) (0.021) (0.018) (0.018)
D100(0/1) 0.048∗∗∗ −0.044∗∗ −0.429∗∗∗

(0.008) (0.019) (0.020)

Tax Office FE 3 3 3

Taxpayer FE 3 3 3

Month FE 3 3 3 3 3 3

Observations 526,563 526,563 526,563 526,563 526,563 526,563
# Selfemployed 58,507 58,507 58,507 58,507 58,507 58,507

Notes: Standard errors clustered at the taxpayer level are in parentheses. Tax debt refers to tax debt more than
90 days overdue. ∗∗∗ denotes significance at the 1% level an ∗∗ at the 5% level.
Sample: All self-employed individuals.

Figure 2.9: Effect of the Shaming Threat on Tax Debt: The Self-Employed
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Notes: The figure displays the estimated effect of the shaming threat on tax debt, focusing on various time
comparisons. Tax debt refers to tax debt older than 90 days. The coefficients are estimated as in column (1) in
Table 2.5, but with the overall change in tax debt between the two indicated dates (instead of considering all the
monthly changes in between). The first dot (printed in bright orange) shows the coefficient for the full period of
threat. The subsequent dots (printed in lighter orange) show the corresponding coefficients by subperiod. The
whiskers indicate the 95% confidence intervals (with robust standard errors). Each of the ∆ coefficients refers to a
single month of the shaming threat. For instance, ∆ = −0.08∗∗∗ is the estimated coefficient for the first month of
the shaming threat, which is statistically different from zero at the 1% level.
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2.4. IMPACT OF THE THREAT OF SHAMING

(see, e.g., Liu and Devereux, 2016). Third, being named-and-shamed may be particulary
detrimental to business affairs of corporations. As with child labor and other issues of
societal attention, many corporations include principles on tax affairs in their codes of
conduct. Often, they impose sanctions on their business partners in case of non-compliance
with the provisions included in the codes. Shamed tax delinquents may thus have to face
significant consequences such as the cancellation of orders or the termination of business
relationships. While our findings for the self-employed are somewhat smaller, they confirm
our results for corporations: the shaming threat significantly reduces tax debt.

2.4.3 Heterogeneity

We expect the policy to affect taxpayers differently depending on the social costs incurred.
First, we expect corporations with high reputational concerns to more strongly respond to
the policy. Reputational concerns should be particularly large for corporations that mainly
sell to end customers such as corporations in the tertiary sector. For instance, Hanlon and
Slemrod (2009) document that in particular the stock prices of companies in the retail
sector decline after news about the companies’ tax sheltering activities become public,
suggesting that the reaction may partially be related to a consumer backlash. By contrast,
we expect corporations to be less concerned about their reputation if they are mainly
suppliers to other corporations such as corporations in the primary and secondary sectors.
Second, corporations in non-exporting industries, which only serve the domestic market in
Slovenia, are particularly dependent on having a good reputation in Slovenia compared with
exporting industries. Thus, we expect corporations in non-exporting industries to more
strongly respond to the policy. Third, compared with medium-sized corporations, large
corporations have high visibility such that the social costs of shaming may be particularly
large. Micro corporations, at the other end of the size spectrum, may also be particularly
responsive to the shaming threat as their responsibilities are less distributed (and there are
fewer people to blame for tax debt). Table 2.A.1 in the Appendix provides the descriptive
statistics on industry heterogeneity with respect to these sources of reputational concerns.

To investigate the heterogeneous treatment responses, we proceed in two steps. Firstly,
we estimate the average effect of the shaming threat, including individual fixed effects (as
in column (4) in Table 2.2). Secondly, based on the fitted values from the difference-in-
differences estimation, we predict the residual for each taxpayer and point in time. That
is, we consider the difference between the observed and estimated reductions in tax debt.
Negative residuals indicate taxpayers that reduce tax debt more than predicted by the
average effect; positive residuals indicate taxpayers that reduce tax debt less than predicted
by the average effect. We use this insight to check whether the treatment responses are
heterogeneous. We compare the average residuals for subgroups of taxpayers and gauge
whether the effects differ by sector, exporting status, and size. Figure 2.10 displays the
results. Panel (a) shows that corporations in the tertiary sector reduce tax debt more than
those in the primary and secondary sectors. Panel (b) reveals the impact of the shaming
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threat to be larger for corporations in non-exporting industries compared with corporations
in exporting industries. Finally, Panels (c) and (d) investigate whether the impact of the
shaming law differs by size. We measure corporation size by the number of employees and
capital (both in 2011). We find a U-shaped relationship between size and the effect of the
shaming threat. The residuals are particularly negative for micro and large corporations,
which indicates an above-average response among these taxpayers. Most of the pairwise
comparisons reveal statistically significant differences; the p-values of the t-tests are in the
figure. We note that financial constraints cannot drive our results. When estimating the
average effect of the shaming threat, we include individual fixed effects, which purge any
observed and unobserved differences between taxpayers (such as financial constraints). All
our heterogeneity analyses are thus consistent with the assertion that the impact of the
shaming threat should vary with the social costs of being named-and-shamed.

Industry sector information is unavailable for the self-employed so that we cannot provide
comparable analyses for these taxpayers. What we can study, however, is whether the
behavioral response of the self-employed to the shaming threat differs between sexes.
There is a growing body of literature that provides evidence on the importance of gender
stereotypes and gender identity for economic decisions (Akerlof and Kranton, 2000; Bénabou
and Tirole, 2006; Bursztyn et al., 2017). Thus, the shaming law may entail gender-specific
behavioral responses if society applies different standards to non-compliance of women
and men. Figure 2.A.9 examines this possibility, by presenting the estimated effects of
the shaming threat on tax debt for women and men separately. All estimated coefficients
are virtually identical for the two sexes. These null differences suggest social costs of
naming-and-shaming to be similar between sexes in our context.

In summary, we find the threat of shaming to cause an economically and statistically
significant reduction of tax debt and of the probability of being in debt both for corporations
and for the self-employed. We take this as evidence that taxpayers have been aware of
the social norm of paying taxes on time but failed to comply. The large response to the
threat of shaming is consistent with the interpretation that social pressure (and not peer
comparisons) is the mechanism through which shaming policies affect behavior. There
is no heterogeneity between sexes but large heterogeneity in the effect across industries
and corporations. The latter implies that the shaming policy has significant distributional
effects.

2.5 Impact of Actual Shaming

The first shaming list published on the website of the tax administration on April 15, 2013
named-and-shamed 4,476 corporations (and 5,091 self-employed). Actual shaming may
have reduced tax debt among shamed tax delinquents if it conveyed a stronger social norm
or if the social costs of violating the norm were larger than anticipated. (Of course, it may
have also increased such tax debt among previous compliers as we discuss in Section 2.6.)

As noted earlier, our analysis focuses on corporations (as we lack information on industry
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Figure 2.10: Heterogeneous Impact of the Shaming Threat: Corporations
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(c) Corporation Size: Total Assets
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(d) Corporation Size: Number of Employees
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Notes: The figure displays the average residual by subgroup. In the underlying regression, we estimate the effect
of the shaming threat, including individual fixed effects to purge any time-invariant differences between taxpayers
(Table 2.2, column (4)). Negative (positive) residuals indicate a stronger (weaker) response to the threat of shaming
than the average response estimated in the full sample. We consider the following dimensions of heterogeneity. Panel
(a): corporations in the primary, secondary, and tertiary sectors, Panel (b): non-exporting vs. exporting industries,
Panels (c) and (d): micro, small, medium-sized, and large corporations. Corporation size in Panel (c) is based on
total assets in million EUR in 2011 (micro: <350, 000, small: ≥350, 000 and <4 million, medium-sized: ≥4 million
and <20 million, large: ≥ 20 million). Corporation size in Panel (d) is based on the number of employees in 2011
(micro: < 10, small: ≥ 10 and < 50, medium-sized: ≥ 50 and < 250, large: ≥ 250). The whiskers indicate the 95%
confidence intervals (bootstrapped with 400 replications).
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or comparable variables to determine the reference group for self-employed individuals).
Figure 2.11 presents our results on how tax debt is causally affected by the first shaming
list published on April 15, 2013. In addition to the relative change in tax debt (Panel (a)),
we also consider a coarser tax payment outcome that gives us more statistical power: a
dummy variable equal to one if the taxpayer reduces tax debt by more than 5% (Panel
(b)). We consider two-week periods during which taxpayers may respond: responses until
the 25th of a month and responses between the 26th and the 9th of the following month.
The reason is that the shaming law sets strong incentives on the timing of the response
of shamed tax delinquents: They can only avoid being named-and-shamed again on the
ensuing list if they reduce their tax debts below e 5,000 by the 25th of the month. We find
that actual shaming has an economically and statistically effect on tax debt of shamed tax
delinquents immediately after the publication of the list. Among shamed tax delinquents
the first shaming list: (i) reduces tax debt; (ii) increases the likelihood they reduce their
tax debt by more than 5%; (iii) increases the likelihood they reduce their tax debt by more
than 10% (unreported results). All these results are qualitatively similar if we control for
industry growth (although we somewhat lose statistical significance). However, Figure 2.11
also shows that actual shaming has a limited impact on tax debt over time. Indeed, the
tax debt-reducing impact is confined to the first two weeks after the publication. In that
time period, tax debt is reduced by 3.2%, which corresponds to additional tax revenue of
e 2.1 million.34 Compared with the impact of the shaming threat, the effects of actual
shaming are thus modest. There are three reasons: (i) fewer taxpayers affected; (ii) smaller
behavioral responses; (iii) short-lived impact. In further, unreported regressions we test
whether later shaming lists affected tax debt reductions. As expected, the estimates are
close to zero and statistically insignificant. This finding is consistent with social learning,
which should change taxpayer behavior only once (when information on the behavior of
others and on the social costs of being shamed become public knowledge).35

Taxpayers may be unwilling or unable to pay their tax debt. The small behavioral
response to actual shaming is consistent with either of the two. In the following, we
additionally exploit commercial data to disentangle the two. We rely on the commercial
database ORBIS which is compiled by Bureau van Dijk. The database provides information
on a firm’s balance sheet and profit and loss account. The ORBIS database and the shaming
list both provide the value added tax identification number of firms. We use the identifier
to match ORBIS data for firms in Slovenia to a dummy variable indicating whether the
firm was shamed.36 We can match 546 firms out of 10,666 firms in ORBIS for which

34Total tax debt of the shamed corporations on April 15, 2013 amounted to e 170 million. On average,
39.4% of non-shamed corporations improved their tax payment discipline. The impact of actual shaming
on total tax debt is thus given by -0.032×0.394×e 170 million=-e 2.1 million.

35By contrast, if salience was the mechanism at play, we would also expect later lists to have an impact.
We caution, however, that statistical power in these additional regressions is limited, which prevents us
from drawing too strong conclusions.

36We use the shaming list published on June 15, 2018, which is the earliest non-anonymized shaming list
we have access to. Older shaming lists are only available to us in an anonymized way which impedes the
data matching. We note, however, that the composition of shaming lists hardly changed over time.
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Figure 2.11: Effect of Actual Shaming Through Social Learning: Corporations
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Notes: Robust standard errors are in parentheses. Social learning is measured by the share of taxpayers in the
group whose relative reduction in tax debt after the publication of the shaming list is larger than before (or whose
relative increase in tax debt is smaller than before), see equation (2.6). Social learning is calculated among non-
shamed taxpayers to avoid endogeneity as explained in the main text, focusing on taxpayers with strictly positive
tax debt both before shaming and on the publication date of the shaming list. Panel (a) displays the effects on tax
debt and Panel (b) the effects on the probability of reducing tax debt by more than 5%. Sample: All corporations
shamed on the first shaming list on April 15, 2013.

information on the amount of current assets is available. This corresponds to 5.1% of the
Slovenian firms in ORBIS, which is comparable to the population share of corporations on
the shaming list (5.7%).

Table 2.6 provides statistics on firm size, financial health and liquidity both for shamed
and non-shamed firms in ORBIS. In terms of average number of employees, shamed firms
are slightly smaller compared to non-shamed firms (35 vs. 41 employees); yet, we cannot
reject the null hypothesis that the two types of firms are equal. While the average total
assets of shamed firms are about half as large as average total assets for non-shamed firms
(e 4798.3 vs. e 9795.7), the median shamed firm is larger than the median non-shamed firm
(e 2549 vs. e 1768). Both differences are statistically significant. Next, we compare the
financial health of shamed and non-shamed firms. While non-shamed firms exhibit both
positive EBITDA and positive cash flow, we find negative average values for shamed firms.
That is, the average shamed firm spends more cash than it takes in. The same applies to the
median shamed firm. The potentially impaired financial health of shamed firms also shows
up in the current ratio, which measures a firm’s ability to pay obligations in the near-term.
It is a common measure of the short-term liquidity of a business. Even though the optimal
current ratio depends on the business activity, a current ratio of around 2 is generally
considered healthy. This is about the average value we observe for non-shamed firms (2.2),
while shamed firms exhibit an average value considerably below (1.1).37 Also, the median

37This result is robust to controlling for industry composition. Including industry fixed effects we find
that, on average, the current ratio of shamed firms is 1.14 lower than that of non-shamed firms (p-value of
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Table 2.6: Statistics on Non-Shamed vs. Shamed Firms

Comparison
Non-shamed firms Shamed firms (p-value)

# Tax- # Tax-
Mean Median payers Mean Median payers Mean Median

# employees 40.7 15 9154 34.9 16 408 0.339 0.185
Total assets (in e ) 9795.7 1768 10145 4798.3 2549 547 0.001 0.001
EBITDA (in e ) 736.6 162 9548 -64.0 15.5 448 0.001 0.001
Cash flow (in e ) 616.5 141 9091 -370.7 -13 443 0.001 0.001
Current ratio 2.206 1.14 9855 1.111 0.56 512 0.001 0.001
Interest coverage ratio 135.5 38.66 988 23.3 -0.74 280 0.001 0.001

Notes: EBITDA refers to earnings before interests, taxes, depreciation and amortisation. Cash flow is the sum
of net profit and depreciation and amortization costs. The Current Ratio is the ratio of (current assets - stock
of inventories) to current liabilities. Interest coverage is the ratio of the operating profit to interest expense. p-
values are based on unpaired two sample t-tests with unequal variances (means) and nonparametric K-sample tests
(medians).

shamed firm has a significantly lower current ratio (current ratio of 0.56 compared to 1.14
for the median non-shamed firm). Finally, we study firms’ interest coverage ratios. The
lower the interest coverage ratio, the more a firm is burdened by debt expenses. The
average interest coverage ratio of shamed firms is about one sixth of that of non-shamed
firms (and even negative for the median shamed firm due to negative operating profit).
That is, interest expenses and debt repayments are more burdensome for shamed firms. All
of these descriptives are consistent with the notion that financial constraints are important
among shamed firms. As a consequence, a significant fraction of shamed taxpayers may be
unable to pay their tax debt as opposed to simply unwilling.38 Actual shaming may thus
entail important welfare effects.

2.6 (No) Contagion Effects

The disclosure of tax delinquents can have adverse effects on previously compliant taxpayers
(see Blaufus et al., 2017; Doerrenberg and Peichl, 2018, for evidence from the laboratory
and from a randomized survey experiment, respectively). Compliant taxpayers may learn
that the number of delinquent taxpayers and their amounts due are larger than they
anticipated. The published information could then weaken the social norm of paying taxes
on time (see Gino et al., 2009, who find unethical behavior to be contagious).

To explore the effects of the shaming lists on previously compliant taxpayer, we again
study the ratio between total payments made (payment stock) and total amount due (due
stock)–this time for previous compliers with zero shaming probability. Figure 2.12 shows
the payment-due-ratio for corporations (Panel (a)) and for self-employed individuals (Panel
(b)) between July 1, 2012 and December 31, 2013. Before the publication of the first

0.001).
38This is in line with anecdotal evidence. Local newspapers reported that a large number of shamed

firms had problems with due payments earlier on (e.g., Gorenjski Glas, 2013).
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shaming list on April 15, 2013, the payment-due-ratio in both panels is larger than one
almost always. That is, the depicted corporations and self-employed individuals pay their
taxes before they become due. For corporations, the payment-due-ratio is still above one
after the first shaming list. That is, there is no evidence for contagion among corporations.
For the self-employed, the payment-due-ratio slightly declines to values around one with
the implementation of the shaming law. Naming-and-shaming may thus have slightly
deteriorated tax payment discipline among the self-employed, if at all. We find very
similar patterns for the corporations and the self-employed with strictly positive shaming
probability below 20% (results unreported). While all these findings show that contagion
is not an issue in our setting, they do not imply that contagion is a non-trivial issue in
other settings.

Figure 2.12: Negligible Contagion Effects
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(b) Previously Compliant Self-Employed
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Notes: The figure displays the ratio between total payments made (payment stock) and total amount due (due
stock, i.e. the sum of all tax items due) on a given date. Panel (a) refers to corporations and Panel (b) to self-
employed individuals. The figure covers July 1, 2012 to December 31, 2013. The stocks are calculated for each date
between July 1, 2012 and December 31, 2013. A ratio of 1 means that all tax items are paid on time. A ratio less
than 1 means that a taxpayer accumulates tax debt. A ratio greater than 1 means that a taxpayer reduces tax debt
or a previously compliant taxpayer makes tax payments before the due date. Grey areas depict the 95% confidence
intervals (bootstrapped with 400 replications).
Sample: All taxpayers with zero shaming probability.

2.7 Conclusion

This study contributes to the emerging literature on the non-pecuniary motives for compli-
ance (Luttmer and Singhal, 2014). We present the first evidence from the field on whether
and how the introduction of public shaming affects tax compliance behavior. Hence, we
shed light on the importance of social pressure and social incentives for tax compliance,
exploiting a large administrative tax data set on self-employed individuals and corporations
in Slovenia.

While over half of US states and many tax authorities worldwide make ample use of
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public shaming as a penalty for non-compliance, empirical evidence on how a new shaming
policy affects behavior is lacking. Earlier studies cannot answer the policy relevant question
whether tax authorities can increase tax collections by shaming tax delinquents. To make
headway on this question we leverage the unique aspects of our setting and data. In our
setting, shaming is a new and highly visible policy. For the identification, we can thus
exploit a large shift in social incentives in contrast to many earlier studies (Luttmer and
Singhal, 2014), and cleanly separate behavioral responses to the threat of shaming from
those to actual shaming. Furthermore, our focus on tax debt and tax payments allows us
to precisely measure the behavioral response to the shaming policy in the administrative
tax data.

We conclude by highlighting two directions for future research. First, our finding that
taxpayers significantly reduce their tax debt in response to the threat of shaming but less
so in response to actual shaming suggests a need for more research to optimally design the
policy. In particular, we need to understand how behavior changes with the amounts of
tax debt that the shaming law brands as socially unacceptable as well as with the number
of taxpayers shamed.

Second, more research is needed to better understand the mechanisms underlying the
behavioral response. We have provided evidence that large corporations and taxpayers in
industries selling to customers most strongly respond to the shaming policy. Are taxpayers
signaling socially responsible behavior? Or are they trying to avoid unfavorable signals on
financial health? More generally, are social image concerns hedonic or purely instrumental
(Bursztyn and Jensen, 2017)? Beyond establishing that social pressure is an important
determinant of compliance behavior in this study, further research is needed to better
describe the underlying determinants of shaming and social pressure.
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2.A Appendix

Figure 2.A.1: Shaming Policies are Widely Used to Enforce Taxes

Notes: The areas shaded in dark blue depict countries that have shamed or still shame tax delinquents and/or tax
evaders. While some countries shame taxpayers in newspapers or on the Internet, others employ unconventional
shaming strategies such as sending drummers to the houses of delinquent taxpayers. The areas shaded in light blue
depict countries that have the possibility to shame taxpayers (Cyprus, Malta) and countries that have not directly
shamed taxpayers but have passed on taxpayer information to the local media. The remaining countries either do
not employ shaming or no information on the use of shaming has been available.
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Figure 2.A.2: Shaming List Screenshot (Slovenian Original)

Notes: Screenshot of the Slovenian online shaming list. Source: http://seznami.gov.si/DURS/main_neplacniki_
po_abc.html, accessed on February 1, 2018.
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Figure 2.A.3: Shaming List Screenshot (English Translation)

Notes: Screenshot of an English translation of the Slovenian online shaming list. Source: http://seznami.gov.si/
DURS/main_neplacniki_po_abc.html, accessed on February 1, 2018.
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Figure 2.A.4: Distribution of the Shaming Probability
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Notes: The figure displays the raw distribution of the shaming probability as defined in equation (2.1). The sample
consists of all corporations and all self-employed persons with a shaming probability strictly above 0% and strictly
below 100%.

Figure 2.A.5: Weekly Due Tax Items (July 2012–December 2013)

baseline vs. threat: p = 0.95
threat vs. actual shaming: p = 0.99
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Notes: This figure plots the weekly sum of due tax items. Chow test p-values (top right corner) test for structural
breaks on Nov 29, 2012 (adoption of the shaming law) and Apr 15, 2013 (publication of the first shaming list).
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Figure 2.A.6: Shaming Probability Correlation Graphs
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Notes: The figures show the correlation between the shaming probability and corporation characteristics. The
graphical representations exclude observations with capital > 20,000,000 in Panel (a), number of employees > 400
in Panel (b), and age > 40 in Panel (c) due to scaling. The Pearson correlation coefficients ρ are based on the full
samples.
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Figure 2.A.7: No Discontinuity for Corporation Size: Capital
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Notes: This figure shows the size of corporations in terms of capital for corporations with old tax debt slightly below
or above the shaming threshold of e 5,000 on November 29, 2012 (the day of adoption of the shaming law). For
each tax debt bin the orange diamonds show the average amount of capital in 2012. Whiskers indicate bootstrapped
95% confidence intervals (400 replications). The bin size is e 500. The figure excludes corporations with shaming
probability of 1.

Figure 2.A.8: No Discontinuity for Corporation Size: Number of Employees
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Notes: This figure shows the size of corporations in terms of number of employees for corporations with old tax debt
slightly below or above the shaming threshold of e 5,000 on November 29, 2012 (the day of adoption of the shaming
law). For each tax debt bin the orange diamonds show the average number of employees in 2012. Whiskers indicate
bootstrapped 95% confidence intervals (400 replications). The bin size is e 500. The figure excludes corporations
with shaming probability of 1.
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Figure 2.A.9: Effect of the Shaming Threat: Female vs. Male Self-Employed Individuals
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Notes: The figure displays the effect of the shaming threat on tax debt separately for women (pink dots) and
men (blue dots). The estimation follows that in Figure 2.9, but differentiating between women and men. Tax debt
refers to tax debt older than 90 days. The first dots (printed in bright pink and blue) show the coefficient for the
full period of threat. The subsequent dots (printed in lighter pink and blue) show the corresponding coefficients by
subperiod. The whiskers indicate the 95% confidence intervals (with robust standard errors).

Table 2.A.1: Descriptive Statistics of Industry Heterogeneity: Corporations

Industry Industry Exporting # of
Sector Industry Corp.

accommodation, food service activities tertiary no 3,072
activities of extraterritorial organisations and bodies tertiary no 48
administrative and support service activities tertiary no 1,991
agriculture, forestry, fishing primary yes 819
arts, entertainment, recreation tertiary yes 3,244
construction primary no 8,607
education tertiary no 2,061
electricity, gas, steam, air conditioning supply secondary yes 701
financial and insurance activities tertiary no 1,286
health, social work tertiary no 1,776
information, communication tertiary yes 3,541
manufacturing secondary yes 7,647
mining, quarrying primary yes 75
other service activities tertiary no 5,982
professional, scientific and technical activities tertiary yes 13,133
public administration, defence, [...] tertiary no 1,616
real estate tertiary no 2,019
transportation, storage secondary no 4,094
water supply, seweage, waste management, [...] secondary yes 354
wholesale, retail trade, repair of motor vehicles tertiary no 15,512

All 77,578

Notes: Age, capital, and the number of employees are the mean values for corporations with non-missing values.
Sample: All corporations with a shaming probability below 100%.

52



Chapter 2

Figure 2.A.10: Weekly Due Tax Items by Shaming Probability Group: Corporations

(a) Shaming probability ∈ (0,0.2]

baseline vs. threat: p = 0.90
threat vs. actual shaming: p = 0.97
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(b) Shaming probability ∈ (0.2,0.4]

baseline vs. threat: p = 0.99
threat vs. actual shaming: p = 0.94
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(c) Shaming probability ∈ (0.4,0.6]

baseline vs. threat: p = 0.98
threat vs. actual shaming: p = 0.96
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(d) Shaming probability ∈ (0.6,0.8]

baseline vs. threat: p = 0.99
threat vs. actual shaming: p = 0.95
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(e) Shaming probability ∈ (0.8,1)

baseline vs. threat: p = 0.92
threat vs. actual shaming: p = 0.53
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(f) Shaming probability ∈ [1]

baseline vs. threat: p = 0.86
threat vs. actual shaming: p = 0.89
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Notes: These figures plot the weekly sum of due tax items for different groups of corporations based on their
shaming probability. The values are normalized by the mean value of weekly due tax items within each group. The
figure covers July 1, 2012 to December 31, 2013. Chow test p-values (top right corners) test for structural breaks
on Nov 29, 2012 (adoption of the shaming law) and Apr 15, 2013 (publication of the first shaming list).
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Figure 2.A.11: Weekly Due Tax Items by Degree of Social Learning: Corporations

(a) Social Learning Below the Median

baseline vs. threat: p = 0.88
threat vs. actual shaming: p = 0.92
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(b) Social Learning Above the Median

baseline vs. threat: p = 0.99
threat vs. actual shaming: p = 0.89
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Notes: These figures plot the weekly sum of due tax items for corporations by degree of social learning. We
calculate social learning among the non-shamed taxpayers according to equation (2.6). The weekly sum of due tax
items is normalized by the mean value of weekly due tax items within each group. The figure covers July 1, 2012
to December 31, 2013. Chow test p-values (top right corners) test for structural breaks on Nov 29, 2012 (adoption
of the shaming law) and Apr 15, 2013 (publication of the first shaming list).

Figure 2.A.12: Effect of the Shaming Threat: Corporations

(a) Effect by Time Period
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Notes: Panel (a) displays the estimated effect of the shaming threat on tax debt, focusing on various time
comparisons. Tax debt refers to tax debt older than 90 days. The coefficients are estimated as in column (1)
in Table 2.2, but with the overall change in tax debt between the two indicated dates (instead of considering all
monthly changes in between). The first dot (printed in bright orange) shows the coefficient for the full period of
threat. The subsequent dots (printed in lighter orange) show the corresponding coefficients by subperiod. The
whiskers indicate the 95% confidence intervals (with robust standard errors). Each of the ∆ coefficients refers to a
single month of the shaming threat. For instance, ∆ = −0.07∗∗∗ is the estimated coefficient for the first month of
shaming threat, which is statistically different from zero at 1% level. Panel (b) provides a break-down of the full
effect of the shaming threat by shaming probability. Whiskers indicate the 95% confidence intervals (bootstrapped
with 400 replications).
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Figure 2.A.13: Age of Cleared Tax Items by Shaming Probability: Corporations
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Notes: The figure displays the average age of the youngest tax item that taxpayers cleared in a given month by
shaming probability group. The figure covers July 1, 2012 to December 31, 2013. Chow test p-values (top right
corner) test for structural breaks in the age level between baseline (July 1, 2012 to Nov 28, 2012) and actual shaming
(Apr 15, 2013 to Dec 31, 2013) period.
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Chapter 3

Universities and Science-based

Inventions in the Private Sector

Joint with Monika Schnitzer and Martin Watzinger

The best way to send information is to wrap it up in a person.
— J. Robert Oppenheimer

3.1 Introduction

This study measures the impact of hiring a new professor at a university on the inventions
of the local private sector. Understanding this impact is crucial for companies and policy
makers. If companies benefit from the research of local professors, they may want to locate
their research laboratories close to the university where this research is produced. If new
professors can help companies innovate, governments may consider strengthening the local
economy by investing in local universities. In fact, many cluster policies are based on the
notion that universities have a significant impact on the innovation performance of the
local private sector.

However, assessing the impact of hiring a new professor on local private-sector inventions
is challenging because professors are not hired at random. We make progress on this
problem by exploiting the institutional features of the German university hiring system.
Hiring committees are required by law to draw up a ranked shortlist of suitable candidates
for each senior faculty recruitment. Offers are made to the candidates in order of their
rank on the shortlist until one candidate accepts. We have access to 383 shortlists for the
tenured professorships of a large university covering 1975 to 2006. The shortlists contain a
total of 1062 researchers; thus, for each professor hired, there are 1.8 candidates who were
shortlisted but not appointed.
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These data allow us to identify the effect of a newly hired scientist on private-sector
inventions by using the runners-up – the non-hired scientists vying for the same position –
to construct a counterfactual for the hired professor.1 To the best of our knowledge, we
are the first to use information on the runners-up of a hired candidate for identification in
the context of recruitment decisions.2 In our setting, runners-up are a good counterfactual
because the scientists on a given shortlist are comparable due to the incentives inherent in
the institutional set-up. A hiring committee will find it very difficult to predict whether the
highest-ranked candidate on the list will accept the offer.3 If the highest-ranked candidate
declines, a lower-ranked candidate will receive and potentially accept the professorship
offer. For this reason, the hiring committee has a strong incentive to exclude unsuitable
candidates from the list. Descriptive statistics indicate that shortlisted candidates are
similar. In our data, hired and non-hired candidates have, on average, the same age, and
the same number and quality of articles prior to the move.

We identify the effect of a newly hired scientist by comparing the degrees to which
patented private-sector inventions in the university region are based on the articles of the
hired and non-hired scientists on the same shortlist before and after the move. To quantify
the extent to which a patent is based on the articles of the hired or non-hired scientist, we
use two complementary measures. We first determine how many local patents cite articles
of the newly hired scientist. The citation record in patents provides a direct link between
patents and scientific articles. We next quantify the similarity of the texts of the local
patents to the texts of the scientific articles. This text similarity captures whether local
patents indeed take up ideas from science (i.e., indicates the extent to which a new scientist
affects the content of local private-sector inventions). It also allows us to detect effects on
local patents that are not reflected in direct citations.

Our empirical analysis shows that, when a new professor is hired, the number of local
patented inventions based on the professor’s academic research increases. Prior to the
move, shortlisted candidates are similar in their patent-to-article citation record. After the
move, citations from local patents to the articles of the moving scientist approximately
double relative to citations to articles of the runners-up. The effect is concentrated within
25 km of the university, indicating that the knowledge spillovers from the local university
decay with distance. The effect is driven mainly by patents assigned to companies and to
a smaller degree by patents assigned to universities. To quantify the effect, we weight each
patent by average monetary values by year and technology class based on data taken from
Kogan et al. (2017). If we assume that the patent citations induced by the new professor
come from patents that would otherwise not have been invented, then the value of a new
hire for private-sector patents reaches one million U.S. dollars per year.

In a second step, we show that after a new professor is hired, newly filed local patents
become more similar in content to the scientific articles of the newly hired professor than to

1We use the term “runners-up” to refer to all the non-hired scientists on the same list.
2A runners-up methodology has been employed in the firm context by Greenstone et al. (2010) to assess

the impact of firm location decisions on a region.
3In our data, around 15% of the first-ranked candidates decline the offer.
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the articles of the runners-up. This implies that new professors encourage local inventors
to use new information. The effect is greatest for patents based directly on scientific
knowledge and is most pronounced for patents in the fields of chemistry and instruments.

Auxiliary analyses document the robustness and plausibility of the results. The causal
findings for one university are also consistent with the geographical patterns of science-
based patenting across Germany, lending support to the external validity of our findings.
To show this, we use geolocated patent data covering Germany as a whole. We find that
science-based patents (patents that cite a scientific article) are clustered around universities
to a greater extent than are other patents. Within one kilometer of a university, on average,
11% of all patents are science-based, while 50 km away, this share falls to 4%. Furthermore,
we show that, throughout Germany, the use of a local university’s research increases as
proximity to the university increases, which explains why the observed knowledge spillover
effects are locally concentrated.

Our results show that hiring a professor increases science-based patenting within the
vicinity of the university. This finding underscores the close link between basic science and
technological development (Ahmadpoor and Jones, 2017; Mukherjee et al., 2017; Watzinger
and Schnitzer, 2019; Poege et al., 2019). It highlights that labor mobility of scientists
can shape local innovation, corroborating Oppenheimer’s view that “the best way to send
information is to wrap it up in a person.”4 The study most closely related to ours is
Azoulay et al. (2011), who find that no effect on local patent-to-article citations occurs if a
medicine superstar moves to a new university relative to a matched sample of non-moving
scientists. In an historical context, Moser et al. (2014) find that the forcible expulsion
of Jewish scientists increased innovation among U.S. chemical companies working in the
émigrés’ field. Our study shows in a contemporaneous setting that the hiring policy of a
university can influence local innovation.

More generally, our study adds to the recent literature on the importance of proximity
for knowledge spillovers from universities (e.g., Andrews, 2017; Belenzon and Schankerman,
2013; Bikard and Marx, 2018; Jaffe, 1989; Hausman, 2017; Kantor and Whalley, 2014,
2019; Zucker et al., 1998).5 Our findings confirm the results of Belenzon and Schankerman
(2013), who show that scientific articles are mostly cited in close proximity to the university.
Consistent with the local innovation effect, Hausman (2017) reports that an increase in
universities’ incentives to invest in innovation resulted in increased local employment and
growth around universities. Bikard and Marx (2018) describe a potential mechanism.
Firms looking for external knowledge are drawn to academic discoveries originating in hubs
that allow informal interaction among academic scientists and industry-inventors.

Our core results raise two questions. First, how do companies around the university
recognize the value of scientific information and translate it into patents? Second, why
are the knowledge spillovers spatially concentrated? To shed light on these questions, we
explore the role of PhD graduates. For this analysis, we use data on PhD graduates from

4The quote is taken from Stephan (2006).
5Carlino and Kerr (2015) offer a recent survey on how agglomeration and innovation are related.
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the German National Library from 1965 to the present date and match the PhD graduates
with their patents. Around one third of all patents filed in Germany have at least one
inventor with a PhD degree.

The analysis suggests that for knowledge to be transferred from the university to the
private sector it helps if companies employ inventors who can understand the new scientific
knowledge and who are geographically close enough to the university to learn about it.
Using the data on the shortlists, we find that PhD inventors react more strongly to the
arrival of a new professor than non-PhD inventors do. Around 70% of all excess citations
come from patents of PhD inventors in the private sector. Moreover, text similarity increases
among these patents to a greater extent than it does among the patents of inventors without
a PhD. The effect is more pronounced among PhD graduates from the local university than
among PhD graduates from other universities. Looking at the data for all of Germany,
PhD inventors account for more than 70% of all science-based patents within one kilometer
of universities. We also find that PhD inventors use more academic knowledge as their
proximity to the university increases. While we cannot give a conclusive answer as to why the
use of academic knowledge decreases with distance, it explains why the effects of university
hirings that we measure in our analysis are locally concentrated. These observations are
consistent with the argument of Stephan et al. (2004) that doctoral education in science and
engineering and the placement of graduates within firms are critical to the role universities
play in fostering economic development. Our analysis thus contributes to the literature
studying what private companies require in order to benefit commercially from basic science
(e.g., Cohen and Levinthal, 1990; Agrawal, 2006). For example, Cockburn and Henderson
(1998) show how the absorptive capacity of pharmaceutical companies’ drug discovery
performance benefits from investments through in-house basic research and coauthorships
of scientific papers with publicly funded researchers. Our study suggests that, by fostering
graduate education, policy makers can help corporations make the best use of academic
research for their innovation efforts.

Overall, our results demonstrate that co-locating with universities and hiring local PhD
students can help companies obtain better access to scientific advances and thus lay the
basis for a competitive advantage in the production of science-based inventions. The results
also indicate that local companies benefit from having access to locally produced research.
Our study also furthers our understanding of the potential mechanism for the knowledge
transfer into the private sector and why this is spatially concentrated.

The rest of this paper is organized as follows. The next section outlines the empirical
strategy, introduces the institutional set-up and discusses the study’s data sources. Section
3.3 estimates the causal effect of a newly hired professor on private sector inventions.
Section 3.4 discusses the mechanism of knowledge transfer from universities to the private
sector by examining PhD inventors who work in the private sector. Finally, Section 3.5
concludes the paper.
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3.2 Empirical strategy

Assessing the impact of hiring a new professor on local inventions presents us with two
challenges. First, we need to measure how much local inventions are influenced by the
research of the new professor. For this task, we use two complementary outcome variables:
the citations listed in local patents to the scientific articles of the newly hired scientist and
the similarity of the patent texts to the text of the academic articles of the new professor.

Second, to identify the effect of hiring a professor we need to compare what happened to
the local inventions after the professor was hired to what would have happened had the
professor not been hired. To construct this counterfactual, we exploit the institutional
features of the German hiring system for senior professors. The hiring committee is legally
required to draw up a shortlist of suitable candidates.6 As we show below, the non-hired
scientists on the same shortlist can serve as the counterfactual for the hired professor
because the hiring system gives the hiring committee strong incentives to exclude unsuitable
candidates. In our data, these incentives appear to work: hired and non-hired candidates
are similar in ex-ante characteristics, in both levels and trends. In the next two subsections,
we discuss the measurement and identification challenges in turn.

3.2.1 Relating private-sector inventions to university scientists

In this subsection, we describe two complementary outcome variables: patent-to-article
citations and article-patent text similarity. We use these two variables to capture the link
between local inventions and the scientific research produced by the newly hired professor.

The first outcome variable, patent-to-article citations, uses the information on how often
the articles of the new professor are cited in local patents, correcting for self-citations. We
call patents that cite an academic article “science-based patents.” Patents cite academic
articles to give credit to articles that contributed to the disclosed technology of the patent.
At the U.S. Patent Office, everyone involved in filing the patent is legally required to
disclose all prior art relevant for the novelty or non-obviousness of the invention. A failure
to disclose might lead to the invalidation of the patent (Bryan et al., 2019; Cotropia et al.,
2013).7 At the European Patent Office, inventors must cite all relevant prior art in the
patent application, but a failure to do so can be remedied.8 Patent-to-article citations are

6The process is regulated in state law. For example, in Bavaria, one of the German states, the process is
codified in Art. 18 of the law for Higher Education (BayHSchPG). In North-Rhine Westphalia, the most
populous state of Germany, the appointment process is regulated in §37 of the Higher Education Law (HG
§37).

7At the U.S. patent office, everyone involved in filing a patent has a “duty to disclose” everything
relevant to the novelty and/or non-obviousness of the invention. If known prior art is not disclosed, there
is a risk that the patent office will find “inequitable conduct,” which is grounds for unenforceability of a
patent. At the USPTO, the relevant regulation is 37 CFR 1.56 “Duty to disclose information material
to patentability” (https://www.uspto.gov/web/offices/pac/mpep/s2001.html - last accessed April 22,
2019).

8The description required in a patent is laid out in Art. 42 of the European Patent convention
(https://www.epo.org/law-practice/legal-texts/html/epc/2016/e/r42.html, last accessed April 22
2019). The relevant case law on adding citations is described here: https://www.epo.org/law-practice/
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used in many recent papers to capture the link between science and innovation (e.g., Arora
et al. 2017 and Azoulay et al. 2018).9 Roach and Cohen (2013) argue that patent-to-article
citations reflect knowledge flows from academia to the private sector better than the
commonly used patent-to-patent citations.

Our second outcome variable, article-patent text similarity, traces the link between
academic research and patented inventions by measuring whether the content of the patents
becomes more similar to the articles of the professor after the move. To do this, we
calculate the similarity of the patent’s text to the text of the academic article using the
“term frequency-inverse document frequency” (tf-idf) method. This method measures the
similarity of two documents by comparing the words the two documents use. Each word
is assigned a value proportional to the inverse of how often this word appears in the text
corpus of all documents. Using the tf-idf value for each term allows us to build a word
vector for the title and abstract of the article and the title and abstract of the patent. Then,
we calculate the correlation between the two word vectors to determine their similarity.

The two outcome variables complement each other in their information content. The
citation-based outcome variable establishes a direct link to the individual research via
citations of her articles. The similarity-based outcome variable, while not mentioning the
researcher by name, establishes a link via the similarity in content between the research
and inventions.

3.2.2 Using shortlists to construct the counterfactual

In this subsection, we describe the institutional features of the German hiring system
for senior professors that enable us to use the runners-up of a shortlist to construct the
counterfactual for the hired professor. Senior professorships are lifetime positions. In
the data, hired and non-hired candidates are similar in their ex-ante characteristics, in
both levels and trends. The data is described at the end of this subsection. Appendix
3.A presents a detailed step-by-step description of the study’s data construction and data
sources.

Institutional set-up: The German system of appointing professors

In Germany, almost all university professors are civil servants and are thus hired in a highly
regulated multi-step process (Figure 3.1). The procedure is designed to give every qualified
applicant equal access to jobs in the public service, independent of personal connections.
To implement equal access, every open position must be advertised in a national newspaper.
The advertisement must contain a list of criteria by which the candidates are evaluated in

legal-texts/html/caselaw/2016/e/clr_ii_e_1_9_6.htm, last accessed April 22, 2019.
9Patent-to-article citations are not a mechanical result from university researchers patenting their

technology as it is not possible in Europe to patent inventions that were already disclosed in an article.
This requirement of “absolute novelty” is thus much more stringent than the application of a grace period
in the US.
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the hiring process. These criteria typically include publications in international refereed
journals and experience in raising third-party funding.

Figure 3.1: Procedure of appointing a professor in Germany

Open 
position

Public 
advertising

Long List

Fly-out - 
5 to 10 interviews

Ranked 
shortlist

Offers in 
order of list

Appointment

Notes: This figure shows the process of appointing a new professor in Germany. The process is regulated in state
law. For example, in Bavaria, one of the German states, the process is codified in Art. 18 of the law for Higher
Education (BayHSchPG). In North-Rhine Westphalia, the most populous state of Germany, the appointment process
is regulated in §37 of the Higher Education Law (HG §37).

Based on the criteria laid out in the call for applications, the hiring committee selects
five to ten candidates who are invited for fly-outs. After the fly-outs, the hiring committee
commissions reports about the most promising candidates from at least two external
referees. After receiving the reports, the committee compiles a ranked shortlist of two to
four candidates. This list and the external reports are submitted to the university senate
for review. If the ranked shortlist is approved, offers are made to the candidates in order
of their rank on the shortlist. The first candidate to accept an offer is appointed.

On average, every open professorship in Germany attracted 41.8 applications in 2013
(Wissenschaftskonferenz, 2014). Around 10% of these candidates were considered suitable
for the shortlist, which implies that the average list had four candidates. Of all candidates,
45% received an offer for the position at some point during the hiring process. If a candidate
received an offer, the probability of accepting was around 50%.

The hiring process includes several mechanisms intended to ensure an objective and
fair process. First, internal candidates are usually not eligible as applicants for tenured
positions, so almost all new professors are external hires from other universities.10 This
rule is intended to prevent nepotism. Second, the composition of the hiring committee is
regulated. The committee has to include several external members: at least one professor
from the same field but from another university, one member of the university senate
from another field, a women’s representative, a representative of the non-tenured scientific
employees, and one undergraduate student representative. Third, the whole process is
subject to court review. If one of the non-appointed candidates suspects that the university
did not follow due process, the candidate can sue for non-appointment of the chosen
candidate, compensation and invalidation of the list (“Konkurrentenklage”).

The candidates that are eventually selected for the shortlist are of similar quality for
10Internal promotions are possible in theory, but must follow much more stringent rules than those for

external appointments. The rules are so stringent that for all practical purposes this is perceived (and
labeled) as forbidden (Ban of internal promotions “Hausberufungsverbot”).
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three reasons. First, all candidates applied for the position with the advertised and fixed
salary category, pension benefits, and associated teaching obligations. Thus, candidates of
similar aspirations self-selected to the position. Second, the hiring committee has a strong
incentive to exclude unsuitable candidates, because it is difficult for the hiring committee
to predict whether the first-ranked candidate will accept the offer.11 In our data, the
first-ranked candidates accepted with a probability of 85%. If the first-ranked candidate
does not accept the offer, a lower-ranked candidate receives an offer and might accept it.
Since all senior professors in Germany are appointed for life, this lower-ranked candidate
might stay until retirement. Third, hiring no one has an option value because the hiring
committee can go back to the market in the following year. For all these reasons, the hiring
committee has strong incentives to put only those candidates deemed acceptable for the
position on the shortlist.

Data and descriptive statistics

We collect data on the shortlists of all appointments in the natural and life sciences of one
German university from 1975 to 2006. After cleaning the data, as described in Appendix
3.A, we have 383 lists with 1062 candidates. Thus, for each professor hired, we have
1.8 applicants who were shortlisted but not appointed. We collect the curriculum vitae
(CV) for each candidate. From the CVs, we know whether and when a researcher moved
to another university. In cases where we cannot find a CV, we use data from historical
course catalogs and publication data to infer whether a professor who received an offer was
actually appointed. Figure 3.2 shows the number of shortlists per year for each five-year
interval and the average number of candidates on a list.

We match all researchers on these shortlists with their academic publications and their
citation record. For academic publications, we use the data from Microsoft Academic
(Tang et al., 2008; Sinha et al., 2015). For each publication, the data contain the authors,
publication year, journal, citations, field of study, the title and the abstract. For patent
data, we use patent characteristics from PATSTAT matched to data from Morrison et al.
(2017), which provides a geo-location for all inventors and all assignees for EPO patents
(European Patent Office), U.S. patents and WO patents (World Intellectual Property
Organization). We collect all citations by academic articles and by patents from Microsoft
Academic and Marx and Fuegi (2019).

Table 3.1 shows summary statistics for the shortlisted candidates, separately for hired
and non-hired scientists, for all publications published prior to the move. The descriptive
statistics suggest that the hiring procedure leads to shortlisted candidates who are similar
in their observables ex-ante. Up to the year of the shortlist, the eventually appointed
researcher has on average 22 articles, with a total of 240 article-to-article-citations, of which
17 are local. The non-hired candidates have 24 articles with 305 article-to-article citations,

11Candidates can receive competing offers during the selection process and thus might have better offers
on the table once the process is complete. Moreover, receiving an offer from a different university usually
opens the door to renegotiation at the current home university.
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Table 3.1: Summary statistics prior to appointment

Hired Not hired Differ-
ence

p-
value

(1) (2) (3) (4)

(1) Time since first article 10.77 10.39 -0.39 0.21
(2) Number of articles 22.47 23.51 1.04 0.52
(3) Total article-to-article citations 239.74 305.15 65.42 0.19
(4) Local article-to-article citations 16.93 15.91 -1.02 0.73
(5) Total patent-to-article citations 2.26 1.55 -0.71 0.40
(6) Local patent-to-article citations (co-inventor weighted) 0.10 0.10 -0.01 0.86
(7) Local average article-patent similarity 0.37 0.38 0.01 0.24
(8) Local article-patent similarity of closest patent 1.21 1.24 0.02 0.44

(9) Number of candidates 383 679

Notes: This table shows average values before the move for several variables for candidates on the shortlist that
were hired (“Hired” - column 1) and those that were not hired (“Not hired” - column 2). To compile this table, we
aggregate the variables to the person level for the pre-move period and then conduct a t-test. Column (3) shows
the difference in value between the two groups, and column (4) shows the p-value of the t-test. The variables
are defined as follows. Time since first article (row 1) is the difference in years between the first recorded article
and the year of the shortlist. Number of articles (row 2) is the count of articles before the year of the list. Total
article-to-article citations (row 3) is the number of citations of other articles to the articles of the candidates. Local
article-to-article citations (row 4) is the number of citations of articles to the articles of the candidate where at least
one of the authors of the citing article has an affiliation within 50 km. If there are several authors on the article
we weight each citation with the share of authors within 50 km. Total patent-to-article citations (row 5) are the
number of patents citing the articles of the candidates. We exclude self-citations; i.e., citations where one author
on the article is also the inventor. Local patent-to-article citations (co-inventor weighted) (row 6) are the number
of citations of patents to the articles of the candidate where at least one of the inventors has an address within 50
km. If there are several inventors on the patent, then we weight each citation with the share of inventors within
50 km. Local average article-patent similarity (row 7) is the average text similarity between the title and abstract
of the article and the title and abstract of all patents filed in a year within 50 km of the destination university. Local
article-patent similarity of closest patent (row 8) is the average text similarity between the title and abstract of the
article and the title and abstract of the most similar patent filed in a year within 50 km of the destination university.
Number of candidates (row 9) gives the total number of hired candidates (“Hired”) and the number of not hired
candidates on all lists (“Not hired”). The data on academic articles is from Microsoft Academic, the patent data is
from PATSTAT, and the geolocation of inventors is from Morrison et al. (2017). Appendix 3.A describes the data
construction.
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Figure 3.2: Shortlists over time
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Notes: This figure shows the number of shortlists in our data per year (blue bars) and the average number of
candidates per list (red solid circles) for every five-year period. The last category (2000-06) includes data of seven
years.

of which 16 are local. Up to 10 years after the move, the hired candidates publish 69
articles on average while the non-hired candidates publish 66 articles. The non-hired and
hired candidates are of the same age measured by the time elapsed since the publication
of the first article. The number of total patent-to-article citations before the year of the
shortlist are around 2.3 and 1.6 for hired and non-hired researchers, respectively. The
difference between the two groups is not statistically different from zero (p-value of 0.4).
Within 50 km of the university, hired and non-hired candidates both have in total 0.1
patent-to-article citation before the year of the shortlist. The text similarity for articles to
patents within 50 km is also very close, both on average and for the closest article. In the
section below, we show that not only the levels, but also the trends are similar for the two
outcome variables, patent-to-article citations and article-patent text similarity.

3.3 Results

In this section, we present causal evidence that hiring a professor stimulates local private-
sector inventions based on the professor’s research. We show first that, after the hire,
the number of local patents citing the hire’s academic articles increases relative to the
number of patents citing the articles of the non-moving candidates on the same list. We
demonstrate next that the content of local patents filed after the move is more similar to
the content of the articles of the newly hired professor than to the articles of the runners-up
as compared to before the move. Both findings complement each other in showing that
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the number of patents influenced by the research of the newly hired researcher increases
post-move.

3.3.1 Impact on patent-to-article citations

We start by comparing the average number of citations of patents to articles of the newly
hired scientists with those of the non-hired candidates over time. To capture the local
impact, we focus on patent-to-article citations from patents filed within a range of 50 km of
the destination university. We exclude self-citations (i.e., all patents with an inventor with
the same name as that of any of the candidates in our dataset). If a patent lists several
co-inventors who live in different places we assign the corresponding shares of the citations
to the different regions. To smooth the outcomes, we take two-yearly averages. The yearly
graphs are shown in Appendix 3.B.1

Panel (a) of Figure 3.3 shows the two-year averages for the number of patent citations
per article for the moving scientist (solid red line) relative to the non-hired candidates
(dashed blue line) before and after the move in year zero. Prior to the appointment of
the professor, there are no differences in citations to articles of the treatment and the
control group scientists. This speaks in favor of parallel trends in the outcome variable.
Starting four years after the move, citations of local patents to articles of the moving
researcher increase relative to those of the runners-up, and they stay elevated for the next
six years. This implies that the scientist’s move to the university increased the number of
local patents based on her research.

To determine whether these differences are statistically significant, we calculate the
average treatment effects on the treated for the moving candidate for each two-year period.
The results are shown in Panel (b) of Figure 3.3. The 90% confidence intervals are based
on bootstrap standard errors clustered on the shortlist level. Before the move, the number
of excess citations, the difference in citations for the hired and the non-hired candidates, is
close to zero and is not statistically different from zero. Starting four years after the move,
the excess patent citations increase and stay elevated for the next six years.

To quantify the effect, we use the following difference-in-differences specification

#PtA Citationsi,k,l,t = β0 ·Movek,l + β1 ·Movek,l × Postt,l + Controlsk,l,t + εi,t (3.1)

where Movek,l is an indicator variable equal to one if the author k on shortlist l is appointed
as a professor at the university and moves, and zero otherwise. Postt,l is an indicator for
the years after the move. The dependent variable #PtA Citationi,k,l,t is the number of
patent-to-article citations to article i of author k on shortlist l in year t. We multiply the
dependent variable by one thousand to make the coefficients better readable. As controls,
we use a separate fixed effect for each shortlist and year. To estimate the average treatment
effect on the treated, we use the weights of Iacus et al. (2012). Standard errors are clustered
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Figure 3.3: Impact of academic articles on local patents
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Notes: Panel (a) shows the average number of local patent citations to articles of the hired professor and articles
of the non-moving scientists on the same list. We classify patents as local patents if at least one of the inventors
has her address within 50 km of the university. If there are several inventors on the patent, then we weight
each citation with the share of inventors within 50 km. We exclude self-citations; i.e., citations where one author
on the article is also the inventor. The horizontal axis shows the years relative to the move in t = 0. The
means are weighted to adjust for the different number of treated article relative to control articles per list. Panel
(b) shows the non-parametric average treatment effects on the treated for the moving candidate using patent-to-
article citations as outcome. To estimate the average treatment effect on the treated τ̂t, we use the following
estimator:τ̂t = 1

N

∑
i
(#PtA Citationsi,l,t−#PtA Citationsl,t), where #PtA Citationi,t is the number of patent-

to-article citations to article i of the moving scientist on list l in year t and t+ 1. #PtA Citationsl,t is the average
number of patent-to-article citations of the runners-up on list l in year t and t+1. To adjust for different levels of the
outcome variable between treatment and control articles, we normalize τ̂t by its value in the year of the move. The
90% confidence intervals are based on bootstrapped standard errors clustered on the level of the shortlist. For both
panels, we pool the data into two-year periods to smooth the outcome. The yearly graphs are shown in Appendix
3.B.1
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on the shortlist level. The coefficient of interest, β1, measures the average number of yearly
excess citations of patents per article of the moving candidate relative to patent citations
per article of the non-moving candidates on the same shortlist over the first ten years after
the move.

We estimate the increase in patent citations after the move within 50 km, corresponding
to the average of post-move estimates in Panel (b) of Figure 3.3. The results are presented
in column (1) of Table 3.2. The local patent-to-article citations increase by 1.6 per article
and year (i.e., 0.0016 multiplied by 1000 for better readability). This is an increase by
more than 100% relative to the average number of citations for the runners-up after the
year of the move (“Counterfactual” row).12 In column (1), we exclude self-citations, as
described above. One could argue that the overall effect of hiring a professor includes the
effects on both other inventors and the patents filed by the new hire. In column (2), we
include self-citations and find that the effect increases from 1.6 to 2.4, a 50% increase. In
the following, we exclude self-citations since we are mainly interested in the (external)
effect of hiring a new professor on the local companies.

The effect is concentrated close to the destination university: 90% of the effect comes
from the immediate vicinity. To show this, we report results separately for patent-to article
citations within 25 km of the university (column 3) and in the range between 25 and 100
km of the university (column 4). We find that in the immediate neighborhood of the
university, the patent-to-article citations increase by 1.5 (column 3), while the increase in
the range between 25 to 100 km is around 0.2 (column 4). The effects are greater closer to
the university, even if we consider that the baseline patent-to-article citations rate is lower
at greater distances. After the move, the patent-to-article citations to the newly hired
scientist increase by 200% (1.5/0.7) within a 25 km distance of the university, while the
increase in the 25-100 km range is 70% (0.2/0.3). We report the results for other cut-offs
in Appendix 3.B.3

The increase in citations is driven mainly by patents that are assigned to companies or
individuals; i.e., patents in the private sector. To show this, we split the patent-to-article
citations according to the citing entity. The results are shown in columns (5) to (7) of
Table 3.2. In column (5), we use citations from patents of companies or individuals, in
column (6) the citations from universities, and in column (7) those from all others, such as
government entities and hospitals. We find that around 70% of the measured effect in the
baseline regression can be attributed to patents assigned to companies and individuals,
25% can be assigned to patents assigned to universities, and 5% can be assigned to all
others.13 These results suggest that inventors in the private sector make use of and benefit

12In our main specification, we use the average outcome of the non-movers for the post-period as the
counterfactual for the moving scientist. We can also calculate a model-based counterfactual. The main
difference to our counterfactual analysis is that the model-based counterfactual also takes the pre-move
differences between the moving and non-moving candidates into account. These differences are small. In
the case of column (1), this model-based counterfactual is 0.94 instead of 0.89.

13By law, all patents of university employees and graduate students are assigned to the university, but
might be commercialized through a spin-off. As a consequence, some of these patents might also be in effect
patents of a company in the private sector.
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from knowledge flows from the new professor hired by the local university.
The increase in local patenting is also of an economically meaningful magnitude. To

show this, we weight the citing patents with the patent values derived using data taken
from Kogan et al. (2017). Kogan et al. (2017) provide patent values derived from abnormal
stock market returns for a large sample of U.S. patents. To extrapolate these values to the
patents in our dataset that are not filed in the U.S., we take the average patent value by
technology class and filing year and assign the resulting values accordingly. The results are
reported in column (8). They suggest that on average, the total increase in patent value is
45 thousand U.S. dollars per article and year. If we multiply this number by the number
of articles each scientist has prior to the move (22 articles on average) we obtain a value
of 0.99 million U.S. dollars generated by a hired professor per year.14 This number is an
upper bound because it assumes that patents that cite the articles of the mover after the
move would not have been filed without the move. If in the counterfactual scenario the
inventor had invented something else instead, this number would overestimate the increase
in value.

Another way to put the local increase in patenting into perspective is to measure
which share of the overall patent-to-article citations of the hired professor comes from the
destination region. To calculate this share, we aggregate the data on the list and year
level. The results are shown in column (9) of Table 3.2. We find that this share increases
by 9.6 percentage points after the move, from an average value of 9.4% (“Counterfactual”
row) to 19.0%. This means that the “market share” of the destination region in terms of
patent-to-article citations of the author within Germany doubles.

Overall, these results indicate that the move of the newly hired professor has a sizeable
effect on private-sector patenting in the vicinity of the university. However, it provides
little insight into the extent to which the research of the newly hired scientist affects the
content of new local patents. A potential concern is that the new citations are driven by
a salience effect and do not reflect an impact on patent content. Focusing exclusively on
patent-to-article citations may also miss the potential effects of local research on local
patents that are not captured by direct citations, as patent-citations are relatively sparse
and concentrated in the late stage of our sample period.15 To address these concerns, we
investigate below the impact of local research on the content of local patents using a text
similarity analysis.16

3.3.2 Impact on article-patent text similarity

If a new professor has an impact on local inventors, we should see new patents that
are similar in content to her scientific work. To examine this question, we compute the

14For this calculation, we only use the number of articles of the hired candidate published before the
move. The estimation also includes articles published after the move.

15In Appendix 3.B.2, we discuss how coefficients change with the sample period.
16There is an emerging literature on this question. For example, Poege et al. (2019) show that there is

an association between the quality of the cited academic articles and the quality of the patents.
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Figure 3.4: Impact of move on text similarity of high-quality articles and patents
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Notes: This figure shows the non-parametric average treatment effects on the treated for the moving candidate
using article-patent text similarity as outcome for the subsample of high-quality articles. To estimate the average
treatment effect on the treated τ̂t, we use the following estimator: τ̂t = 1

N

∑
i
(Similarityi,l,t − Similarityl,t),

where Similarityi,l,t is the similarity of article i of the moving scientists on list l to the most similar patent within
50 km of the destination university in the years t and t+ 1. Similarityl,t is the average similarity of articles of the
runners-up on list l to the most similar patent in the years t and t+ 1. To adjust for different levels of the outcome
variable between treatment and control articles, we normalize τ̂t by its value in the year of the move. We multiply
the dependent variable by one hundred to make the coefficient better readable. The 90% confidence intervals are
based on bootstrapped standard errors clustered on the level of the shortlist. We pool the data into two-year periods
to make the graph comparable to Figure 3.3b. The yearly graphs are shown in Appendix 3.B.1
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similarity between the title and abstract of each article and the title and abstract of each
patent within a range of 50 km around the destination. We then follow Iaria et al. (2018)
and use the similarity of the patent whose text is most similar to the text of the article
for each filing year as the outcome.17 The greater this similarity, the more strongly local
academic research affects the content of the new patent.

Table 3.3 shows the results from estimating the difference-in-differences specification of
equation (1), using article-patent text similarity as the outcome variable. Column (1) shows
that local patents filed after the move are more similar to the articles of the newly hired
scientist than to the articles of the non-hired candidates. The average effect is significantly
different from zero at the 5% level. This effect is mostly driven by high-quality articles, as
shown in columns (2) and (3). We define high-quality articles as all articles published in
the top 3000 journals by impact factor.18 In Figure 3.4, we show non-parametric treatment
effects for the subsample of high-quality articles.19 The excess similarity, the difference in
text similarity between the high-quality articles of the hired and the non-hired candidates,
is close to zero before the move and starts to increase in year 4 after the move. The excess
similarity remains elevated over the following six years. The timing of the effect mirrors
the timing of the excess citations shown in Figure 3.3. The yearly treatment effects are
mostly significantly different from zero at the 10% level four years after the move.

Using text analyses allows us to determine which types of patents are most impacted by
local academic research. We first compare the effects for patents that are science-based
(i.e., that cite an academic article) to that for patents that are not science-based. In our
analysis of patent-to-article citations we can, by definition, look only at the former. The
results are presented in columns (4) and (5) of Table 3.3. The average effect is larger
and more precisely estimated for science-based patents, while the coefficient is smaller
for non-science-based-patents. This suggests that science-based patents tend to benefit
more from the knowledge externalities of academic research. This result is noteworthy as
science-based patents tend to have, on average, more value for companies than non-science
based patents (Watzinger and Schnitzer, 2019; Poege et al., 2019).

In columns (6) to (11), we present the results from estimations that use article-patent-
similarity by technological field as the outcome. To define the technological fields, we
follow the WIPO classification as presented in Schmoch (2008), which groups technology
classes of patents thematically. We observe the strongest effects in the field of Chemistry
and Instruments, while there is no effect in the other engineering fields.

In Appendix 3.B.3, we repeat the analysis by investigating different technological fields
for patent citations as outcomes and find that the results are concentrated in Chemistry.
The effects are measurable both in natural and life science, but stronger in the latter.

17Iaria et al. (2018) use the maximum similarity between article titles as outcome variable. In Appendix
3.B.3, we show results using the five and ten most similar patents as outcome variable.

18The number of journals used to define “High quality” article is arbitrary. We chose the top 3000
journals as a benchmark because this benchmark splits the articles in our data almost equally into high-
and low-quality articles.

19Appendix 3.B.1 shows the same result for all articles.
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Finally, we show that the increase in similarity between patents and articles is greatest for
corporate patents.

3.3.3 Interpretation

Our results show that hiring more professors at a university increases science-based patenting
within the close vicinity. This result offers three takeaways. First, science appears to be
a valuable input for corporate inventions; otherwise, companies would not react to the
hiring of local scientists. This result confirms previous findings on the close relationship
between science and private-sector inventions (Ahmadpoor and Jones, 2017; Watzinger
and Schnitzer, 2019; Poege et al., 2019). It also complements the finding of Azoulay et al.
(2018) that increased funding from the U.S. National Institutes of Health (NIH) for basic
biomedical research increases patenting by private sector companies. A similar effect is
found by Kantor and Whalley (2014) who use the interaction of university endowment
values and stock market shocks for identification.

The second implication is that new professors cause local inventors to use new information.
This suggests that labor mobility can shape the rate and direction of local innovation in a
regional economic cluster. Our results thus emphasize the spatial dimension of knowledge
spillovers between scientists and inventors in the private sector and the role of mobility in
shaping these knowledge flows (e.g., Agrawal et al., 2006; Breschi and Lissoni, 2009; Jaffe,
1989; Singh and Agrawal, 2011; Zucker et al., 1998). Recent work on knowledge spillovers
between scientists finds that proximity in idea space is more important than proximity
in physical space. For example, Waldinger (2012) studies the effect of the dismissal of
Jewish scientists in Nazi Germany and finds no evidence for a peer effect within a research
department, but finds large effects on their professors’ own PhD students (Waldinger,
2010). Azoulay et al. (2010) look at the effects of the death of superstars in medicine
and find large effects on collaborators working on the same ideas, but find that the effect
does not differ depending on whether the co-author is colocated or not.20 Our findings do
not contradict the view that closeness in idea space is important, yet they highlight that,
for spillovers of universities to the private sector, geographical proximity seems to matter
(Belenzon and Schankerman, 2013; Hausman, 2017).

3.3.4 Auxiliary analyses

In this section, we provide additional evidence that the identification assumptions and
measurement concept behind our results are plausible. We also discuss the external validity
of our results.

Identification The main identification assumption of our analysis is that the hiring
committee chooses candidates for the short list who would have had a similar impact on

20Since the colocation is not random, it is unclear whether these results contradict the notion that
knowledge spillovers are spatially restricted.
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Figure 3.5: Auxiliary Analyses

Alternative dataset (19)
External validity

Effect at origin (18)
Published after move  - Similarity (17)

Published before move - Similarity (16)
Published after move (15)

Published before move (14)
Reverse causality and confounding factors

Previously distant - Similarity (13)
Previously close - Similarity (12)

Previously distant (11)
Previously close (10)

Rejecter: 3 vs 2 and 1 - Similarity (9)
Rejecter: 2 vs 1 - Similarity (8)

Rejecter: 3 vs 2 and 1 (7)
Rejecter: 2 vs 1 (6)

Pseudo treatment: Non-mover - Similarity (5)
Pseudo treatment: Non-mover (4)

Pseudo outcome: >100km (3)
Identification

Similarity (2)
Patent-to-article citations (1)

Baseline

-5 0 5 10

Notes: This figure shows the results from a difference-in-differences estimation with ten years before the movement
as pre-period and ten years after the movement as post-period. The unit of observation is an article in a year. The
estimation equation in row (1) is: #PtA Citationsi,k,l,t = β0 ·Movek,l +β1 ·Movek,l ·Postt,l +Controlsk,l,t + εi,t

where Movek,l is an indicator variable equal to one if the author k on shortlist l is appointed as a professor at
the university and moves, and zero otherwise. Postt,l is an indicator for the years after the move. The dependent
variable #PtA Citationi,k,l,t is the number of patent-to-article citations (excluding self-citations) to article i of
author k on shortlist l in year t; i.e., for t > 0. The figure shows the mean coefficient, β1, along with 90% confidence
intervals based on standard errors clustered on the shortlist level. If the mean coefficient is highlighted in red,
the coefficient is significantly different from zero at the 10% level. If the row label contains the word “Similarity,”
then the outcome is article-patent text similarity, and it is patent-to-article citations otherwise. In row (2), we use
the similarity of the most similar patent per year as the outcome. In row (3), we use the number of patent-to-
article citations outside a 100 km radius of the destination university as outcome. In rows (4) and (5), we drop
the moving candidate and assign a pseudo-treatment to the higher ranked non-mover. In rows (6) to (8), we look
at the subsample of lists where the highest ranked candidate rejected the offer, and the second-ranked candidate
accepted. In rows (7) and (9), we look at the subsample of lists where the third-ranked accepted. In rows (10)
to (13), we split the sample into lists where the appointed candidate comes from a university or research institute
that is less than 50 km away (“Previously close”) and where the appointed candidate comes from a distance of
more than 50 km (“Previously distant”). In rows (14) to (17), we split the sample into articles published before the
move and published after the move. In row (18), we use the number of patent-to-article citations within 100 km
of the respective home institution of the candidates as the outcome. In row (19), we use an alternative dataset of
37 appointment lists of professors across the whole of Germany reconstructed from publicly available sources. This
alternative dataset is described in 3.B.4 in the Appendix. When we use patent-to-article citations (text similarity)
as outcome variable, we multiply the coefficients by 1000 (100) for better readability. Appendix 3.A describes the
data construction.
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local inventions in absence of the move. One potential concern is that hiring committees
rank candidates on the short list depending on their expected future impact. Even if
shortlisted candidates have similar outcome variable levels and trends before the move
(as shown in Table 3.1, Figure 3.3, and Figure 3.4), expectations about future spillovers
might still vary for different candidates. If this were the case, the assignment mechanism
of treatment would be confounded, and our estimates would reflect expectations about the
usefulness of the different candidates for the private sector, not the treatment effects of
the appointment. We present below four pieces of evidence showing that this scenario is
unlikely.

First, we compare the impact of the appointment on patent-to-article citations outside
the close vicinity of the target university (row (3) of Figure 3.5). If the effect on local
patents observed after the hire does not reflect the treatment effect of the move but rather
the general usefulness of the highly ranked candidates, we would expect to find excess
citations not only locally but also far away from the university. However, we find no effect
beyond 100 km of the university. The mean estimate presented in row (3) is centered on
zero (but is imprecisely estimated).21 This implies that the spillovers generated by the
hired researcher are not a sign of a general trend in the usefulness of the researcher, but
accrue only locally because of the move.

For the second piece of evidence, we drop the moving candidate and assign a pseudo-
treatment to the higher-ranked non-mover. Then we compare this pseudo-treated candidate
to the lower-ranked non-mover. The results are presented in rows (4) and (5). If the
hiring committee ranks scientists expected to generate higher spillovers more highly on
the shortlist, we would expect to see a positive effect of this pseudo-treatment. This is
not the case. The mean estimates are close to zero for patent-to-article citations (row 4)
and similarity (row 5). This suggests that there is no differential trend for higher and
lower-ranked non-movers.

Third, we look at the 10% of the lists whereby the highest-ranked candidate rejected the
offer and the second-ranked candidate accepted. If the first-ranked candidate generated
more spillovers independent of the move, we should find a negative effect when the second-
ranked candidate is hired rather than the first-ranked. To the contrary, we find positive
effects both for patent-to-article citations (row 6) and for article-patent similarity (row 8).
In rows (7) and (9), we look at the 5% of the lists whereby the third-ranked accepts and
find similar results. Again, the ranking of the candidates does not appear to determine the
treatment effect.

Lastly, we split the sample into lists wherein the appointed candidate comes from
a university or research institution that is within 50 km of the destination university
(“Previously close”) or from a university or institution more than 50 km away (“Previously
distant”) If our estimates reflected spatially mediated spillovers, we should see a smaller
effect for moving researchers already within commuting distance and larger effects for

21We cannot calculate the text similarity between article abstracts and all patents in the economy due to
the dimensionality of the problem.
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researchers who were not. The results are presented in rows (10) to (13). For both outcome
variables, we find that candidates coming from closer universities have impacts smaller
than those of candidates coming from far away. This results further suggests that distance
plays a role in the impact of a professor on the private sector.

Reverse causality and confounding factors A second potential concern might be
reverse causality. Suppose the newly hired professor obtains new ideas from a local company,
which she then publishes as an article. Suppose that the company that originated the
idea then cites the article in a patent. If this happened, we would observe an increase in
citations after the move, but for a different reason. To establish the direction of knowledge
flows and rule out reverse causality, we split the sample into articles published before the
move (rows 14 and 16) and those published after the move (rows 15 and 17). Articles
already published at the time of the move cannot be influenced by the move, while articles
published thereafter might be influenced by local companies. Thus, if reverse causality
played a role, we should see larger effects for articles published after the move than for
articles published before it. However, we find for both outcome variables that the effects
are of similar size in both subsamples. This suggests that at least part of the effects we
observe is caused by the moving scientist bringing new ideas to the local companies.

Another possible concern might be that the size of the measured effect reflects factors
unique to the university under consideration. For example, companies in the neighborhood
might be particularly well connected to the university, or the technology transfer office of
the university might be particularly effective in doing its job. If this were the case, this
would be a confounding factor. One way to check this is to take the reverse perspective
and look at patent-to-article citations around the respective home university of each of the
candidates on the list. Moving candidates in our data come from more than 100 different
institutions. The home university of the moving candidate loses a professor, while nothing
changes for the university of the control candidates. Of course, even if both the hiring
and home universities were completely symmetric, we would still expect the local effect of
losing a researcher to be not entirely symmetric to the local effect of winning a researcher
if moving scientists are “gone, but not forgotten” (Agrawal et al., 2006).

In row (18), we use the number of patent-to-article citations for the hired researcher
around the hire’s home university as the outcome variable. We find a negative mean effect
of around one, which is smaller in absolute terms than our mean estimate of 1.6 and not
statistically different from zero. This smaller estimate might occur because local inventors
do not immediately forget all about the research of the moving professor, as suggested
above.

External validity The final potential concern is whether our results are externally valid
(i.e., whether they are informative about the process of knowledge transfer from universities
to the private sector in general). To address this concern, we first use an alternative
dataset on appointments of professors across the whole of Germany (row 19). The dataset
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consists of 37 shortlists reconstructed from publicly available sources. We repeat our
main difference-in-differences estimation using patent-to-article citations as the outcome
variable. We find a positive coefficient consistent with our main result, but the estimate is
not significantly different from zero at conventional levels. A detailed description of this
dataset can be found in Appendix 3.B.4 The graphical results presented in the Appendix
are similar to those of our main analysis.

Second, we show that the geographical pattern of science-based patenting in Germany
is consistent with the spatially mediated knowledge transfer captured in our results. In
particular, we show that science-based patents are disproportionately concentrated in
universities’ immediate neighborhoods and that inventors in the vicinity of a university
build on local articles to a greater degree than do more distant inventors.

If inventors in the vicinity of a university had better access to scientific knowledge at
this university than inventors further away, we would expect that more patents based
on science would be filed near universities. To see whether this is the case throughout
Germany, we use the geolocated patent data of Morrison et al. (2017) covering 1975 to
2010 in combination with locations of 39 universities that are among the top 500 in the
Academic Ranking of World Universities (“Shanghai ranking”) for 2017.22 Germany has
four universities in the top 100: the universities of Heidelberg and Goettingen, the LMU
Munich, and the TU Munich. We focus on science-based patents, patents that cite at least
one academic article, and assign to each patent the distance to its closest university. To
control for population density, we standardize the number of patents to the population in
the municipality.

Figure 3.6 presents the spatial distribution of science-based patents per capita.23 Con-
sistent with our findings that inventors close to universities benefit from local knowledge
spillovers, science-based patents are clustered around universities. This is most pronounced
in Southern Germany, around Frankfurt, Stuttgart and Munich. A potential concern is
that this strong spatial agglomeration is purely an artifact of the spatial agglomeration of
inventors in cities that happen to house a university as well (e.g., Jacobs, 1969; Glaeser
and Gottlieb, 2009; Florida, 2014). This is why we look into the share of science-based

22 The Shanghai ranking of 2017 is available here: http://www.shanghairanking.com/ARWU2017.html
(last accessed 2019-05-10). The 39 universities included in this ranking are Ruprecht-Karls-Universität Hei-
delberg, Technische Universität München, Ludwig-Maximilians-Universität München, Rheinische Friedrich-
Wilhelms-Universität Bonn, Johann Wolfgang Goethe-Universität, Frankfurt am Main, Westfälische
Wilhelms-Universität Münster, Albert-Ludwigs-Universität Freiburg im Breisgau, Christian-Albrechts-
Universität zu Kiel, Universität zu Köln, Georg-August-Universität Göttingen, Julius-Maximilians-
Universität Würzburg, Universität Hamburg, Eberhard Karls Universität Tübingen, Friedrich-Alexander-
Universität Erlangen-Nürnberg, Philipps-Universität Marburg, Johannes Gutenberg-Universität Mainz,
Universität Stuttgart, Rheinisch-Westfälische Technische Hochschule Aachen, Technische Universität
Dresden, Karlsruher Institut für Technologie, Universität Leipzig, Heinrich-Heine-Universität Düsseldorf,
Universität Duisburg-Essen, Justus-Liebig-Universität Gießen, Universität Ulm, Ruhr-Universität Bochum,
Medizinische Hochschule Hannover (MHH), Technische Universität Berlin, Martin-Luther-Universität
Halle-Wittenberg, Gottfried Wilhelm Leibniz Universität Hannover, Friedrich-Schiller-Universität Jena,
Universität Bremen, Technische Universität Carolo-Wilhelmina zu Braunschweig, Universität Bielefeld,
Universität Rostock, Universität Bayreuth, Universität Konstanz, Technische Universität Darmstadt and
Universität Regensburg.

23To complement this analysis, we show the spatial pattern for all patents in Appendix 3.B.4
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Figure 3.6: Science-based patents per capita and universities

Notes: This figure maps the number of science-based patents per 10 thousand persons in a municipality in a
Germany that were granted from 1975 to 2010. Science-based patents are patents that cite an academic article.
To assign the color, we sort municipalities according to the number of science-based patent per capita into nine
quantiles such that each quantile contains the same number of municipalities. Darker colors signify a higher number
of science-based patents per capita. The white triangles mark the university locations for the 39 universities that
are among the top 500 in the Shanghai Ranking of 2017 (there are 37 markers on the map; in two cities - Hanover
and Munich - there are two universities among the top 500). The included universities are described in Footnote 22.
Appendix 3.A describes the data construction. In Appendix 3.B.4, we show the same map for the absolute number
of patents and for the number of patents per capita.
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Figure 3.7: Science-based patenting by distance to university

(a) Share of science-based relative to all patents
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Notes: Panel (a) of this figure shows the share of science-based patents relative to all patents by distance to the
closest university in kilometers. Science-based patents are patents that cite an academic article. To construct this
graph, we first calculate the share of science-based patents by university and distance and then take averages across
universities. We round distances to the nearest kilometer. Panel (b) shows the share of science-based patents that
cite an article of the closest university relative to all science-based patents. A cited article is assigned to a university
if at least one author of the article is affiliated with the university. Distances are rounded to the nearest 5 kilometers.
In both Panels, we include the 39 German universities that are among the top 500 in the Shanghai Ranking of 2017.
The included universities are described in Footnote 22. Appendix 3.A describes the data construction.

patents in all patents according to distance to universities. Panel (a) of Figure 3.7 shows
that the share of science-based patents decreases along with distance to the university.
Within one kilometer of a university, around 11% of all patents cite at least one academic
article, while, at 50 km, the share is close to 4%. Thus, it is not only inventions per se
that are concentrated around universities, but science-based inventions in particular. The
fact that science-based patents dominate in the vicinity of universities is consistent with
the notion that access to science is an important reason for the spatial agglomeration of
science-based patents around universities over and above the agglomeration effects of cities
in general.

While these results indicate that the use of scientific knowledge is spatially agglomerated
around universities, we provide further evidence by investigating the use of locally produced
knowledge by distance. If proximity to the university mattered for knowledge transfer, we
should observe that inventors close to the university make more use of locally produced
knowledge than do inventors at a greater distance. To see whether this is the case, we
calculate for each distance to the local university the share of patents in all science-based
patents that cite at least one article published by an author from the local university.

Panel (b) of Figure 3.7 shows the results. Within one kilometer of the university, around
18% of the science-based patents cite local research, while this share falls to 5% at a 20
km distance. Thus, the use of local knowledge decreases along with distance to the local
university. This confirms that proximity to local research is important for knowledge flows
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3.4. MECHANISM: THE ROLE OF PHD INVENTORS AND THE GEOGRAPHY OF
SCIENCE-BASED INVENTIONS

from universities to the private sector.
In Appendix 3.B.4, we split the patterns shown in Panels (a) and (b) in Figure 3.7

according to the destination university; i.e., the university in our main analysis, and
all other universities. The declining pattern by distance is the same for the destination
university and all others, although the level of science-based patenting and local use of
knowledge are somewhat higher at the destination university.

3.4 Mechanism: The role of PhD inventors and the geogra-

phy of science-based inventions

The results presented in the previous section raise two questions: How do companies around
a university recognize the value of scientific information and translate it into patents, and
why do we observe greater knowledge spillovers in the vicinity of a university? To provide
answers to these questions, we explore the role PhD graduates play in knowledge transfer
to the private sector and how the use of science in patents changes along with distance from
a university. For this purpose, we use first the information on shortlists of the destination
university and show that PhD inventors react more strongly to the arrival of a new professor
than do non-PhD inventors and that they are disproportionally responsible for science-based
inventions. However, proximity to the university matters for PhD inventors as well. Using
data on the universe of PhD graduates in Germany, we show that PhD inventors close to
the university are much more likely to perform science-based invention than those further
away. These results are consistent with a stylized sender–receiver model of knowledge
transfer (e.g., Berlo, 1966): Knowledge spills over from the university to the private sector
if companies are close enough to the university to hear about new scientific findings and
employ inventors who can understand and digest the scientific knowledge.

3.4.1 The Role of PhD inventors

To investigate the role of PhD inventors in knowledge transfer, we assemble a dataset on
the universe of German PhD graduates along with their patents. German law requires that
a copy of all PhD dissertations submitted at German universities be sent to the German
National Library.24 We obtained a list of the bibliographic entries for all PhD dissertations
from 1965 to the present. The information includes the name of the author, the field of
study, the title of the dissertation, the university and the year of graduation. The data set
covers 1.2 million dissertations. Among the working-age population in Germany, around
1.2% holds a doctoral degree, comparable to the rate of 1.8% in the U.S.25

24A bibliographic database of the German National Library is available here: http://www.dnb.de/EN/
Home/home_node.html

25Data for the US from the CPS (https://www.census.gov/data/tables/2014/demo/
educational-attainment/cps-detailed-tables.html , last accessed April 18, 2019). Data for Germany
from the German Statistical Office (https://www.destatis.de/DE/Themen/Gesellschaft-Umwelt/
Bildung-Forschung-Kultur/Bildungsstand/_inhalt.html -last accessed April 18, 2019).
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3.4. MECHANISM: THE ROLE OF PHD INVENTORS AND THE GEOGRAPHY OF
SCIENCE-BASED INVENTIONS

We use these data to classify whether a patent has at least one inventor with a PhD. We
match each PhD graduate to potentially matching inventors by name, field of study, and
10-year graduation period. We consider a match correct if either the inventors used their
doctoral title on one of their patents or if they have a unique name among all graduates
in the PhD database. We find about 80 thousand PhD graduates that are also inventors.
Approximately one million patents have at least one inventor with a PhD degree in Germany.
In all of Germany, they account for 31% of all patents in Germany. 23% of all patents have
at least one inventor who mentions the inventor’s doctoral title directly on the patent.

To look into the role of PhD inventors, we re-estimate our main effect, but now we split
the patents in the range of 50 km around the university into patents with a PhD inventor,
without a PhD inventor and with a PhD inventor in the private sector. We classifiy a
patent as coming from the private sector if it is assigned to a company or an individual;
i.e., not to a university or a governmental institution. In a second step, we split PhD
inventors further into those who obtained their degree at the local university and those
who did not. The results are shown in Table 3.4. Panel A shows descriptive statistics
for the university region. In the university region, the share of PhD patents is with 50%
somewhat higher than in Germany as a whole. Panel B shows the impact of the moving
professor on patent-to-article citations, and Panel C shows the effects on article-patent
text similarity by subgroup.

We find that PhD inventors react more strongly to the arrival of a new professor than do
non-PhD inventors. Out of a total increase of 1.6 citations, 1.5 are attributable to patents
with a PhD inventor (Panel B columns 1 and 2). This is around 90% of the total increase,
while PhD inventors account for only 50% of all patents (Panel A column 2). 1.1 of the
total increase of 1.6 in patent citation or around 70% is driven by PhD inventors who work
in the private sector (column 4). We also see a larger increase in text similarity for PhD
inventors than for non-PhD inventors for the closest patent (Panel C columns 2, 3 and
4). Thus, PhD graduates are the ones who change their patenting after a new professor is
hired. These results suggest that it is inventors with a PhD degree who translate science
into patented inventions in the private sector.

One interesting question to investigate is whether it is the general training or the
specialized knowledge specific to the local department that matters for how strongly
inventors react to new information. Columns (5) and (6) of Table 3.4 show that the patents
of PhD graduates with a degree from the local university are responsible for 60% in the
increase of 1.6 patent-to article citations that are attributable to PhD graduates in general,
while they represent only around 48% of all inventors with a PhD degree. Again, the effect
is predominately driven by PhD inventors who work in the private sector (Column 7).
We also see a larger reaction in terms of patent content for local PhD graduates than for
non-local PhD graduates. This result is consistent with the idea that the technology-specific
training received at the local university helps PhDs translate local science into private
sector inventions.26

26Another possible explanation could be that inventors with a local PhD degree have better access to
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3.4.2 Geography of knowledge spillovers

The overall pattern of science-based inventions in Germany is consistent with the finding
that PhD inventors play an important role in absorbing academic research to be used in
local science-based inventions. To confirm this, we decompose the share of science-based
patents of all patents shown in Panel (a) of Figure 3.7 into two components: the share
invented by PhD inventors and the share invented by non-PhD inventors for each distance d:

#Science− based patents

#P atents d

= #Science− based patents of P hDs

#P atents d

+ #Science− based patents of Non P hDs

#P atents d

The result of this decomposition is shown in Panel (a) of Figure 3.8 and is based on data
for all 39 German universities that are among the top 500 in the Shanghai Ranking of 2017.

Within one kilometer distance of the university, PhD inventors are responsible for a
disproportionally large share of science-based patents. 8% of all patents are science-based
patents of PhD inventors, while science-based patents of non-PhD inventors make up around
3%; i.e., 73% of the science-based patents are patents with at least one PhD inventor. Thus,
PhD inventors not only react more to the arrival of a new professor, but also file more
science-based patents overall. This confirms that PhD inventors are particularly qualified
to build on science when developing patented inventions, as suggested by the findings of the
previous subsection. These patterns support the external validity of our previous findings.

However, proximity to the university also matters for PhD inventors. PhD inventors
close to the university are much more likely to perform science-based inventions than are
those further away. To see this, we decompose the share of science-based patents invented
by PhD graduates even further:

#Science− based patents of P hDs

#P atents d

= #Science− based patents of P hDs

#P hD patents d︸ ︷︷ ︸
P anel (b)

× #P hD patents

#P atents d︸ ︷︷ ︸
P anel (c)

The first term is the propensity for a PhD inventor to produce a science-based patent
rather than any other patent, and the second term is the overall share of patents invented
by PhD inventors for each distance d. Panels (b) and (c) of Figure 3.8 show the results of
this decomposition.

PhD inventors close to the university have a significantly higher propensity to produce
science-based patents instead of non-science-based patents than do PhD inventors further
away from the university. Within one kilometer of the university, the propensity for a
patent of a PhD inventor to be science-based is around 15%, while it falls to around 5% at

soft information on local research due to networking with former colleagues. Our results are consistent
with both explanations.
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3.4. MECHANISM: THE ROLE OF PHD INVENTORS AND THE GEOGRAPHY OF
SCIENCE-BASED INVENTIONS

Figure 3.8: Geographic patterns of PhDs patents

(a) Science-based patent share among all patents
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(b) Science-based patent share among PhD/non-PhD
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(c) PhD patent share among all patents by distance
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(d) Use of local knowledge by group
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Notes: Panel (a) of this figure shows the share of science-based patents with at least one PhD inventor (“PhD
patents” - hollow circle) and of science-based patents without a PhD inventor (“Non-PhD patents” - solid circle)
among all patents by distance to the closest university in kilometers. Science-based patents are patents that directly
cite an academic article. To construct this graph, we first calculate the share of science-based patents by university
and distance and then take averages across universities. We round distances to the nearest kilometer. Panel (b)
shows the share of science-based patents among patents with at least one PhD inventor (“PhD patents” - hollow
circle) and among patents with no PhD inventor (“Non-PhD patents” - solid circle). Panel (c) shows the share of
PhD patents among all patents by distance to the closest university. Panel (d) shows the share of PhD patents with
an inventor with a PhD from the destination university (“Local PhD patents” red solid circle), the share of PhD
patents without any inventor with a PhD of the destination university (“Non-local PhD patents” - green diamond)
and the share of patents without PhD inventor (“Non-PhD patents” - hollow blue circle) that cite an article of the
closest university among all science-based patents by distance to the closest university. A cited article is assigned to
a university if at least one author of the article is affiliated with the university. Distances are rounded to the nearest
5 kilometers. In all Panels, we include the 39 German universities that are among the top 500 in the Shanghai
Ranking of 2017. The included universities are described in Footnote 22. We describe the data construction in
Appendix 3.A.
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a distance of 50 km. This is a decline of around 70%. The decline is also observable for
patents of non-PhD inventors, but is less pronounced. Thus, even if inventors hold a PhD
degree, they are less likely to make use of academic research, the further away they live
from a university. This suggests that their advantage in making use of academic research
decreases with distance.

If PhD inventors indeed have a competitive advantage in translating local knowledge
into patented inventions, we should expect that they benefit disproportionally from staying
close to the university, causing the share of patents invented by PhD graduates in all
patents to decline with distance to a university. This is in fact what we observe. Panel
(c) of Figure 3.8 shows that, within a one-kilometer distance, around 60% of all patents
are from PhD inventors, while around 40% of all patents are from PhD graduates at more
than 50 km away. The decline of around 30% suggests that PhD inventors tend to cluster
around universities. While we cannot rule out the possibility that this clustering of PhD
inventors’ patents simply reflects the fact that PhD graduates prefer to stay close to their
alma mater, our results suggest that they may do this for a very good reason: to stay close
to the knowledge production they can use for science-based inventions.

3.4.3 Local knowledge

If PhD inventors are better able to develop science-based patents than non-PhD inventors
due to their specialized training, we should find that the match between the type of science
and type of PhD inventor’s training matters. If universities are specialized in different
subfields, PhDs trained by the local university should be better able to use the locally
produced academic research than PhD graduates trained elsewhere.

To see whether this is the case, we focus only on science-based patents (i.e., on patents
that cite at least one scientific article). Then we calculate which share of the patents is
invented by locally trained PhDs, by non-locally trained PhDs, and by all other inventors
who cite an article from the local university. Panel (d) of Figure 3.8 shows the result.
Within one kilometer of the university, around 20% of the science-based patents with a
locally trained PhD inventor cite local research, while this share falls to less than half
further away. Non-locally trained PhD inventors close to the university cite local research
with a 10% likelihood. This suggests that PhDs trained at the local university are better
able to understand the type of science produced at the local university. The match between
signal and receiver thus matters.

Again, however, distance matters as well. All types of inventors make less use of local
knowledge the further away they are from the local university. For locally trained PhD
inventors, this likelihood falls to around 5% at a distance of 50 km. For non-locally trained
PhD inventors and non-PhD inventors, the share of locally used knowledge decreases with
distance as well, to around 3%. This suggests that both locally trained PhD inventors
and proximity to local research are important for knowledge flows from universities to the
private sector.
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3.5. CONCLUSION

3.4.4 Interpretation

To summarize, PhD inventors around universities react more strongly to the arrival of a
new professor, they produce more science-based patents, and the propensity to produce a
science-based patent declines as distance to the university increases. These results indicate
that PhD inventors are an important factor for knowledge transfer to the private sector
around the university and suggest that their academic training gives them a comparative
advantage in making use of scientific information. Moreover, locally trained PhD inventors
have an edge over non-locally trained inventors in translating locally produced knowledge
into private-sector inventions, suggesting that the local specifics of the training matter.

Our findings highlight the role played by PhD graduates in the recognition of the value
of scientific information and its use for science-based patents. Thus, we contribute to
the literature on absorptive capacity in the private sector and on the “creative class” of
knowledge workers that can help cities become innovative (Florida, 2014). For example,
Cohen and Levinthal (1990) have emphasized that an important reason for corporations
to do R&D is to build their absorptive capacity to use scientific input in their innovation
process. Cockburn and Henderson (1998) show that pharmaceutical companies’ drug
discovery performance benefits from investments in their absorptive capacity through in-
house basic research and coauthorships of scientific papers with publicly funded researchers.
Stephan et al. (2004) emphasize that doctoral education in science and engineering and
the placement of graduates with firms are critical to the role universities play in fostering
economic development. The importance of scientists as translators of scientific insights
is also shown by Agrawal et al. (2006), who find that commercial products based on
licenses from universities are more successful if university scientists participate in them as
consultants. Our study provides evidence on the special role of graduate education in this
knowledge transfer. By hiring graduate students, private companies acquire both academic
knowledge and the absorptive capacity required to use this knowledge as input for their
innovation efforts.

3.5 Conclusion

We examine the impact of hiring a new professor on inventions in the private sector within
the vicinity of the hiring university. Using the unique features of the hiring system for
professors in Germany, we show that companies increase their science-based patenting
based on the new scientist’s research after a new professor is hired. Our results highlight the
importance of science for corporate inventions in general and underline that the knowledge
spillovers from the university to the private sector are spatially concentrated. The value
of geographic proximity manifests itself in two ways: first, by moving to the university,
the scientist increases local research and makes local companies use new science; second,
local inventors make more use of academic knowledge in general and of local academic
knowledge in particular, the closer they are to a university.
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Studying the universe of German PhD graduates, we also show that inventors with a
PhD degree - particularly graduates trained at the local university - play an important role
in translating science into patented inventions. This suggests that investing in graduate
education pays a double dividend. It creates not only the academic capacity for future
research, but also the absorptive capacity required for the private sector to use scientific
knowledge for applied inventions.

Our results provide important lessons for policymakers, companies, and universities.
Policymakers who need to decide where and how much to invest in universities, should
note that increasing the size of universities stimulates local inventions. Since faculty size is
a policy measure that can be flexibly adjusted, this offers an important lever by which to
promote the competitive advantage of local enterprises.

For companies considering where to locate their research divisions, this study shows that
it pays to have research divisions located close to academic research institutions if they
want to pursue science-based inventions. Furthermore, employing former PhD graduates
seems to help absorb this knowledge and promote valuable science-based inventions.

For universities that need to decide how to allocate their resources to high-quality
research and academic training, our results show that research and graduate education
complement each other in their impact on the private sector. Our study confirms that
Humboldt’s ideal of the unity of research and teaching remains valid.

While our study contributes insights into the question of how universities contribute
to local private-sector inventions, it also raises further questions. Importantly, we would
like to better understand the knowledge production process at the academic institution to
which the new professor moves. What is the impact of new professors on their colleagues
at the university? The literature suggests that proximity is less important for the “invisible
college” of academics. Our findings also raise the question of what mechanisms make PhD
inventors remain in contact with their alma mater. It would be interesting to examine
whether technology transfer offices play an active role in reaching out to former PhD
graduates, and what role consulting projects or research commissions might play. These are
important questions that go beyond the current study and must be left for future research.
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3.A. APPENDIX: DATA CONSTRUCTION

3.A Appendix: Data construction

For our analysis, we match administrative data on shortlists from one university in Germany
to academic articles from the Microsoft Academic Graph and patent data from PATSTAT.
In this section, we describe the three datasets along with some auxiliary data and the
construction of the variables for the analysis. In Tables 3.A.1 and 3.A.2, we list all variables
used in the main part of the paper, their source, and how they are constructed.

3.A.1 Dataset: Shortlists and accepted offers (treatment indicator)

We digitized all shortlists for one German university from 1950 to 2006. For each candidate,
the dataset contains the name, the titles, the department, the rank on the shortlist, and the
university or region from which the candidate comes from. In total, our dataset contains
1609 shortlists with 4572 scientists. For our analysis, we use only shortlists from the natural
sciences and the life sciences. We drop all lists for non-tenured positions. We also drop
all lists prior to 1975 as the article and the patent data is sparse prior to this date. After
these selection steps, we have 595 lists with 1678 candidates. We do three more selection
steps. First, we drop candidates for whom we can find fewer than five published articles in
total. Finding so few journal articles for a tenured professor at a German university is an
indication that we are unable to find the candidate in Microsoft Academic. If this criterium
results in a list without a treated candidate or without the candidate that is ranked first,
we drop the entire list. Second, we drop candidates whose first article we can find was
published after the year the list was drawn up. Third, we drop four lists with candidates
where the matching is implausible given the article list on the CVs of the candidates. These
selection steps leave us with our final dataset of 383 lists and 1062 candidates.

We collect CVs for all candidates from their homepages and the database of “Kuerschners
Deutscher Gelehrtenkalender” (Bartz and Kürschner, 2007). In total, we digitized 1689
CVs of the 4572 scientists in the original dataset. We were able to find the CVs of 534 of
the 1062 candidates of our final dataset. Most candidates we could not find were from
lists from before 1995. We geolocate all universities mentioned in CVs as well as the origin
region using the Google Maps API.

From the CVs, we can identify for 240 out of the 383 lists the candidate who received and
accepted the offer. To construct a treatment indicator for the remaining lists, we digitized
from historical course catalogs a list of professors that were active at the university in 1960,
1970, 1977, 1980, 1985, 1991, 1995, 2001, 2005, 2008 and today. If a professor is listed in
the course catalog after the year the list was drawn up, we assume that she accepted the
offer. Using the course listing we can identify 94 additional movers. For the remaining lists,
we check whether any of the short-listed candidates mentions the destination university as
affiliation on publications after the move. This gives us an additional 38 movers. For the
remaining 11 lists, we assume that the highest-ranked candidate accepted.
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3.A.2 Dataset: Article data

Similar to Google Scholar, the Microsoft Academic Graph (MAG) is a repository of academic
publications and bibliographic data. Currently, it contains 210 million publications in 48
thousand journals (Sinha et al., 2015). The Microsoft Academic Graph is free to download
and distributed under the Open Data Commons Attribution license. For our analysis, we
use the snapshot of November, 16, 2018. We select all documents with the document type
“Article,” thus dropping conference proceedings and books. We match the candidates on
the shortlists to academic articles in Microsoft Academic using the name, the field, data
on prior affiliations, and the time period. For each author, we select first all articles with
the same last name from 20 years before to 10 years after the year of the list. Then we
determine the similarity between the first name of the candidate and the first name on the
article and drop all with a similarity of zero. We accept the article as a match if it has two
matches out of three: the right affiliation, the right year given the affiliation, and the right
field. As a field, we define the highest-level fields in Microsoft Academic. In a last step, we
select the most frequent author identified by Microsoft Academic for each candidate and
check the result by hand.

From the Microsoft Academic data, we use all bibliographic information on the article,
article-to-article citations, the institutions of the candidates (partly geolocated), the topic
of the article calculated with a topic modeling algorithm, and the paper title and abstracts.

We geolocate the institution of the author of the article using the Global Research
Identifier (GridId in Table “Affiliation”) included in MAG and the data available from the
Global Research Identifier Database. If an institution has a missing identifier, we use the
Google Maps API to identify the geolocation of the institution. We use geolocated articles
to measure whether an article citation is in the region of the target university.

We also define an indicator for the quality of an article. We define an article as a high
quality article if it is published in a top 3000 journal. To determine the top 3000 journals,
we calculate a journal impact factor using the data from Microsoft Academic.

Data sources:
Microsoft Academic Graph (MAG):
https://www.microsoft.com/en-us/research/project/microsoft-academic-graph/

The entity-relationship model of the Microsoft Academic Graph: https://docs.
microsoft.com/en-us/academic-services/graph/reference-data-schema
Grid Id for the geolocation of the author’s institution:
https://www.grid.ac/

3.A.3 Dataset: Patent data

For patent data, we use the Worldwide Patent Statistical Database (PATSTAT) of the
European Patent Office of Autumn 2016. PATSTA collects for all patents worldwide
bibliographic information such as filing date, assignee, inventor, technology class, title,
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and abstract of the patent. It contains currently more than 100 million patents from 40
different countries. We combine PATSTAT with information on the geolocation of the
inventors from Morrison et al. (2017). Morrison et al. (2017) provide a geo-location for all
inventors and all assignees for EPO patents (European Patent Office), U.S. patents and
WO patents (World Intellectual Property Organization). To ease computation, we keep
patents only if they are geolocated within Europe.

For our analysis, we use EPO, U.S. and WO patents filed between 1975 and 2012
and calculate the distance of each patent to the target university and all other German
universities. We use patents only up to 2012, as coverage in the Autumn edition 2016 of
PATSTAT declines after this date. In our main analysis, we consider a patent as within
50 km of the target university if at least one of the inventors is within 50 km. We weight
patent-to-article citations and the patent counts in Section 3.4.2 with the share of coauthors
in the vicinity.

Data sources:
PATSTAT: https://www.epo.org/searching-for-patents/business/patstat.
html
Morrison et al. (2017): https://www.nature.com/articles/sdata201764

3.A.4 Dataset: Doctoral dissertations

German law requires that a copy of every PhD dissertation submitted at a German
university be sent to the National Library. From the National Library, we obtained a
list of the bibliographic entries for all PhD dissertations from 1965 to the present. The
information includes the name of the author, the field of study, the title of the dissertation,
the university, and the year of graduation. The data set covers approximately 1.2 million
dissertations of PhD graduates.

We use this data to classify whether a patent has at least one inventor with a PhD. We
match each PhD graduate to potentially matching inventors by name, field of study, and
ten-year graduation period. We consider a match as correct if either the inventor used
her doctoral title on one of her patents or if she has a unique name among all graduates
in the PhD database. We find about 80 thousand PhD graduates that are also inventors.
Approximately one million patents have at least one inventor with a PhD degree in Germany.
They account for 31% of all patents in Germany. 23% of all patents have at least one
inventor who mentions her doctoral title directly on the patent.

From this data, we construct six different groups:
1. PhD patents: Patents with at least one PhD inventor on the patent.
2. Non-PhD patents: Patents with no PhD inventor on the patent.
3. PhD patents in private sector: Patents with at least one PhD inventor on the patent

that are assigned to companies and individuals
4. Local PhD patents: PhD patents where at least one of the PhD inventors has her

degree from the destination university.
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5. Non-local PhD patents: PhD patents where none of the PhD inventors has her degree
from the destination university

6. Local PhD patents in private sector: PhD patents where at least one of the PhD
inventors has her degree from the destination university and that are assigned to
companies and individuals.
Data source:
German National Library: https://www.dnb.de/EN/Home/home_node.html

3.A.5 Outcome variables: Patent-to-article citations

The main outcome variable in our empirical analysis are the patent citations to the article
of the hired and non-hired candidates. To obtain patent-to-article citations, we use the
superset of three different data sets:

1. OpenAcademicGraph V1: The first version of the open academic graph has a link
between articles and patents. The patents are contained as document type, and the
publication number is part of the URL field. This match is based on an earlier version
of Microsoft Academic and contains patent citations from patents of all jurisdictions.
As the identifiers are different to the MAG identifier, we link articles by author, name,
year, title of the article, and journal to the new MAG identifier. The datasets are
described in Tang et al. (2008) and Sinha et al. (2015).

2. Microsoft Academic Graph: The current version of MAG also contains patents
and a subset of patents can be linked to their publication number over the Table
“PapersUrl”.

3. Marx and Fuegi (2019) provide a link between MAG and patents for U.S. patents.
We use only the patent citations with the highest confidence score (confscore¿=10).

To construct our outcome variable, we aggregate the patent-to-article citation on the
DOCDB patent family level (PATSTAT Table “TLS218 DOCDB FAM”) and weight the
number of patent-to-article citations with the share of co-inventors of a patent at a particular
location. We use all citations of patents filed between 1975 and 2012.

Data sources:
OpenAcademicGraph V1: https://aminer.org/open-academic-graph
Marx and Fuegi (2019): https://www.openicpsr.org/openicpsr/project/
108362/version/V12/view

3.A.6 Outcome variables: Article-patent text similarity

We calculate the similarity of the text of the patent to the text of the academic article
using the “term frequency-inverse document frequency” (tf-idf) method. This method
measures the similarity of two documents by comparing the words the two documents use.
Each word is assigned a value proportional to the inverse of how often this word appears
in the text corpus of all documents. Using the tf-idf value for each term, we build a word
vector for the title and abstract of the article and the title and abstract of the patent.
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Then we calculate the correlation between the two word vectors to determine the similarity.
To calculate the similarity measure, we use all patents that are filed between 1975 and
2012 within 50 km of the destination university and all articles of the candidates on the
shortlists from 1975 to 2006. The title and abstract of the patent are from PATSTAT
(Tables: “TLS203 APPLN TITLE” and “TLS203 APPLN ABST”). The title and abstract
of the article is from MAG (Table: “PaperAbstractInvertedIndex” and variable PaperTitle
in Table “Papers”). The abstract in MAG is saved as an inverted index, which we use to
reconstruct the paper abstract in clear text.

To calculate the tf-idf measure, we use the “gensim” package for Python (see: https:
//radimrehurek.com/gensim/). To save space, we retain similarities only if they are
above 0.025. Our final dataset with this restriction contains 800 million observations.
We match these observations with patent characteristics of PATSTAT. We also report
similarity results for subgroups, for which we use the similarity value of the most similar
patent within each subgroup. In particular, we calculate the most similar patent for each
type of assignee following the PSN-PATSTAT classification (Table “TLS206 Person”) and
for technology field following the ISI-OST-INPI classification of 1995 as defined in Schmoch
(2008), which groups IPC technology classes thematically.

3.A.7 Auxiliary variables: Patent value

Kogan et al. (2017) use abnormal stock market returns around the publication date of the
patent to infer the value of a patent. Therefore, the data measures the ex-ante expected
net present value of the patent for the filing company. This dataset contains patent values
for 1.8 million U.S. patents filed between 1926 and 2009. As this data is only available for
U.S. patents, we extrapolate the patent values to all patents in our data using averages of
patent values by USPC technology class and filing year.

Data source: https://iu.app.box.com/v/patents

3.A.8 Auxiliary dataset: Geospatial data and municipality characteris-

tics for Germany

All geospatial data for Germany is from the Service Centre of the Federal Government for
Geo-Information and Geodesy (DLZ) and the Central Office for Geo-Topography (“Zentrale
Stelle Geotopographie,” ZSGT) of the Laender that offers free access to shape files for
Germany. We match this data by municipality code to municipality characteristics from the
Directory of Municipalities (“Gemeindeverzeichnis”) maintained by the German Statistical
Office from 2019 and the characteristics of all universities in Germany from the German
Rectors’ Conference.

Data sources:
Geospatial data: http://www.geodatenzentrum.de/geodaten/gdz_rahmen.
gdz_div
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List of municipalities with characteristics: https://www.destatis.de/DE/
Themen/Laender-Regionen/Regionales/Gemeindeverzeichnis/
List of universities: http://www.hs-kompass2.de/kompass/xml/download/
hs_liste.txt

3.B Appendix: Additional Analyses

3.B.1 Yearly results and similarity for all articles

Figures 3.B.0a, 3.B.0b and 3.B.0c show our main results for patent-to-article citations and
article-patent text similarity using yearly data instead of two-year averages. The results
are very similar to the results in the main text. Figure 3.B.0d shows our main results using
text similarity as the outcome for all articles; i.e., also for low quality articles.

3.B.2 Stability of results

In our main analysis, we use lists from 1975 to 2006. Figure 3.B.2 shows how our results
depend on lists from different years in the data. Panel (a) reports the main difference-in-
differences coefficient for patent-to-article citations if we drop lists in five-year windows.
The results do not depend on any particular time period. The coefficient shows the largest
reaction at the end of the sample, which is consistent with the fact that there are very
few patent-to-article citations prior to 1990 in our data. In Panel (b), we show the same
analysis for text similarity. Here, lists in all five-year windows show a reaction, but the
result does not depend on any particular time period.

3.B.3 Additional results

Figure 3.B.3 provides complementary results to the analysis in our main results table,
Table 3.2. In rows (2) to (10) of Panel (a), we split the local effect into finer distance bins.
For patent-to-article citations, the overwhelming part of the effect is concentrated between
5 and 25 km. There is no effect within 5 km of the university and little effect further than
25 km away. For article-patent text similarity, we see a more or less smooth decrease in the
effect by distance. The effect is largest close to the university and vanishes at a distance
of 50 km. To localize patents, we use the latitude and longitude of the inventor location.
This location might either be the home or the office address. Therefore, these results give
only an imprecise measurement of how far spillovers might reach as inventors might either
commute towards the direction of the university or away from the university.

In rows (11) to (14) of Panel (a), we split lists into broad fields. The life sciences include
medicine, biology, and veterinary medicine. The natural sciences include chemistry, physics,
psychology, earth sciences, agricultural sciences, mathematics and computer sciences. For
patent-to-article citations, we see an effect for both life sciences and natural sciences, while
in terms of similarity the increase in natural sciences is not significantly different from
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Table 3.A.1: Data construction - I

Variable Description Table or Figure

Number of shortlists per year Average number of shortlists from Appendix 3.A.1
within five years intervals

Figure 3.2

Candidates per list Average number of candidates on the shortlists
from Appendix 3.A.1 within five years intervals

Figure 3.2

Time since first article Difference between year of list from Appendix
3.A.1 and minimum of publication years of articles
from Appendix 3.A.2

Table 3.1

Number of articles Number of articles per candidate from Appendix
3.A.2 before the year of the list

Table 3.1

Local article-to-article cita-
tions

Article-to-article citations within 50 km from Ap-
pendix 3.A.2

Table 3.1

Total article-to-article cita-
tions

Article-to-article citations within 50 km from Ap-
pendix 3.A.2

Table 3.1

Local patent-to-article cita-
tions

Patent-to-article citations from Appendix 3.A.5
within 50 km of the target university

Table 3.1, Figure
3.3 Table 3.2 (1),
Figure 3.5 row (1)

Total patent-to-article cita-
tions

Patent-to-article citations from Appendix 3.A.5
within Europe

Table 3.1

Average article-patent similar-
ity

Average text similarity from Appendix 3.A.6 of an
article and all patents in a year within 50 km of
the target university

Table 3.1

Average article-patent similar-
ity of closest patent

Average text similarity from Appendix 3.A.6 of an
article and the most similar patent in a year within
50 km of the target university

Tables 3.1, 3.3 (1),
Figure 3.4, Figure
3.5 row (2)

Cited by patent assigned to
Company/Indiv, University or
Others

Patent-to-article citations within 50 km from Ap-
pendix 3.A.5 from patents with an assignee classi-
fied as Company/Individual, University or Others
as classified by the psn type in PATSTAT. Oth-
ers are all patents that are not Company/Indiv or
University

Table 3.2 (5)-(9)

Patent value in 10 thous. dol-
lars

Patent-to-article citations within 50 km from Ap-
pendix 3.A.5 weighted with the patent values from
3.A.7

Table 3.2 (8)

Local share of overall PtA Sum of local patent-to-article citations standard-
ized by the total patent-to-article citations to ar-
ticles of the candidate. The aggregation is on the
candidate × year level

Table 3.2 (9)

High Quality / Low Quality Similarity to closest patent from Appendix 3.A.6
for the subset of articles published in the Top 3000
journals by impact factor (High Quality) or out-
side of the Top 3000 journals (Low Quality)

Table 3.3 (2) and
(3)

Science-based / Not science-
based

Similarity to closest patent from Appendix 3.A.6
for the subset of science-based and non-science-
based patents. Science-based patents are patents
that cite an academic article.

Table 3.3 (4) and
(5)

Closest patent classified
as Electrical Engineer-
ing/Instruments/Chemistry/
Process Engineer-
ing/Mechanical Engineer-
ing/Other Fields

Similarity to closest patent from 3.A.6 for the
subset of patents in the respective technological
field. The fields are aggregations of IPC technol-
ogy classes defined in Schmoch (2008)

Table 3.3 (6) to
(11)

Pseudo outcome:¿100km Patent-to-article citations more than 100 km away
from target university from Appendix 3.A.5

Figure 3.5 row (3)

Pseudo treatment: Non-mover Redefinition of the treatment variable that is de-
fined in Appendix 3.A.1: We drop the hired candi-
date and define the highest-ranked non-mover as
mover.

Figure 3.5 rows (4)
and (5)

Rejecter: 2 vs 1 Subset of shortlists from Appendix 3.A.1 where
the first-ranked candidate rejected and the second-
ranked candidate accepted. We drop all candi-
dates with a rank larger than 2.

Figure 3.5 rows (6)
and (8)

Rejecter: 3 vs 2 and 1 Subset of shortlists from Appendix 3.A.1 where
the first and second-ranked candidate rejected and
the third-ranked candidate accepted. We drop all
candidates with a rank larger than 3.

Figure 3.5 rows (7)
and (9)
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Table 3.A.2: Data construction - II

Variable Description Table or Figure

Previously close / distant Subset of shortlists from Appendix 3.A.1 where
the hired candidate was at an institution within
50 km of the target university (”previously close”)
or more than 50 km away (”previously distant”)

Figure 3.5 rows
(10) to (13)

Published before / after move Results for the subset of articles published before
/ after the year of the list.

Figure 3.5 rows
(14) to (17)

Effect at origin Patent-to-article citations within 50 km of the ori-
gin institution of each candidate

Figure 3.5 row (18)

Science-based patents per
capita

Number of patents that cite an academic article
normalized by the number of inhabitants in each
municipality from Appendix 3.A.8

Figure 3.6

Share of science-based relative
to all patents

Number of patents that cite an academic article
normalized by all patents by distance to any uni-
versity

Figure 3.7a

Share of science-based patents
citing local articles

Share of patents citing an article from the desti-
nation university among all patents that cite an
academic article.

Figure 3.7b

Share of All patents/PhD
patents/Non-PhD
patents/PhD patents in
private sector/Local PhD
patents/ Non-local PhD
patents/Local PhD patents in
private sector

Share of patents relative to all patents in the re-
spective category defined in Appendix 3.A.4

Table 3.4 Panel A

Patent-to-article citations of
All patents/PhD patents/Non-
PhD patents/PhD patents
in private sector/Local PhD
patents/ Non-local PhD
patents/Local PhD patents in
private sector

Patent-to-article citations within 50 km from Ap-
pendix 3.A.5 from the subset of patents defined in
Appendix 3.A.4

Table 3.4 Panel B

Similarity - Most sim-
ilar patent among All
patents/PhD patents/Non-
PhD patents/PhD patents
in private sector/Local PhD
patents/ Non-local PhD
patents/Local PhD patents in
private sector

Similarity to closest patent from 3.A.6 for the sub-
set of patents defined in Appendix 3.A.4.

Table 3.4 Panel C

Share of science-based patents
among all patents by type of
inventor: PhDs and others

Share of patents that cite an academic article rel-
ative to all patents for the subgroups defined in
Appendix 3.A.4

Figure 3.7a

Share of science-based patents
among PhD / non-PhD
patents for PhDs and non-
PhDs

Share of PhD / non-PhD patents that that cite
an academic article among all patents that cite an
academic article. PhD and non-PhD patents are
defined in Appendix 3.A.4

Figure 3.7b

Share of PhD patents among
all patents

Share of PhD patents among all patents. PhD
patents are defined in Appendix 3.A.4

Figure 3.7c

Share of patents citing a lo-
cal article among all science-
based patents from Local PhDs
/ Non-local PhD / Other non-
PhD

Share of patents citing an article from the destina-
tion university among all patents that cite an aca-
demic article for the different subgroups defined in
Appendix 3.A.4

Figure 3.7b
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Figure 3.B.1: Yearly outcomes and weighted means

(a) Patent-to-article citations: Yearly averages

0

1

2

3

4

5

# 
of

 lo
ca

l p
at

en
t-

to
-a

rt
ic

le
 c

it
at

io
ns

 x
 10

00

-8 -6 -4 -2 0 2 4 6 8 10
Years relative to move

Hired
Not hired

(b) Patent-to-article citations: Yearly time-varying
treatment effects
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(c) Article-patent text similarity: Yearly time-
varying treatment effects
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(d) Article-patent text similarity: All articles
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Notes: Panel (a) shows the average number of local patent citations to articles of the hired professor and to
articles of the non-moving scientists on the same list. Local patent-to-article citations are the number of citations
of patents to the articles of the candidate where at least one of the inventors has an address within 50 km. If there
are several inventors on the patent, then we weight each citation with the share of inventors within 50 km. We
exclude self-citations; i.e., citations where one author of the article is also the inventor. The horizontal axis shows
the years relative to the move in t = 0. Panel (b) shows the non-parametric average treatment effects on the treated
for the moving candidate using patent-to-article citations as outcome. To estimate the average treatment effect
on the treated τ̂t, we use the following estimator: τ̂t = 1

N

∑
i
(#PtA Citationsi,l,t − #PtA Citationsl,t) where

#PtA Citationi,t is the number of patent-to-article citations to article i of the moving scientists on list l in year t
and t+ 1. #PtA Citationsl,t is the average number of patent-to-article citations of the runners-up on list l in year
t and t + 1. The 90% confidence intervals are based on bootstrapped standard errors clustered on the level of the
shortlist. Panel (c) shows the same graph as Panel (b) but now with article-patent similarity as the outcome and
for the subset of high quality articles. In Panel (d), we show the similarity results for all articles, thus also including
low quality articles.
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Figure 3.B.2: Stability of main results

(a) Patent-to-Article citations
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(b) Article-patent text similarity

0

1

2

3

4

M
ov

e 
x 

Po
st

 c
oe

ffi
ci

en
t

All <80 80-84 85-89 90-94 95-99 00-04 05-06
Dropping shortlists in the years

Notes: This figure shows how the main coefficient of interest changes (Move × Post, β1 in Table 3.2) if we exclude
shortlists in five-year windows. Panel (a) shows the results for patent-to-article citations as outcome, Panel (b)
shows the results for article-patent similarity as outcome variable. The 90% confidence bands are based on standard
errors clustered on the shortlist level.

zero. In unreported results, we split the similarity analysis for natural sciences further for
different technologies and find a significant increase in similarity in Chemistry, but little
effects in other technologies.

In rows (2) to (4) of Panel (b), we split the patents by assignee as in columns (5) to (7)
of Table 3.2, but now using similarity as the outcome variable instead of patent-to-article
citations. The pattern is similar to the strongest response among companies and individuals
and a smaller response for university assigned patents.

In rows (5) to (11) of Panel (b), we repeat the analysis of columns (6) to (11) of Table
3.3, using patent-to-article citations instead of similarity as outcomes. With similarity as
the outcome variable, we found effects in Chemistry and Instruments. Here the effects
are only measurable in Chemistry.27 As more than 80% of all patent-to-article citations
are from patents in the chemistry field, this result underscores the importance of using an
alternative measure of knowledge flows that is less sparse.

One potential concern about our analysis might be that our estimates based on text
similarity do not convey any new information over and above the estimations based on
patent-to-article citations and are therefore redundant. To show that this is not the case,
we split our sample of treated articles into articles with and without any patent-to-article
citations. Results are shown in rows (13) and (14). We find a positive increase in patent
similarity for articles without patent-to-article citations, albeit smaller than for articles
with direct citations. This confirms that by looking into effects on article-patent text

27There is statistically significant effect in Process Engineering but the size of the coefficient is not
economically meaningful.
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similarity, we measure effects not captured by the citation analysis.
Finally, we extend our similarity analysis to patents other than the most similar patent.

In row (15), we use the five closest patents, and in row (16), we use the ten closest patents.
In row (17), we use the average over all patents. In all cases, the coefficients are positive,
but the average effects are smaller for patents that are less similar.

Figure 3.B.3: Additional results

(a) Distance and fields
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(b) Assignee and technogical fields
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Notes: This figure shows the results from a difference-in-differences estimation with ten years before the movement
as pre-period and ten years after the movement as post-period. The unit of observation is an article in a year.
The estimation equation in row (1) of Panel (a) is: #PtA Citationsi,k,l,t = β0 ·Movek,l + β1 ·Movek,l · Postt,l +
Controlsk,l,t + εi,t where Movek,l is an indicator variable equal to one if the author k on shortlist l is appointed
as a professor at the university and moves, and zero otherwise. Postt,l is an indicator for the years after the move.
The dependent variable #PtA Citationi,k,l,t is the number of patent-to-article citations (excluding self-citations)
to article i of author k on shortlist l in year t; i.e., for t > 0. The figure shows the mean coefficient, β1, along
with 90% confidence intervals based on standard errors clustered on the shortlist level. If the mean coefficient is
highlighted in red, the coefficient is significantly different from zero at the 10% level. In rows (2) to (5), we use
patent-to-article citations of patents within different distance bands as outcome. If a patent has several inventors,
we weight the citations by the share of inventors in the distance band. In rows (6) to (10), we use the most similar
patent to an article within different distance bands as outcome. In rows (11) to (14), we split the shortlists by the
field of the faculty into Life Science and Natural Sciences. Life sciences include medicine, veterinary medicine, and
biology. Natural sciences include among others physics, chemistry, computer science, and mathematics. In row (1)
of Panel (b), we use the similarity of the most similar patent within 50 km of the destination university in a year
as outcome. In rows (2) to (4), we use the similarity of the most similar patent within the set of patents assigned
to companies and individuals (row 2), universities (row 3) and all others (row 4) in a year as outcome. In row (5),
we repeat our baseline result using patent-to-article citations as outcome. In rows (6) to (11), we use the number
of patent-to-article citations of patents in different technological fields as outcome. To define technological fields,
we follow the WIPO classification as defined in Schmoch (2008), which groups IPC technology classes thematically.
In row (12), we repeat our baseline estimation using the similarity of the closest patent as outcome. In row (13),
we use the similarity of the most similar patent within the set of patents that have at least one patent-to-article
citation as outcome. In row (14), we use the similarity of the most similar patent within the set of patents that
have no patent-to-article citation as outcome. In row (15), we use the average similarity of the five most similar
patents in a year as outcome. In row (16), we use the average similarity of the ten most similar patents in a year
as outcome. In row (17), we use the average similarity of all patents in a year that have a similarity larger than
0.025 as outcome. When we use patent-to-article citations (text similarity) as outcome variable, we multiply the
coefficients by 1000 (100) for better readability. We describe the data construction in Appendix 3.A.
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3.B.4 External validity

Alternative dataset

To the best of our knowledge, there are no publicly available hiring lists available in
Germany. In this section, we reconstruct partial hiring lists from published data. The
magazine “Forschung & Lehre,” the print magazine of the association of German professors,
has a section listing appointments of professorships in Germany. In rare cases, it also lists if
a professor rejected an offer. If a professor rejected an offer and the same university reports
the appointment of a professor within the following year, it seems sensible to assume that
the newly appointed professor was the second on the list. Using this data, we can construct
37 shortlists from 23 universities with 74 scientists where the first one rejected and where
at least one of the candidates has a patent-to-article citation. The data is self-reported
and is for the years 1996 to 2012.

Using these listings, we replicate our main results for patent-to-article citations for
a wider range of universities in Germany. Figure 3.B.3a shows the average number of
patent citations per article for the moving scientist (solid red line) relative to the non-hired
candidates (dashed blue line) every two years for the years before and after the move.
Figure 3.B.3b shows the non-parametric treatment effects.

There is no difference in citations between treatment and control group prior to the
appointment, showing parallel trends in the outcome. Four years after the move, the local
patent-to-article citations of the moving scientists increase for the moving but not the
non-moving scientists. The increase in citations is borderline significantly different from
zero at the 10% level in year 6 after the move (Figure 3.B.3b) These results suggest that
our findings might not be special to the one university in our main analysis.

Spatial clustering of patents and patents per capita

In the main body of the paper, we show the spatial clustering of science-based patents.
Figure 3.B.5 complements this analysis by showing the spatial distribution of patents in
Panel (a) and patents per capita in Panel (b). The absolute number of patents and of
patents per capita are both higher close to universities and decrease with distance.

Pattern for destination university and all other universities

In Panel (a) of Figure 3.B.6, we show the share of science-based patents among all patents
around the destination university of our main analysis and compare it to the share around
all other universities. In Panel (b), we show how the use of local knowledge differs in
the neighborhood of the destination university from the use in the neighborhoods of all
others. The patterns for the destination university are qualitatively similar to those of all
other universities, although the level of local knowledge use is higher in the vicinity of the
destination university.
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Figure 3.B.4: Impact of move on patent-to-article citations – alternative dataset
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(b) Time-varying treatment effects
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Notes: This figure shows the results from an alternative dataset constructed from the publicly available listings
of offers and declined offers in “Forschung und Lehre,” the print magazine of the association of German professors.
Panel (a) shows the average number of local patent citations to articles of the hired professor and to articles of the
non-moving scientists on the same list. Panel (b) shows the non-parametric average treatment effects on the treated
for the moving candidate for patent-to-article citations, along with 90 percent confidence intervals. For details on
the estimation, please refer to the notes of Figure 3.3.
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Figure 3.B.5: Patents and patents per capita by distance to universities

(a) Absolute values
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Notes: Panel (a) shows the number of patents in a municipality in Germany that were granted between 1975 and
2010. The left-hand side of Panel (a) shows the spatial distribution of patents on a map of Germany. To assign
the color to the map we sort municipalities according to the number of patents into nine quantiles such that each
quantile contains the same number of municipalities. Darker colors signify a higher number of patents. The orange
dots mark the university locations for the 39 universities that are among the top 500 in the Shanghai Ranking of
2017. The universities included are described in Footnote 22. The right-hand side of Panel (a) shows the number
of patents by distance to the closest university in kilometers. We round distances to the nearest kilometer. Panel
(b) shows the same statistics as Panel (a) with the number of patents per capita in a municipality in Germany that
were granted between 1975 and 2010 as variable of interest. We describe the data construction in Appendix 3.A.
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Figure 3.B.6: Science-based patenting by distance to universities

(a) Share of science-based relative to all patents
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Notes: Panel (a) shows the share of science-based patents relative to all patents by distance to the closest university
in kilometers separately for the vicinity of the destination university and the vicinity of all other universities. Science-
based patents are patents that directly cite an academic article. Panel (b) shows the share of science-based patents
that cite an article of the closest university relative to all science-based patents separately for the destination
university and all other universities. A cited article is assigned to a university if at least one author of the article
is affiliated with the university. Distances are rounded to the nearest 5 kilometers. In both Panels, we include the
39 German universities that are among the top 500 in the Shanghai Ranking of 2017. The included universities are
described in Footnote 22. We describe the data construction in Appendix 3.A.
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Fiscal Stimulus and Intratemporal

Consumption Spending:

Evidence from a 5 Billion Euro

Experiment

Joint with Gregor Pfeifer and Davud Rostam-Afschar

4.1 Introduction

Fiscal stimuli during the 2009 recession aimed to get various countries’ economy back on
track using so-called Cash-for-Clunkers programs. Germany afforded the world’s largest
scrappage scheme with a budget of e 5 billion. Did this stimulus work with respect to
consumption spending? An answer to this question is of primary importance for policy
makers, since scrappage programs are one the most popular instruments for fiscal stimulus
interventions: They have been widely used in the 1990’s, the 2000’s, and we can expect to
see them again somewhere in the future1. However, the effectiveness of Cash-for-Clunkers
programs regarding private household spending still remains an open question.

This paper exploits the large, unanticipated scrappage program in Germany (Kaul
et al., 2016) as a natural experiment to measure three key effects on consumption choice.
First, we estimate whether the policy has met its immediate target and affected car
purchases. We show how the policy increased both the probability to buy a new car
and car expenditures. Second, we provide evidence on the degree substitutability or

1For example, in August 2019 two leading members of one of the governing parties in Germany proposed
a scrappage scheme for old oil heating systems (Kramp-Karrenbauer and Jung, 2019).

105



4.1. INTRODUCTION

complementarity between goods (Fuchs-Schündeln and Hassan, 2016). This is essential
since intratemporal substitution could entirely dissipate the stimulus as often argued
by critiques of such programs. For instance, the association of retailers in Germany
claimed that the scrappage program distorts consumption expenditures. However, since
the literature has mainly focused on intertemporal effects, evidence on intratemporal
consumption expenditures is scarce. Our unique dataset allows us to address this question
for the first time. Third, we measure effects on total consumption to see whether government
spending is effective in general.

Our setting comes close to laboratory fiscal stimulus experiments like Meissner and
Rostam-Afschar (2017), because the reform clearly separated the treatment group, who
received a one-time subsidy of e 2,500, and the control group, who did not receive this
subsidy. The rebate therefore constitutes a temporary price cut that could potentially
come along with intratemporal income and substantial substitution effects. Moreover,
announcement and implementation basically coincided and the size of the subsidy was
unknown prior to announcement. This rules out anticipation effects. Importantly, the
eligibility criteria such as the age of the clunker or the time-span a person had to be the
owner of this old vehicle were also unknown ex-ante. Hence, we exploit an exogenous shock
to private households’ budget constraint which occurred unforeseeable. Here, we take a
purely experimental approach to provide evidence that can be used in more structural
research. More precisely, our strategy is to compare consumption expenditures of those
who bought a car with the subsidy to those who bought a car without the subsidy and
contrast these to spending of those who did not buy a car in 2009.

Information regarding car purchases, including taking part in the Cash-for-Clunkers
program, was recorded in the 2009/2010 wave of the German Socio-Economic Panel (SOEP),
a representative household survey. At the same time – and this was the first and, so far,
only time whatsoever – the SOEP also surveyed detailed information on consumption
spending. We document the various features of this unique setting to encourage future
research aimed at identifying demand elasticities and welfare effects of the reform.

Empirically, we apply two separate approaches. First, we use the general panel structure
of the SOEP to estimate household specific car purchasing probability for years prior to
the policy of 2009. We then use this model to predict the car purchasing probability for
the years 2009 and later. Comparing predicted and empirically observed probabilities
gives an estimate of the program’s impact on car purchasing probability. Second, we
use the household consumption statements for the year 2009 to estimate the program
effect on households’ consumption response. We use the eligibility criteria to identify the
conterfactual control group of car buyers not using the government subsidy.

A potential threat to our estimation strategy might be that selection into one of these
groups could be non-random. Therefore, we use propensity score matching and entropy
balancing, including additional instruments for specific policy-eligibility criteria, to generate
precise sub-samples of treatment and control group. As a consequence, such groups do not
comprise statistically significant differences in a host of observable characteristics and have
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similar spending patterns in absence of the treatment. Eventually, in contrast to other
studies merely using limited sets of control variables, we are able to take advantage of the
rich set of information that the SOEP collected, including measures of key determinants of
consumption behavior such as subjective risk aversion and patience.

We obtain four main findings. First, the Cash-for-Clunkers subsidy increased the
instantaneous probability to buy a car in exchange for an old car by about 5 percentage
points over an average probability of 12%. While the elevated propensity to buy a car
returned to the average after the program ran out, we cannot find evidence for reduced
car purchases up to three years after the reform. We elaborate on this feature, which
is different from what studies on the U.S. program report (e.g., Mian and Sufi (2012)).
Second, total car expenditures increased by 40%, and (third) leads to complementary
purchases of non-durable goods and services (increases of 7% and 17%, respectively).

Fourth, overall total consumption raised by 16%. This response is lower for households
with higher risk aversion and lack of monthly savings. The effects of fiscal spending
have been documented in many studies using natural experiments, though such evidence
remains inconclusive. Some studies cannot find a consumption response, while others
state that liquidity constrained consumers do respond to fiscal stimulus programs by
increasing consumption (see Fuchs-Schündeln and Hassan, 2016, and the references
therein). Moreover, the 16% increase of total consumption corresponds to an absolute
increase of e 1745, or 70% of the e 2,500 subsidy. This estimate is quite high compared
with previous findings based on survey data on observed consumption and income changes,
since the subsidy was earmarked for car expenditures.2 Consumers were not required
to spend the subsidy, they could have saved the entire e 2,500. The permanent income
hypothesis predicts that a consumption adjustment after a one-time income shock should
be small (e.g., Fuchs-Schündeln and Hassan, 2016). This is, however, not the case for the
German Cash-for-Clunkers program as our results show. Therefore, our estimations reject
this hypothesis. Our finding is in contrast to most studies of large programs – presented
in the survey of Fuchs-Schündeln and Hassan (2016) – which tend to fail to reject the
permanent income hypothesis. One explanation may be that consumers perceive such an
earmarked subsidy not as income shock, but rather as a price shock on new cars.

Our study is closest to the studies investigating Cash-for-Clunkers schemes. Even though
this kind of stimulus has been implemented 22 times throughout the world in the period
from 2008 to 2011 with a total volume of more than e 15 billion, there is only few research
showing the program’s effectiveness. For the U.S. Mian and Sufi (2012) document that the
2009 Cash-for-Clunkers program merely shifted purchases of new cars by a few months
(see also Green et al., 2016). These studies, however, is almost completely silent regarding

2Parker et al. (2013) find that households even spent between 50 and 90% of the 2008 U.S. Economic
Stimulus Payment in the quarter following receipt, a very large effect that decreases somewhat according to
Misra and Surico (2014) once heterogeneity introduced by “new vehicle” purchases is accounted for. Using
survey questions on intended use of the extra income, Jappelli and Pistaferri (2014) find 48%, Sahm et al.
(2010) about 1/3.
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impacts on consumption spending.3

With respect to our empirical strategy, this study is closely related to Agarwal and Qian
(2014), who use propensity score methods as well. Their investigation is concerned with
an income increase due to the 2011 Singaporean Growth Dividends, which amounted to
around $ 500 per individual. It resulted in higher consumption for almost one year and,
thus, does not provide evidence against the permanent income hypothesis.

More broadly, our study relates to the experimental literature on effects of various fiscal
stimulus programs on consumption. Recent evidence from laboratory experiments suggest
that 21% of an unexpected, temporary income shock is consumed even if consumers know
that such extra income is financed by near future tax increases (Meissner and Rostam-
Afschar, 2017). In our setting, households who use the subsidy are only a fraction of all
taxpayers, though. Since even those who did not receive the subsidy will have to pay for it,
the effects may explain part of the higher spending.

The remainder unfolds as follows. In Section 4.2.1, we provide an overview of the
Cash-for-Clunkers program. Section 4.2.2 gives details on the data. In Section 4.3, we
present the empirical strategy, and in Section 4.4 we outline and discuss corresponding
results. Section 4.5 concludes.

4.2 The e 5 Billion Natural Experiment

4.2.1 Institutional Details

During the period 2008–2010, Cash-for-Clunkers programs were introduced in 22 different
countries all over the world. Table 4.A.1 in the appendix provides an overview. Altogether,
e 15.3 billion were spent on vehicle retirement schemes, which is about the 2009 GDP of
Estonia or Cyprus. The European Union contributed e 8.83 billion or 58% of this sum.
The e 5 billion spent by Germany totaled 33% of the worldwide budget and 57% of what
was spent by all European countries together. This makes Germany the country with the
biggest overall budget, followed by Japan that, with e 2,9 billion, invested slightly more
than half of this sum. The U.S. spent e 2 billion. Also in terms of budget per capita,
Germany invested by far the most: e 61, almost three times as much as Japan, Italy, and
Luxembourg, who all spent a little more than e 20 per inhabitant. The U.S. ranks twelfth
with e 6.5 per capita. With almost 2 million cars subsidized by a flat rebate amount of
e 2,500,4 Germany also leads the worldwide ranking in that dimension. Japan ranks second
with 1.8 million cars subsidized. The U.S. subsidized about 680, 000 automobiles.

The idea for a scrappage program in Germany was introduced by then vice-chancellor
Steinmeier in an interview on December 27, 2008. Only two weeks later, the government

3An intermediate case is Hoekstra et al. (2017), who confirm Mian and Sufi (2012) using an alternative
identification strategy and additionally estimate that the U.S. program reduced total new vehicle spending
by $ 5 billion.

4There were slightly less than 2 million purchases subsidized in Germany, because the agency had to
finance administrative costs out of the total budget.
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Figure 4.1: Google Searches for Cash for Clunkers Policy in Germany
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Notes: Data from https://trends.google.de/. Vertical solid line on January 14, 2009, the day the Cash-for-
Clunkers act came into effect. “Umweltprämie”: official term of the policy; “Abwrackprämie”: colloquial term of
the policy; “Verschrottungsprämie”: term used in earlier, non-specific discussions about Cash-for-Clunkers policies.

passed an economic stimulus package including a scrappage scheme. The program officially
started on January 14, 2009, and first key points were published on January 16, 2009 by
the responsible agency BAFA5. This means that it was impossible for consumers to react to
the policy prior to 2009. As a proxy for the public interest in and knowledge of this policy,
Figure 4.1 plots the search interest for different denotations of the policy from July 2008 to
June 2009: “Umweltprämie” (direct translation: “environmental premium”) was the official
name of the policy, while “Abwrackprämie” (“scrapping premium”) was the colloquial term
by which it was referred to by most consumers and the media. “Verschrottungsprämie” is
a semantic alternative, which was much less used though. While the interest for the policy
increased slightly before the law came into effect on January 14, 2009, there are no search
hits, i.e. data points above 0, in 2008. Therefore, the Cash-for-Clunkers policy in Germany
represents an exogenous and unexpected shock in the sense that decision to participate
in the program and participating by buying a new car and receiving the transfer had to
happen in 2009. Consumers could not anticipate this temporary price cut and adjust their
consumption behavior already in 2008. What is more, Figure 4.1 nicely corroborates with
Table 4.A.2, showing the timeline of the German program: the second spike in search
results clearly coincides with the budget increase and the change in applications (paper to
online based) from the end of March/start of April on.

Generally, the subsidy of e 2,500 could be requested by private individuals who scrapped

5Bundesamt für Wirtschaft und Ausfuhrkontrolle (Federal Office of Economics and Export Control).
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Figure 4.2: Monthly New Car Registrations in Germany 2002-2012
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Notes: Solid line: All monthly new car registrations in Germany. Dotted line: New car registrations to commercial
car holders. Long-dashed line: New car registrations to private (non-commercial) car holders. Vertical dashed
lines mark the beginning and the end of year 2009. Data Source: German Federal Motor Transport Authority
(Kraftahrt-Bundesamt), data on registrations of new cars in Germany.

an old car which had to be at least nine years old and which had been licensed to the
applicant for at least 12 months prior to the application. The new car had to be a passenger
car fulfilling at least the emission standard Euro 46 and be licensed to the applicant.
Applications were possible until the end of 2009 or the depletion of the budget. The
rebate amount was transferred only after the purchase, while applicants could be sure
to receive the subsidy if the requirements were met and provided that the budget was
not yet exhausted. While the money was granted to car buyers, car dealers in general
organized the scrappage and dealt with the federal agency. The program turned out to be
very popular and the original budget (e 1.5 billion) risked to be already used up in April.
The government quickly raised the budget to e 5 billion, just a few days after switching
from a paper-based to an online application scheme. By September 2, 2009, the budget
was depleted, having subsidized the purchase of 2 million new cars. By the end of 2009,
the bulk of subsidies had been paid out by the agency, i.e., the overall program time-span
actually is January until December 2009.7

For the German Cash-for-Clunkers policy, we do not find any evidence for a substantial
reversal of the policy effect in our household data. That is, the increase in car purchasing

6European emission standards define the acceptable limits for exhaust emissions of new vehicles sold
in EU member states. Actually, for the German case, this prerequisite was redundant since all new cars
bought in 2009 were Euro 4 equipped anyway.

7Table 4.A.2 in the appendix provides a subsumption of the most important dates and events over the
entire program period.
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probability is not followed by a short-term reduction after the policy ended. This is in
line with Klößner and Pfeifer (2018), who use car registration data and report that less
than 30% might have been pulled forward. This suggests that things were quite different
than for the U.S. scrappage program “CARS”, of which we know that it did not lead to
long-lasting impacts on new vehicle sales. For instance, Mian and Sufi (2012) or Li et al.
(2013) show that the U.S. scheme increased the number of vehicles purchased during its
two months period, but that this effect was completely reversed over the following ten
months. This means that 100% of the program-induced purchases were pulled forward
from future periods. This is not the case for the Germany program.

This phenomenon can also be seen descriptively. Figure 4.2 plots the development of
new car registrations in Germany for the period 2002–2012. The vertical dashed lines
mark the beginning and the end of the year 2009. The solid line gives the count of all
new car registrations, the dotted line the registrations to commercial car holders, and the
long-dashed line the number of registrations to private car holders. Overall, registrations
of new cars were fairly stable over the years 2002 to 2008, with about 270, 000 a month and
pronounced but very consistent seasonalities. In 2009, there appeared a dramatic increase
of up to more than 400, 000 monthly new car registrations – and the number dropped back
to its normal level in 2010. The distinction between commercial and private car holders
reveals that registrations to commercial car holders went down slightly in 2009 (dotted
line), while those to private car holders surged and then went back to the same level as
in 2008. Overall, there is no evidence for pronounced pull-forward effects in 2009 since
registrations quickly reverted after 2010. Also, there is evidence for a lasting positive effect
due to the large size of the program relative to the market size. Table 4.A.3 in the appendix
gives annual values. In 2008, there were 1.24 million new cars registered to private holders
(and 1.84 million to commercial car holders). In 2009, registrations to private car holders
almost doubled to 2.38 million and went down to 1.42 million for commercial car holders.
In 2010, registrations to commercial car holders were still slightly lower than before (most
likely because the crisis was not yet over), but private new car registrations went back to
their 2008-level with 1.24 million.

4.2.2 Data

To see whether the extensive increase in car registrations is reflected in consumption
expenditures, we use SOEP version v31, which is a representative survey of households
in Germany interviewed annually (Wagner et al., 2007).8 Our overall sample consists
of 11, 554 households covering 20, 131 individuals, and is taken from the 2010 wave of
the SOEP. This wave, and only this wave, provides the opportunity to analyze extensive

8While the quality of survey data on expenditures is often unclear, this is not an issue with the SOEP.
Noll and Weick (2015) and Marcus et al. (2013) compare the SOEP consumption data to the “Income- and
Consumption Survey” (“Einkommens- und Verbrauchsstichprobe”, EVS) and find close similarities between
these two different data sources. The EVS is collected on a five year interval and households are asked
to use a book of household accounts to report expenditures. Therefore, the EVS containes very detailed
consumption information.

111



4.2. THE e 5 BILLION NATURAL EXPERIMENT

information on consumption expenditures for the previous year (2009). The survey covers
all major components of a typical household consumption basket. The unique feature is
that this wave also contains information on whether a car was bought in 2009 and – given
that the household did purchase a car in that year – whether this purchase was subsidized
by the scrappage premium. We aggregate the data to the household level since income and
expenses for goods are reported by households, not by individuals. An important advantage
of the SOEP is that it provides a host of additional household and individual characteristics
like household post-government income, measures for risk and time preferences, family
status, or occupational information. When using data on the individual level, we use the
information of the economic household head, defined as the person who earned the highest
individual income within a household.

Table 4.1 provides an overview of selected facts from our data. The top panel of the
table shows that 2/3 of households owned a car in 2008. One year later, in 2009, 11.3%
bought a car (new or used), a third of which used the Cash for Clunkers scheme. This
corresponds to 4% of all households in the SOEP. A comparison with the official share of
households who applied for the subsidy as reported by BAFA and the German Federal
Motor Transport Authority, 4.3%, shows the remarkable quality and representativeness of
the SOEP. 6.9% bought a car in 2007 just prior to the reform, which we expect to reduce
demand (and eligibility) for yet another car and, thus, the propensity to participate in the
program.

Panel B of Table 4.1 shows that those who bought a car in 2009 spent on average about
e 12,000 on it, the price of a new subcompact or city car. Car expenditures are perhaps
the most important consumption item. Total consumption of all households amounts to
around e 11,000 on average itself. This is about 7 times the average expenditures (e 1.600)
for durable goods other than cars, and more than the average expenditures for non-durable
goods (e 5,400) and services (e 3,600) together. We classified goods according to the goods
classification of the “Personal Consumption Expenditures” of the U.S. Department of
Commerce. Table 4.A.4 in the Appendix shows how we grouped individual goods categories
surveyed by the SOEP into non-durable consumption goods (NDCG), durable consumption
goods (DCG), and services (SER). Since our focus is on the effects of a policy earmarked
for car purchases, we separately group expenses for cars and therefore follow the usual
convention to classify DCG without them. The standard deviation of car purchases is much
larger than for other consumption categories, since a new compact car (next larger car class)
is priced at about 20,000 Euro. However, we show in the next subsection that the enormous
variety of car types and prices result in very smoothly distributed car expenditures.

Panel C of Table 4.1 summarizes information on disposable household income in 2008.
On average, this amounts to an annual net earned income flow of around e 30,000. In
comparison, the stock of net equivalence wealth, which is available in 2007, is strongly
skewed as apparent by the median of about e 50,000 and its substantially larger average
(e 160,000). One reason for the pronounced skewness of net wealth is that almost 40%
of our sample indicate not to save at all on a monthly basis. Even though the question
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Table 4.1: Summary Statistics

Survey # House-
Unit year holds Mean Median SD Min Max

Panel A: Car Variables

Use of Cash-for-Clunkers (CfC) D[0/1] 2010 11,554 0.040 0 0.20 0 1
Car purch. ’09 D[0/1] 2010 11,554 0.113 0 0.32 0 1
HH has car in ’08 D[0/1] 2008 11,554 0.675 1 0.47 0 1
Car purch. last 12 months D[0/1] 2008 11,554 0.069 0 0.25 0 1

Panel B: Main Consumption Categories

Total e 2010 11,554 11114.339 8400 10574.70 170 215600
Non-durables (NDCG) e 2010 11,554 5437.469 4800 3679.73 0 110400
Services (SER) e 2010 11,554 3648.025 2400 5590.06 0 193400
Durables w/o Cars (DCG) e 2010 11,554 630.553 0 2290.54 0 120000
Durables w/o Cars > 0 (DCG) e 2010 5,516 1578.408 800 3411.47 1 120000
Cars (CAR) e 2010 11,554 1398.293 0 5083.55 0 100000
Cars > 0 (CAR) e 2010 1,487 12351.382 11000 9645.11 1 100000

Panel C: Monetary Control Variables

HH income ’08 (×103) e 2008 7,613 30.363 25.14 24.76 0 789.3
HH income ’09 (×103) e 2009 7,735 30.549 25.14 25.09 0 775.3
No savings ’08 D[0/1] 2008 7,610 0.394 0 0.49 0 1
Net wealth ’07 (×105) e 2007 7,444 1.639 0.51 4.50 -14.5 227.4

Panel D: Household Characteristics

Patience low D[0/1] 2008 7,806 0.219 0 0.41 0 1
Patience medium D[0/1] 2008 7,806 0.281 0 0.45 0 1
Patience high D[0/1] 2008 7,806 0.500 0 0.50 0 1
Risk willingness low D[0/1] 2009 7,853 0.325 0 0.47 0 1
Risk willingness medium D[0/1] 2009 7,853 0.278 0 0.45 0 1
Risk willingness high D[0/1] 2009 7,853 0.397 0 0.49 0 1
Age HH-Head years 2010 11,554 53.413 53 17.28 17 99
HH # persons count 2010 11,554 1.569 1 0.71 1 7
Couple, no children D[0/1] 2010 11,554 0.294 0 0.46 0 1
Couple, with children D[0/1] 2010 11,554 0.226 0 0.42 0 1
Single, no children D[0/1] 2010 11,554 0.407 0 0.49 0 1
Single, with children D[0/1] 2010 11,554 0.063 0 0.24 0 1

Notes: This table shows summary statistics of our dataset. Panel A: Variables measuring car purchase behavior
and car endowment on the household level. Panel B: Aggregate household expenditure variables. Panel C: Monetary
household information. “No savings ’08”: 1 if household usually had no positive amount left for savings at end of
month in 2008, 0 otherwise. Panel D: Additional household characteristics. All statistics calculated using SOEP
sampling weights.
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underlying this information did not ask directly for liquidity constraints, households whose
income is too low or whose consumption is too high to accumulate wealth are likely to
also be credit constrained. Therefore, one can expect that both the probability to buy
a car and the propensity to participate in the Cash-for-Clunkers program are lower for
this group and that their car expenditures are lower if they could afford to participate.
Conversely, the program was generally more targeted at lower-income households for two
reasons. First, the old cars needed for program participation might be more prevalent
among households from a lower part of the income distribution. Also the probability of the
remaining value of an old car being below e 2,500 might be higher for those households.
Second, the subsidy was a fixed amount that did not scale with the purchase price of the
new car. That is, the implicit price reduction is larger for lower-priced cars.

Finally, Panel D of Table 4.1 presents household characteristics. A strong advantage of the
SOEP is that it provides experimentally validated measures for risk-aversion and patience.
Both kinds of tastes were asked on a 11-point Likert scale. We grouped observations
according to terciles of the frequency distribution over the respective scale to obtain
indicators for low, medium, and high patience as well as risk aversion. Eventually, the age
of household heads was 48 years in 2010. We define four household types across which the
number of persons per household ranges from one to seven with an average of two: couples
with (23%) and without children (29%), and singles with (6%) and without children (41%).

4.2.3 Treatment and Control Group

The scrappage program generated two distinct groups of car buyers in 2009: those who
participated in the Cash-for-Clunkers program (treated group) and those who bought a car
but did not take part in the program (control group). As argued above, it was virtually
impossible to react to the policy in anticipation because the program was announced only
one month before its start. In this regard, the intervention can be seen as an exogenous
shock to households. Moreover, only those who owned a clunker for a least 12 months prior
to the application were eligible. It is hard to think of a reason why those who owned a
clunker for 11 months and others who owned a clunker for 12 months prior to application
should differ systematically. Analogous reasoning applies to the second eligibility criterion,
the age-cut-off: there is no reason why households who owned a nine-year-old car (eligible)
should differ systematically in their car purchasing behavior or other spending behavior
from those who owned an eight-year-old car (non-eligible). Actually, these two groups are
representative of the average car owner, since according to the German Federal Motor
Transport Authority, the average vintage of cars was around eight years. Therefore, we
have substantial mass of car owners on either side of this eligibility threshold.9 Overall,
both the age and the ownership eligibility criteria generate dimensions alongside which
households can be seen as close to randomly assigned to treatment and control group.

9Certainly, the subsidy might not have been taken up fully. Information frictions, personal or market
value of the clunker could result in lower take-up.
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Having defined the treated Cash-for-Clunkers group (CfC) and the control group of
non-participant car buyers leaves us with a third group: those who did not purchase a car
in 2009. This group may serve as a second comparison group depending on whether it
systematically differs from car buyers, which we will discuss in more detail below.

How did the experiment affect spending choices? Figure 4.3 presents the distributions
of household expenditures for car expenditures as well as our four major consumption
categories. Starting with car expenditures, the solid line shows that such spending was
most frequently observed below 5,000 Euro for those who bought a car without the
Cash-for-Clunkers scheme. Most likely, this reflects purchases of used cars but could
also include expenditures for leasing, financing, etc. For car expenditures somewhat
higher, the distribution declines almost linearly. This would reflect a movement along a
downward-sloping demand curve if each household bought only one car – which seems not
an unreasonable approximation: only few households were willing to spend 25,000 Euro
for a car but many more for 10,000 Euro. For Cash-for-Clunkers users, the distribution
looks very different. The hump for the used cars almost disappears and the peak of the
distribution is shifted to the right. Moreover, the policy also reduced the slope of the
demand curve and, thus, its elasticity. Overall, this suggests that the reform was effectively
influencing car consumption behavior.

Figures 4.3b and 4.3c show how non-durable and service expenditures differ for Cash-for-
Clunker users compared with other car buyers, respectively. For both groups a shift of the
distribution to the right can be observed. Even though this effect seems much smaller than
the effect on cars, it could be economically relevant. However, such distributions cannot
control for possibly important factors like preferences and liquidity constraints. Therefore,
we will investigate the reform effects addressing this in the regression analysis below in
more detail.

The final two figures show the unconditional distribution for durable expenditures and
the same distribution conditional on positive expenditures for durables. While there are
some small differences, the figures do not point to any effect that can be attributed to the
Cash-for-Clunkers program.

The life-cycle pattern for income and consumption (not reported) in our data is consistent
with patterns found in other empirical applications (see, e.g., Gourinchas and Parker, 2002):
income increases with age up until around 50 to 55 and then decreases, with consumption
tracking the general path of income closely. More interestingly, figure 4.4a shows total
household consumption as a fraction of net income.10 The dash-dotted line shows that
the average propensity to consume is quite stable between 45% and 60% of disposable
income over the life-cycle for those who did not buy a car in 2009. This is different for
those who bought a car but did not use the scrappage scheme. This group spent about
80% of their entire income from that year. Compared to this group, the participants of the

10We chose to present our measure of total consumption that excludes expenditures for housing, heat-
ing, electricity, and some other categories instead of a measure which includes imputed values for such
expenditures.
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Figure 4.3: Household Expenditure Distribution by Treatment

(a) Car Expenditures
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(b) Non-Durable Expenditures (NDCG)
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(c) Service Expenditures (SER)
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(d) Durable Expenditures (DCG) (all households)
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(e) Durable Expenditures (DCG) (Expend. > 0)

0
.0

00
2

.0
00

4
.0

00
6

D
en

si
ty

0 2000 4000 6000 8000 10000
HH Consumption

CfC No CfC, Car bought in 2009

Notes: This figure shows the distribution of different expenditures categories for households using the Cash-
for-Clunkers policy and all other households purchasing a car in 2009. Kernel density plot with Epanechnikov
kernel and rule of thumb kernel width used. Panel (a): car expenditures, panel (b): expenditures on non-durable
consumption goods, panel (c): expenditures on services, panel (d): expenditures on durable consumption goods,
panel (e): expenditures on durable consumption goods of households with positive durables expenditures.
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Cash-for-Clunker program had higher relative expenditures of up to 100% of income across
the age distribution. This descriptive difference is statistically significant at around age 40
and implies an increase in the propensity to consume of around 20 percentage points while
drawing down wealth or borrowing. Overall, this descriptive evidence suggests that the
Cash-for-Clunkers program increased the propensity to consume.

Figure 4.4: Household Income and Expenditure Paths

(a) Household Consumption/Income Share
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(b) Expenditure Paths by Goods Categories in
Euro
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Notes: Panel (a): Figure plots the share of household consumption in 2009 and household income in 2009 by age
of the household head for households that i) used Cash-for-Clunkers, ii) bought a car without Cash-for-Clunkers,
and iii) did not buy a car in 2009. The shaded red area depicts the excess share of income Cash-for-Clunkers
households used for expenditures, compared to household that bought a car without policy. Panel (b): Figure
plots the household expenditure paths by age, separately for households using Cash-for-Clunkers and buying a
car without policy, for the four main consumption categories. The shaded areas depict the excess expenditures of
Cash-for-Clunkers households compared to households buying a car without policy.

This increase could result from the policy effect on different kinds of behavior. First, even
with the price cut, the distribution of car expenditures could be identical for participants and
non-participants such that the response in total consumption must come from differences in
spending of other consumption categories. Second, the policy could have mainly increased
car expenditures. Figure 4.4b suggests that the latter is indeed the case. In particular at
early ages, car expenditures increased dramatically, possibly because the subsidy required
households to buy a new car when they would have bought a used car in absence of the
program. The difference between participants and non-participants declines until age 40
and converges from age 50 onwards. This reinforces our confidence that what caused the
increase in total consumption was in fact the reform.

While the evidence so far describes the direct effects of the reform, we are also interested
in the indirect effects on other categories of goods. Since the subsidy works like a price cut
for new cars, expenditure changes for other goods depend on income and substitution effects.
Assuming that the substitution effects for the other goods must be negative, only a strong
enough positive income effect can increase demand for these other goods and, thus, make
them appear as complements to car purchases. The orange area in figure 4.4b shows the
evolution of the difference in expenditures for non-durable goods between the treated group
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and the control group. It illustrates that this complementarity is indeed observed. That is,
CfC-households have higher car expenditures and also higher expenditures on non-durable
goods. The blue area suggests the analogous conclusion for services. However, from the
descriptive figure it is not apparent how important these differences are in statistical and
economical terms. In the following section, we therefore introduce our empirical strategy
to identify the average treatment effect on the treated. For durable goods, ultimately, the
figure offers clear evidence that the Cash-for-Clunkers program made no difference.

4.3 Empirical Strategy

Our empirical strategy uses the quasi-experimental approach in two ways. First, we use
panel variation with respect to the probability to buy a car in an event-study design. Here,
we compare car buyers who participated in the Cash-for-Clunkers program with those
who did not. Second, we focus on the cross-sectional comparison of different categories of
expenditures and compare participants in the program to the remainder of the population.

We use the inverse-probability-weighted regression adjustment (IPWRA) method (Cat-
taneo, 2010) and entropy balancing (Hainmueller, 2012) to calculate the average treatment
effect on the treated (ATT) for comparisons with a naive OLS estimate. Both methods
produce weights to balance covariates between treatment and control groups so we only
need to assume conditional mean independence. In contrast to entropy balancing, the
IPWRA method models both the outcome and the treatment probability explicitly. More-
over, it has the desirable doubly-robust property, which means that only one of the two
models must be correctly specified to consistently estimate the treatment effect. Entropy
balancing constructs weights directly such that moments of the distributions of covariates
are precisely balanced. A disadvantage is that modeling and interpretation of the propensity
to participate in the treatment is determined mechanically and not intuitively. We thus
first discuss the IPWRA approach.

4.3.1 The Propensity of Cash For Clunkers

We have argued before that the eligibility rules almost randomly allocated households in
treatment and control group. If this is true, balanced covariates mean that no other variable
than eligibility may predict the propensity to participate in the program. Put differently,
if we as experimenter could change the eligibility status of a household from eligible to
not eligible, this would reduce the propensity to participate in the program to zero under
random assignment. Figure 4.5 shows why random assignment of households according
to eligibility does not necessarily imply random assignment into the Cash-for-Clunkers
program. The reason is that if the take-up rate is not 100%, we would assign those who
did not use the Cash-for-Clunkers program systematically to the control group, although
they were actually eligible. We do not observe eligibility directly, but define treatment and
control groups according to observed participation (second and third level of the tree in
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figure 4.5) at the program instead.

Figure 4.5: Definition of Treatment and Control Group

All Households

Eligible

Buy car

CfC No CfC

No car purchase

No CfC

Not eligible

Buy car

No CfC

No car purchase

No CfC

Fortunately, the SOEP provides two variables to proxy eligibility quite cleanly, such that
we can use matching techniques to rule out non-random assignment. The first one indicates
whether a household owned a car in 2008. If this was not true (observed) or the car was
less than nine years old (not observed), those households were not eligible. The second
variable indicates whether a household bought a car in the last 12 month and reflects
purchases between February 2007 and November 2008 (since interview dates ranged from
February to November). Therefore, this variable shows whether a household bought a car –
likely with less than nine years of vintage – shortly before the scheme was implemented
and, thus, would not be eligible for the subsidy.

While these proxies do not capture eligibility perfectly, they may – in the same way as
the eligibility rules – be the sole determinants of participation under randomization. A
way to test this is to estimate the impact of such variables on the propensity to participate
in the program. We run probit models using these proxies along with monetary variables
and household characteristics. The resulting marginal effects are shown in Table 4.2. The
first column shows the basic specification without any further control variables than our
eligibility proxies. Having a car in 2008 and having purchased a car between February 2007
and November 2007 are highly statistically significant and economically extremely relevant.
Not possessing a car reduces the average probability of taking up Cash-for-Clunkers to
zero. Having bought a car in 2007 already reduces the probability of participation to
zero once again. In the second column, the same specification is estimated with controls
for household income, an indicator variable for monthly saving in the year prior to the
reform, and net wealth. Including these variables reduces the sample size by about 45%.
Remarkably, the effect of having purchased a car in the last 12 month remains virtually
unchanged across all specifications. The effect of having possessed a car in 2008 more than
doubles but remains constant when adding household characteristics and prices. In the
last column with the full set of controls, no other variable than the eligibility proxies has a
statistically significant effect.
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Figure 4.6 illustrates how well the predicted probability to take-up Cash-for-Clunkers is
captured by the model. The left graph shows that households with the same characteristics
have a positive probability of being both participants and non-participants. The right
graph shows three distributions. The predicted propensity to participate in the program
for those who owned a car in 2008 and did not buy one in 2007 is assigned very high
probability of participation. Conversely, those who did not own a car in 2008 or did buy
one in 2007 received very low participation probabilities. The third distribution contrasts
this with actual take-up of Cash-for-Clunkers, which aligns with those households who
received a high probability.
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Table 4.2: IPWRA–First Stage Probit Estimation Results

Category OLS

No Controls + Monetary + HH Char. + Prices

HH has car in ’08 0.143∗∗∗ 0.373∗∗∗ 0.381∗∗∗ 0.381∗∗∗

(0.02) (0.11) (0.12) (0.12)
Car purch. last 12 months −0.283∗∗∗ −0.288∗∗∗ −0.278∗∗∗ −0.284∗∗∗

(0.06) (0.07) (0.07) (0.07)
HH income ’08 (×103) −0.001 −0.002 −0.001

(0.00) (0.00) (0.00)
HH income ’09 (×103) −0.001 −0.002 −0.002

(0.00) (0.00) (0.00)
No savings ’08 −0.028 −0.042 −0.047

(0.04) (0.04) (0.04)
Net wealth ’07 (×105) 0.001 0.001 0.001

(0.00) (0.00) (0.00)
Patience low 0.000 0.003

(0.05) (0.05)
Patience high −0.003 −0.007

(0.04) (0.04)
Risk willingness low −0.027 −0.031

(0.05) (0.05)
Risk willingness high −0.023 −0.022

(0.04) (0.04)
Age HH-Head 0.014∗ 0.013

(0.01) (0.01)
Age2 HH-Head −0.000 −0.000

(0.00) (0.00)
HH # persons −0.011 −0.012

(0.03) (0.03)
Couple, no children −0.225 −0.211

(0.17) (0.17)
Couple, with children −0.160 −0.161

(0.16) (0.16)
Single, no children −0.283 −0.272

(0.17) (0.18)
Single, with children −0.293 −0.290

(0.18) (0.18)
Prices DCG 0.008

(0.01)
Prices NDCG −0.100

(0.09)
Prices SER 0.018

(0.10)

# Households 1624 900 892 892

Notes: This table shows the results of following probit estimation with varying sets of control
variables:

P (CfCi = 1|Xi) = Φ (γ0 + γ1 · Car08i + γ2 · Car08 12mi + γ3 · Controlsi) ,

where Φ denotes the cumulative distribution function of the standard normal distribution, Car08i

is a dummy equal to 1 if the household purchased a car in 2008, and Car08 12mi is a dummy
equal to 1 if the household stated in 2008 to have bought a car within the last 12 months. These
two variables capture the eligibility criteria of the Cash-for-Clunkers policy. Reported are the
marginal effects at the means. Standard errors in parenthesis. ∗∗∗ Significant at the 1 percent
level, ∗∗ significant at the 5 percent level, ∗ significant at the 10 percent level. Additional variable
descriptions: “no savings ’08”: 1 if household usually had no positive amount left for savings at
end of month in 2008, 0 otherwise. Sample: Households that bought a car in 2009.
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Figure 4.6: Propensity Score Distribution
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Notes: This figure shows the distribution of the propensity to participate in the Cash-for-Clunkers policy (see
table 4.2 for the estimation details). Histograms are shown for three subgroups: i) households that fulfill the
eligibility criteria based on our proxies variables (red), ii) households that do not fulfill the eligibility criteria based
on our proxies variables (blue), and iii) households that participate in the Cash-for-Clunkers policy (green).

Nevertheless, even when willing to scrap a car, some households might have applied too
late, when the program was already exhausted, or never even have heard of the existence of
the program in the first place. Therefore, it is no surprise that we estimate the take-up to
be around 30%, even if the true take-up rate might be slightly higher. The most important
insight is that the eligibility variables determine a very large part of the propensity to
participate, suggesting that our assumption being close to randomized assignment after
weighting with the predicted probabilities holds true.

4.3.2 Balancing of Covariates

Tables 4.A.5 and 4.A.6 in the appendix show the covariates before and after weighting.
In Table 4.A.5, we find significant differences only for a few variables comparing the
treatment group with the control group of car buyers. For example, income is lower
for Cash-for-Clunker users. This makes sense as the policy was targeted at rather low-
income households having an (at least) nine year old clunker at their disposal, which
should comprise a monetary value of below e 2,500. Also, prices for durable consumption
goods differ significantly.11 After weighting, however, no significant differences remain.
Similarly in Table 4.A.6, differences between treatment and control groups are visible
before weighting. These differences are more pronounced, since the control group now pools
all households having indicated not to have used the scrappage scheme, i.e., also non-car
buyers. The table shows that differences in the variance and skewness of the covariates
could be important as well. After weighting, however, all three moments are statistically
identical for any covariate between both groups.

11We use household specific Stone-Lewbel prices as proposed by Lewbel (1989). These prices take into
account that the consumption composition differs across households, and therefore the perceived prices on
the household level differ as well.
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4.4 Results

4.4.1 The Propensity to Buy a Car

The 2,500 Euro stimulus provided incentives to purchase a new car in 2009. However, given
the average price of a new subcompact or city car of 12,000 Euro, this stimulus could have
been too low to induce new purchases, e.g. for liquidity constrained households. But also
for unconstrained households, the value of their clunker could have exceeded 2500 Euro.
Therefore, we firstly investigate whether the propensity to buy a car has been increased by
the Cash-for-Clunkers program.

To this end, we predict a counterfactual probability to buy a car in absence of the reform
and contrast it with the probability as observed in the sample.12 While the data does not
provide information on expenditures in years other than 2009, the question on whether a
household bought a car in a given year has been included in waves 2003, 2005, 2007, and
2009-2012. We use only information prior to the reform (2003, 2005, 2007) and perform
out-of-sample predictions for the probability to buy a new car for 2009 through 2012.

In practice, we run probability models where the dependent variable indicates a car
purchase in a given year prior to 2009. The model includes year indicators with 2007
as base year, and controls for household size, age of household head, household income,
household type, as well as goods prices. Then we obtain the average predicted probability
for each year. The difference between the observed and the counterfactual propensity to
buy a car gives the reform effect.

Figure 4.7 plots the estimates. The pre-policy pattern is very well fitted: the differences
between point estimates and observed shares of car buyers in the population are close to
zero. After the program came into effect, there is a sharp increase in the probability to
purchase a car. This suggests that the fiscal stimulus increased the propensity to buy a
vehicle significantly by about 4 to 5 percentage points in 2009, relative to the predicted
propensity.

12The goal of this exercise is to quantify the increase in probability to buy a new car due to the cash-
for-clunkers policy. A conventional event study, where the treatment indicator is interacted with the year
dummies, is not possible with our data. Every household that participated in the program also bought a
car. That is, the treatment indicator is a perfect predictor of the outcome and there is no variation in the
outcome of interest within the treatment group. Chapter 5 of this thesis uses different data with which a
conventional event study is estimated.
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Figure 4.7: Probability to Buy New Car
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Notes: This figure plots the excess probability of households to purchase a car. The excess probability is the
difference between observed and predicted probability (see table 4.3 column (2) for the raw coefficients). 2003,
2005, and 2007 are used to estimate the model, 2009 through 2012 are out-of-sample predictions. Control variables
are household size, age of household head, household income, household type, and prices. Whiskers indicate 95%
confidence intervals (cluster robust standard errors on the household level).

Table 4.3: Probability to Buy New Car: Estimation Results

Year Observed share Prediction difference
OLS Probit FE

(1) (2) (3) (4) (5) (6)
2003 0.131 0.000 0.006 0.000 0.006 −0.004 −0.000

(0.004) (0.011) (0.020) (0.055) (0.004) (0.069)
2005 0.136 0.000 −0.003 0.000 −0.002 0.000 −0.004

(0.004) (0.011) (0.019) (0.054) (0.004) (0.068)
2007 0.105 0.000 −0.002 0.000 −0.002 0.004 0.005

(0.004) (0.010) (0.022) (0.054) (0.004) (0.069)
2009 0.154 0.049∗∗∗ 0.042∗∗∗ 0.049∗∗ 0.042 0.053∗∗∗ 0.059

(0.004) (0.010) (0.022) (0.054) (0.004) (0.068)
2010 0.117 0.012∗∗∗ 0.006 0.012 0.007 0.016∗∗∗ 0.023

(0.004) (0.011) (0.022) (0.055) (0.004) (0.066)
2011 0.120 0.015∗∗∗ 0.010 0.015 0.010 0.019∗∗∗ 0.025

(0.004) (0.011) (0.022) (0.055) (0.004) (0.065)
2012 0.115 0.010∗∗ 0.006 0.010 0.006 0.014∗∗∗ 0.019

(0.004) (0.011) (0.022) (0.055) (0.004) (0.064)
Controls X X X
Household FE X X

Notes: This table shows the difference between predicted and observed probability to purchase a car in Columns (1)
through (6). The respective models of each column are estimated using the pre-treatment periods 2003, 2005, and
2007. 2009 through 2012 are out-of-sample predictions. Control variables are household size, age of household head,
household income, household type, and prices. Cluster robust standard errors (household level) in parentheses. ∗∗∗

Significant at the 1 percent level, ∗∗ significant at the 5 percent level, ∗ significant at the 10 percent level.
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Table 4.3 shows the observed average share of car buyers in each year and demonstrates
that our result is robust across different models. Column (1) presents the results of a
simple linear probability model without controls, which are included in column (2). The
excess probability of buying a car is similar in columns (3) and (4), where we use probit
models with and without controls, respectively. Finally, the last two columns show fixed
effects models. Again, the propensity to buy a vehicle is substantially higher in 2009 than
in all other years, albeit not statistically significant in columns (4) and (6). In later years,
the counterfactual point estimates are slightly larger than the observed, but not as strongly
as in 2009. Mian and Sufi (2012) found evidence that such pull-forward effects can lead
to swift reversal in auto purchases that “crowd out” the initial effect. If such a reversal
occurred in Germany, which took in Mian and Sufi’s case only 10 months, we expect to
observe a decline in the probability to buy a car in the years after 2009. However, the
data reject such a reversal hypothesis. On the contrary, the probability remains on an
increased level for the remainder of our observation window. In summary, with an effect
of 5 percentage points, the propensity to buy a car increased by 50% (5/(15.4-5)) in the
program year.

4.4.2 Direct and Cross Effects of Cash-for-Clunkers

Next, we are interested in the general consumption response due to the stimulus payment.
That is, we analyze the program impact on household expenditures on cars and goods other
than cars. Our results are summarized in Table 4.4. Columns (1) to (4) show estimates of
βc,2 from regressions of the following specification for each consumption category c:

Expendituresc,i = βc,0 + βc,1 · Car09i + βc,2 · CfCi + βc,3 · Controlsi + uc,i,

where Expendituresc,i are the log expenditures (plus 1 Euro) of household i. Car09i and
CfCi are dummy variables equal to 1 if the household bought a car in 2009 and if the
household participated in the Cash-for-Clunkers policy, respectively. Note that Car09i is 1
for all program participants. Thus, the estimates for βc,2 yield the approximate percentage
difference of expenditures for participants in the Cash-for-Clunker program compared to
car buyers who have not participated. We conducted all estimations twice. First, for the
full sample of all households, including an indicator for car purchases in 2009. Second,
for the sample of car buyers in 2009 only (not reported). The results remain virtually
the same. The entire partial effect of having bought a car in 2009 on car expenditures in
this year is the sum of the estimates, i.e., β̂c,1 + β̂c,2. Tables 4.A.7 through 4.A.11 in the
appendix present the full regression results obtained by OLS.

Starting with the direct effects of the Cash-for-Clunkers program, we find that car
expenditures are 49% higher for participants in the program as compared with other car
buyers without any control variables (column (1)). Including monetary variables reduces
the estimate β̂c,2 to 39%. While disposable household income in 2008 and net wealth

125



4.4. RESULTS

Table 4.4: Effect of Cash-for-Clunkers on Consumption

Category OLS Entropy IPWRA
(1) (2) (3) (4) (5) (6)

No Controls + Monetary + HH Char. + Prices
Total 0.176∗∗∗ 0.185∗∗∗ 0.160∗∗∗ 0.158∗∗∗ 0.157∗∗∗ 0.157∗∗∗

(0.03) (0.03) (0.03) (0.03) (0.04) (0.03)
CAR 0.492∗∗∗ 0.388∗∗∗ 0.391∗∗∗ 0.394∗∗∗ 0.421∗∗∗ 0.414∗∗∗

(0.05) (0.06) (0.06) (0.06) (0.07) (0.06)
DCG −0.367∗∗ −0.080 −0.067 0.198 0.183 0.180

(0.19) (0.24) (0.24) (0.20) (0.25) (0.20)
NDCG 0.039 0.114∗∗∗ 0.072∗∗ 0.058∗ 0.068∗ 0.068∗∗

(0.03) (0.03) (0.03) (0.03) (0.04) (0.03)
SER 0.111∗ 0.138 0.132 0.118 0.169 0.168∗

(0.07) (0.09) (0.09) (0.09) (0.10) (0.09)

Notes: This table shows the effect of the Cash-for-Clunkers policy on household expenditures. The coefficients in
Columns (1) to (4) are based on following regression:

Expendituresc,i = βc,0 + βc,1 · Car09i + βc,2 · CfCi + βc,3 · Controlsi + uc,i,

where Expendituresc,i are the logged expenditures of household i in consumption category c. Only the coefficients
βc,2 are shown. Columns (1) through (5) are based on the full sample of all households. The results remain virtually
the same when conditioning on having bought a car in 2009. Column (5) shows the difference of the averages between
treatment and weighted control group with entropy balancing weights applied. In column (6), the results from the
inverse probability weighted regression adjustment approach are shown. The results are based on the sample of
car buyers in 2009, since the indicator for car purchases is a perfect predictor for policy take-up. Robust standard
errors in parenthesis. ∗∗∗ Significant at the 1 percent level, ∗∗ significant at the 5 percent level, ∗ significant at the
10 percent level.
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as observed in 2007 do not have statistically or economically significant effects, 10,000
Eur additional current (2009) disposable household income increase car expenditures by
1%. Those households who indicated no monthly savings (in 2008), maybe because they
were liquidity constrained in the sense that they were unable to accumulate a buffer
stock of wealth, in turn, have significantly lower car expenditures. This 3.8 percent
difference is economically not very important on average, given the typical car price,
though. Including household risk and time preferences, age, household size, and type of
household in Column (3), as well as prices in Column (4) does not change the results.

Column (5) of Table 4.4 shows the difference of the averages between treatment and
weighted control group with entropy balancing weights applied. In Column (6), the results
from the inverse probability weighted regression adjustment approach are shown. In both
cases, the results remain virtually the same. This is no surprise, since – as discussed in
Section 4.3.1 – we do not find any variable to determine the propensity to take up the
Cash-for-Clunker subsidy except for the two indicators of eligibility: having owned a car in
2008, and not having bought a car between February 2007 and November 2007.

Turning to the cross effects, we find significant complementarities. The Cash-for-Clunkers
program increased spending on non-durable consumption and services by 7% and 17%,
respectively (table 4.4, column (6)). These results are again robust across specifications.
These positive and statistically significant effects show that the Cash-for-Clunkers program
did not distort consumption spending, which would imply that households spent more for
cars and cut spending on other categories instead. If anything, the stimulus increased car
purchases plus spending on other consumption expenditures. For durables other than cars,
however, we cannot find significant effects.

4.4.3 Effect Heterogeneity across Consumption Categories

While our main results rely on the categories of non-durable and durable consumption
goods, services, and cars, the SOEP data allow us to run analogous specifications on finer,
more detailed consumption categories. Table 4.A.4 shows the corresponding sub-categories
and Figure 4.8 displays how the treatment effects vary across them. Recall that we find
a significantly positive effect of the Cash-for-Clunkers program on the aggregate of non-
durables. The estimates from individual regressions still indicate positive reform effects
between 5% and 10%, however, they are not statistically significant. This could imply
that the extra resources were used uniformly for all non-durable expenditures, instead of
increasing just spending for one of the subcategories.

For services, this is different. Only expenditures for culture (theater, cinema, concerts,
museums, exhibitions) increase significantly with an economically important effect of
about 50%. Expenditures for transportation (including motor vehicle costs) increase as
well by more than 20%, although the effect is not statistically significantly. We find no
evidence that spending behavior regarding dining and drinking outside, leisure time, or
holidays changed. Finally, we turn to durables, which did not change significantly on the
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Figure 4.8: Detailed Consumption Response

(a) Non-Durables

Personal hygiene

Clothes/shoes

Food at home
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(b) Services

Transportation
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(c) Durables
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Household machines
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Notes: This figure plots the effect of the Cash-for-Clunkers policy on household expenditures. The coefficients
(depicted as diamonds) are based on following regression:

Expendituresc,i = βc,0 + βc,1 · Car09i + βc,2 · CfCi + βc,3 · Controlsi + uc,i,

where Expendituresc,i are the logged expenditures of household i in consumption category c. Only the coefficients
βc,2 are shown. Whiskers indicate 95% confidence intervals.

aggregate. The evidence from the disaggregated regressions shows that also spendings on
furniture significantly increased by about 50%. However, as with cars, these goods are
infrequently bought and expenditures for such goods imply comparably large lump sums.
As a consequence, small differences may appear as exaggeratedly strong effects.

4.5 Conclusion

Did the German e 5 billion scrappage program effectively stimulate consumption or merely
distort expenditures from other consumption categories than cars? This study breaks
new ground by providing evidence on the intratemporal substitution of a price cut for
new passenger vehicles. In 2009, a flat subsidy of e 2,500 could be requested by private
individuals, who bought a new car and scrapped an old one – which had to be at least
nine years old and which had been licensed to the applicant for at least 12 months prior to
the application.

We use information on take-up of this subsidy and consumption expenditures provided
by the German Socio-Economic Panel. Along with a rich set of household characteristics,
including risk and time preferences, we employ a battery of quasi-experimental methods to
identify effects of the stimulus.

We obtain four main findings. The Cash-for-Clunkers subsidy i) increased the instanta-
neous probability to buy a car by 5 percentage points or about 50% , ii) increased total
car expenditures by 40%, iii) lead to complementary purchases of non-durable goods and
services (increases of 7% and 17%, respectively), and iv) raised overall consumption by

128



Chapter 4

16%.
We find that higher risk aversion and indicating no monthly savings reduced the con-

sumption response. While the elevated propensity to buy a car returned to the average
after the program ran out, we cannot find evidence for fewer car purchases up to three
years after the reform, indicating no strong pull-forward behavior – quite differently as
compared with the U.S. program.

Hence, our results show that the German experience stands in contrast with the literature
that does find strong reversal of scrappage programs within only few months. Moreover,
we show that additional intratemporal substitution has the potential to strongly dissipate
expensive programs. Therefore, we call for future research on this matter, especially for
studying demand elasticities and welfare effects of such fiscal stimuli.
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4.A Appendix

Table 4.A.1: Budgets for Scrapping Schemes Worldwide 2008–2011

Country Period Budget Budget per Subsidized
(in 2009) in m e Capita in e Vehicles

Austria 09/01-09/07 45.00 5.39 30,000
Canada 09/01-11/07 35.62 1.06 70,000
China (1) 09/06-10/01 125.94 0.60 233,222
China (2) 10/01-10/06 679.70 508,146
Cyprus (1) 09/01-09/09 8.50 10.67 2,300
Cyprus (2) 09/10-10/12 2.00 1,000
France 08/12-10/12 600.00 9.32 900,000
Germany 09/01-09/09 5000.00 60.97 1,933,090
Greece 09/09-09/11 70.00 6.22 77,234
Ireland 10/01-11/06 46.38 10.38 33,580
Italy 09/02-09/12 1284.00 21.38 700,000
Japan 09/06-10/09 2900.00 22.82 1,800,000
Luxembourg 09/01-10/07 10.00 20.26 6,000
Malaysia 09/01-09/12 33.10 1.29 33,100
Netherlands 09/05-10/03 130.00 7.89 64,625
Portugal 09/01-09/12 45.00 4.23 41,735
Romania (1) 09/03-09/12 30.00 1.40 32,327
Romania (2) 10/01-10/11 25.00 1.16 9,000
Russia (1) 10/03-10/11 255.80 2.72 400,000
Russia (2) 10/11-11/09 125.00 100,000
Serbia 09/04-09/12 5.00 0.68 5,000
Slovak Republic 09/03-09/12 55.30 10.22 34,981
South Korea 09/05-09/12 307.40 6.34 307,400
Spain 09/05-10/09 560.00 12.22 480,000
UK 09/05-10/02 920.00 14.94 314,190
USA 09/07-09/11 2000.00 6.51 677,842
World 15,298.74 8,794,772
EU 8,831.18 4,660,062

Notes: Foreign currencies are converted to Euros based on the average of the exchange rate
in 2009. Sources: (ACEA , Association des Constructeurs Européens d’Automobiles, ACEA
(2010a)), (ACEA , Association des Constructeurs Européens d’Automobiles, ACEA (2010b)),
Cooper et al. (2010), Haugh et al. (2010), (IHS Global Insight, 2010a, IHS (2010a)), (IHS
Global Insight, 2010b, IHS (2010b)). Data on population for 2009 is taken from the World
Bank.

130



Chapter 4

Table 4.A.2: Timeline of the German Program

Date Event
Discussion and preparation

October 14, 2008 The president of the German association of the Au-
tomotive Industry (VDA) proposes a scrappage pro-
gram

December 27, 2008 Vice-chancellor Steinmeier announces a scrappage
scheme as part of a stimulus package
Launching and start

January 14, 2009 Government bill introduced scheme, start of the ap-
plication period

January 16, 2009 Federal agency (BAFA) publishes details on the pro-
cedure

January 27, 2009 Paper-based applications possible

February 20, 2009 Applicants had to hand in the original of the car
license instead of just a copy
Online application and budget increase

March 30, 2009 Change to online-application and reservation

April 7, 2009 Budget increase from e 1.5 to 5 billion announced

May 28, 2009 Budget increase voted by the German parliament

June 1, 2009 Law to finance the budget increase passed

July 2, 2009 Possibility to receive the subsidy for annual cars which
are up to 14 months old
End of the program

September 2, 2009 Budget of e 5 billion exhausted

June 30, 2010 Deadline for registration of new car

June 31, 2010 Deadline for handing in of remaining documents
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Table 4.A.3: Annual Registrations of New Cars in
Germany

Year All Commercial Non-Commercial

2002 3,252,898 N/A N/A
2003 3,236,938 N/A N/A
2004 3,266,826 N/A N/A
2005 3,322,129 N/A N/A
2006 3,467,961 N/A N/A
2007 3,148,163 N/A N/A
2008 3,090,040 1,849,115 1,240,925
2009 3,807,175 1,420,904 2,386,271
2010 2,916,260 1,672,557 1,243,703
2011 3,173,634 1,899,633 1,274,001

Notes: Source: German Federal Motor Transport Authority
(Kraftahrt-Bundesamt), data on registrations of new cars in Germany.
Data on commercial and non-commercial new car registrations com-
bined is available since 2002. A distinction between the two was only
made from 2008 onward.

Table 4.A.4: Consumption Categories

Goods Category

Groceries
Clothes/Shoes
Personal Hygiene

Non-Durable Consumption Goods (NDCG)

Motorcycle
Microwave, Dishwasher, Freezer
Washing Machine, Tumble Dryer
Stereo
TV, DVD Player, DVD Recorder
PC/Laptop
Furniture

Durable Consumption Goods (DCG)

Dining/Drinking Outside
Culture
Leisure
Holiday
Transportation Means

Services (SER)

Used cars
New cars Cars (CAR)

Notes: Categorization based on “Personal Consumption Expenditures” (PCE): Bureau of Eco-
nomic Analysis (U.S. Department of Commerce).
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Table 4.A.5: Covariate Balance Tests

Before PS-Weighting After PS-Weighting

(1) (2) (3) (4) (5) (6) (7) (8)

CfC Non-CfC
Non-CfC

car buyers
p > |t|

(1) v. (2)
p > |t|

(1) v. (3) Treatment Control
p > |t|

(6) v. (7)

HH income ’08 (×103) 39.63 35.06 44.67 0.00 0.01 40.21 40.21 1.00
HH income ’09 (×103) 40.13 35.48 45.90 0.00 0.01 42.54 40.67 0.45
No savings ’08 0.29 0.38 0.32 0.00 0.39 0.31 0.30 0.75
Net Wealth ’07 (×105) 1.89 1.92 2.33 0.87 0.19 2.09 1.88 0.39
Patience low 0.26 0.23 0.26 0.33 0.89 0.24 0.25 0.80
Patience high 0.47 0.50 0.48 0.38 0.71 0.49 0.48 0.71
Risk willingness low 0.26 0.30 0.25 0.13 0.62 0.24 0.28 0.35
Risk willingness high 0.44 0.42 0.48 0.52 0.18 0.46 0.44 0.50
Age HH-Head 46.39 47.73 43.02 0.02 0.00 50.28 50.18 0.92
Age2 HH-Head 2327.17 2540.67 2027.55 0.00 0.00 2695.46 2698.81 0.98
HH # persons 1.92 1.73 1.86 0.00 0.11 1.93 1.96 0.58
Couple, no children 0.26 0.25 0.23 0.70 0.30 0.34 0.36 0.64
Couple, with children 0.53 0.41 0.54 0.00 0.67 0.46 0.43 0.50
Single, no children 0.11 0.20 0.11 0.00 0.97 0.15 0.14 0.91
Single, with children 0.09 0.13 0.10 0.00 0.41 0.04 0.05 0.71
Prices DCG 8.62 8.89 8.38 0.00 0.04 8.87 8.80 0.64
Prices NDCG 0.96 0.95 0.97 0.16 0.18 0.95 0.94 0.60
Prices SER 0.84 0.87 0.84 0.00 0.89 0.84 0.84 0.69

Notes: This table displays means for different variables and different treatment/control groups. “CfC”: households who
used Cash-for-Clunkers policy; “Non-CfC”: households who did not use Cash-for-Clunkers policy, irrespective of buying a car
in 2009 or not; “Non-CfC car buyers”: households who bought a car in 2009 without using the Cash-for-Clunkers subsidy.
Columns (4), (5), and (8) display p-values of unpaired two sample t-tests with unequal variances.
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Table 4.A.6: Entropy Balancing

Treatment Unweighted Control Weighted Control

(1) (2) (3) (4) (5) (6) (7) (8) (9)
Mean Var. Skew. Mean Var. Skew. Mean Var. Skew.

Car purch. ’09 1.00 0.00 . 0.08 0.07 3.11 1.00 0.00 −35.76
HH has car in ’08 1.00 0.00 . 0.82 0.14 −1.71 1.00 0.00 −67.09

Car purch. last 12 months 0.03 0.03 5.24 0.09 0.08 2.96 0.03 0.03 5.24
HH income ’08 (×103) 40.28 401.87 1.23 35.52 756.95 5.95 40.27 446.41 1.90
HH income ’09 (×103) 40.69 400.60 0.97 36.19 883.65 7.60 40.68 456.49 1.96
No savings ’08 0.30 0.21 0.90 0.37 0.23 0.53 0.30 0.21 0.90
Net Wealth ’07 (×105) 1.88 11.62 5.87 1.94 33.66 20.80 1.88 14.46 11.39
Patience low 0.25 0.19 1.15 0.23 0.18 1.29 0.25 0.19 1.15
Patience high 0.47 0.25 0.10 0.50 0.25 −0.00 0.47 0.25 0.10
Risk willingness low 0.27 0.20 1.01 0.31 0.21 0.84 0.27 0.20 1.01
Risk willingness high 0.44 0.25 0.25 0.41 0.24 0.36 0.44 0.25 0.25
Age HH-Head 50.34 178.08 0.22 53.78 258.96 0.08 50.34 177.65 0.25
Age2 HH-Head (×103) 2.71 1.96 0.80 3.15 3.15 0.59 2.71 1.96 0.76
HH # persons 1.96 0.68 1.22 1.79 0.58 1.10 1.96 0.55 0.84
Couple, no children 0.36 0.23 0.58 0.36 0.23 0.57 0.36 0.23 0.58
Couple, with children 0.43 0.25 0.27 0.29 0.21 0.92 0.43 0.25 0.27
Single, no children 0.14 0.12 2.04 0.28 0.20 1.00 0.14 0.12 2.04
Single, with children 0.05 0.05 4.24 0.06 0.05 3.80 0.05 0.05 4.24
Prices DCG 8.81 4.09 −0.30 8.88 4.12 −0.30 8.81 3.93 −0.24
Prices NDCG 0.94 0.04 0.33 0.94 0.04 0.30 0.94 0.04 0.27
Prices SER 0.84 0.03 −0.12 0.87 0.03 −0.04 0.84 0.03 −0.08

Notes: This table shows the three moments (mean, variance, skewness) for all variables used in the entropy
balancing approach. Columns (1) to (3) show the statistics for households using the Cash-for-Clunkers policy,
columns (4) to (6) for households not using the Cash-for-Clunkers policy before weighting, and columns (7) to (9)
for households not using the Cash-for-Clunkers policy after weighting.
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Table 4.A.7: Effect of Cash-for-Clunkers on Total Expenditures

Category OLS

No Controls + Monetary + HH Char. + Prices

CfC 0.176∗∗∗ 0.185∗∗∗ 0.160∗∗∗ 0.158∗∗∗

(0.03) (0.03) (0.03) (0.03)
Car purch. ’09 0.848∗∗∗ 0.802∗∗∗ 0.759∗∗∗ 0.758∗∗∗

(0.02) (0.03) (0.03) (0.03)
HH income ’08 (×103) 0.008∗∗∗ 0.006∗∗∗ 0.005∗∗∗

(0.00) (0.00) (0.00)
HH income ’09 (×103) 0.005∗∗∗ 0.003∗∗∗ 0.003∗∗∗

(0.00) (0.00) (0.00)
No savings ’08 −0.197∗∗∗ −0.205∗∗∗ −0.143∗∗∗

(0.02) (0.02) (0.02)
Net wealth ’07 (×105) 0.001 0.004∗∗ 0.003∗∗

(0.00) (0.00) (0.00)
Patience low −0.008 −0.004

(0.02) (0.02)
Patience high −0.017 −0.014

(0.01) (0.01)
Risk willingness low −0.042∗∗∗ −0.034∗∗

(0.02) (0.01)
Risk willingness high 0.016 0.014

(0.01) (0.01)
Age HH-Head 0.022∗∗∗ 0.018∗∗∗

(0.00) (0.00)
Age2 HH-Head −0.000∗∗∗ −0.000∗∗∗

(0.00) (0.00)
HH # persons 0.009 0.024∗∗

(0.01) (0.01)
Couple, no children 0.089 0.006

(0.06) (0.05)
Couple, with children 0.158∗∗∗ 0.085

(0.06) (0.05)
Single, no children −0.328∗∗∗ −0.342∗∗∗

(0.06) (0.06)
Single, with children −0.089 −0.094

(0.06) (0.06)
Prices DCG 0.025∗∗∗

(0.00)
Prices NDCG 0.410∗∗∗

(0.04)
Prices SER −0.924∗∗∗

(0.04)
Constant 9.060∗∗∗ 8.657∗∗∗ 8.250∗∗∗ 8.585∗∗∗

(0.01) (0.06) (0.09) (0.10)

# Households 12790 7401 7322 7322
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Table 4.A.8: Effect of Cash-for-Clunkers on Car Expenditures

Category OLS

No Controls + Monetary + HH Char. + Prices

CfC 0.492∗∗∗ 0.388∗∗∗ 0.391∗∗∗ 0.394∗∗∗

(0.05) (0.06) (0.06) (0.06)
Car purch. ’09 8.807∗∗∗ 8.995∗∗∗ 8.999∗∗∗ 8.992∗∗∗

(0.04) (0.05) (0.05) (0.05)
HH income ’08 (×103) 0.000 0.001 0.001

(0.00) (0.00) (0.00)
HH income ’09 (×103) 0.001∗∗ 0.001∗∗∗ 0.001∗∗

(0.00) (0.00) (0.00)
No savings ’08 −0.042∗∗∗ −0.039∗∗∗ −0.038∗∗∗

(0.01) (0.01) (0.01)
Net wealth ’07 (×105) 0.001 0.001 0.001

(0.00) (0.00) (0.00)
Patience low −0.005 −0.007

(0.01) (0.01)
Patience high −0.011 −0.011

(0.01) (0.01)
Risk willingness low −0.005 −0.004

(0.01) (0.01)
Risk willingness high −0.016 −0.016

(0.01) (0.01)
Age HH-Head 0.002 0.003∗

(0.00) (0.00)
Age2 HH-Head −0.000 −0.000

(0.00) (0.00)
HH # persons −0.007 −0.008

(0.01) (0.01)
Couple, no children 0.031 0.036

(0.05) (0.05)
Couple, with children 0.023 0.036

(0.04) (0.04)
Single, no children 0.031 0.033

(0.05) (0.05)
Single, with children 0.031 0.040

(0.05) (0.05)
Prices DCG −0.012∗∗∗

(0.00)
Prices NDCG 0.027

(0.02)
Prices SER −0.023

(0.02)
Constant 0.000 −0.027∗∗∗ −0.116∗ −0.053

(.) (0.01) (0.07) (0.07)

# Households 12790 7401 7322 7322

136



Chapter 4

Table 4.A.9: Effect of Cash-for-Clunkers on Expenditures on
Durables

Category OLS

No Controls + Monetary + HH Char. + Prices

CfC −0.367∗∗ −0.080 −0.067 0.198
(0.19) (0.24) (0.24) (0.20)

Car purch. ’09 0.886∗∗∗ 0.601∗∗∗ 0.399∗∗∗ −0.138
(0.11) (0.16) (0.15) (0.13)

HH income ’08 (×103) 0.011∗∗∗ 0.007∗∗ 0.005
(0.00) (0.00) (0.00)

HH income ’09 (×103) 0.012∗∗∗ 0.008∗∗ 0.004
(0.00) (0.00) (0.00)

No savings ’08 −0.612∗∗∗ −0.661∗∗∗ −0.668∗∗∗

(0.08) (0.08) (0.07)
Net wealth ’07 (×105) −0.029∗∗∗ −0.015∗∗ −0.018∗∗∗

(0.01) (0.01) (0.01)
Patience low 0.043 −0.088

(0.11) (0.10)
Patience high −0.072 −0.066

(0.09) (0.08)
Risk willingness low −0.332∗∗∗ −0.262∗∗∗

(0.10) (0.09)
Risk willingness high −0.076 −0.107

(0.09) (0.08)
Age HH-Head 0.030∗∗ 0.124∗∗∗

(0.02) (0.01)
Age2 HH-Head −0.000∗∗∗ −0.001∗∗∗

(0.00) (0.00)
HH # persons −0.265∗∗∗ −0.302∗∗∗

(0.08) (0.06)
Couple, no children −0.150 0.194

(0.36) (0.32)
Couple, with children 0.082 0.949∗∗∗

(0.36) (0.32)
Single, no children −1.037∗∗∗ −0.884∗∗∗

(0.37) (0.33)
Single, with children −0.918∗∗ −0.333

(0.39) (0.34)
Prices DCG −0.828∗∗∗

(0.02)
Prices NDCG 1.195∗∗∗

(0.18)
Prices SER −1.343∗∗∗

(0.19)
Constant 3.089∗∗∗ 2.158∗∗∗ 3.323∗∗∗ 8.301∗∗∗

(0.03) (0.11) (0.55) (0.57)

# Households 12790 7401 7322 7322
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Table 4.A.10: Effect of Cash-for-Clunkers on Expenditures on Non-
Durables

Category OLS

No Controls + Monetary + HH Char. + Prices

CfC 0.039 0.114∗∗∗ 0.072∗∗ 0.058∗

(0.03) (0.03) (0.03) (0.03)
Car purch. ’09 0.116∗∗∗ 0.017 −0.013 0.013

(0.02) (0.03) (0.02) (0.02)
HH income ’08 (×103) 0.007∗∗∗ 0.004∗∗∗ 0.004∗∗∗

(0.00) (0.00) (0.00)
HH income ’09 (×103) 0.003∗∗∗ 0.002∗∗ 0.002∗∗∗

(0.00) (0.00) (0.00)
No savings ’08 −0.045∗∗ −0.060∗∗∗ −0.046∗∗∗

(0.02) (0.02) (0.01)
Net wealth ’07 (×105) −0.000 0.002∗∗ 0.002∗∗

(0.00) (0.00) (0.00)
Patience low −0.011 −0.002

(0.02) (0.02)
Patience high −0.003 −0.003

(0.01) (0.01)
Risk willingness low −0.008 −0.010

(0.01) (0.01)
Risk willingness high 0.021 0.022∗

(0.01) (0.01)
Age HH-Head 0.019∗∗∗ 0.013∗∗∗

(0.00) (0.00)
Age2 HH-Head −0.000∗∗∗ −0.000∗∗∗

(0.00) (0.00)
HH # persons 0.052∗∗∗ 0.057∗∗∗

(0.01) (0.01)
Couple, no children −0.087 −0.127∗∗

(0.06) (0.05)
Couple, with children 0.151∗∗∗ 0.086

(0.06) (0.05)
Single, no children −0.484∗∗∗ −0.494∗∗∗

(0.06) (0.06)
Single, with children −0.067 −0.099∗

(0.06) (0.06)
Prices DCG 0.048∗∗∗

(0.00)
Prices NDCG −0.019

(0.04)
Prices SER −0.178∗∗∗

(0.03)
Constant 8.556∗∗∗ 8.190∗∗∗ 7.748∗∗∗ 7.660∗∗∗

(0.01) (0.05) (0.09) (0.10)

# Households 12790 7401 7322 7322
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Table 4.A.11: Effect of Cash-for-Clunkers on Expenditures on Ser-
vices

Category OLS

No Controls + Monetary + HH Char. + Prices

CfC 0.111∗ 0.138 0.132 0.118
(0.07) (0.09) (0.09) (0.09)

Car purch. ’09 0.540∗∗∗ 0.329∗∗∗ 0.197∗∗∗ 0.203∗∗∗

(0.05) (0.07) (0.06) (0.06)
HH income ’08 (×103) 0.014∗∗∗ 0.011∗∗∗ 0.007∗∗∗

(0.00) (0.00) (0.00)
HH income ’09 (×103) 0.010∗∗∗ 0.007∗∗∗ 0.006∗∗∗

(0.00) (0.00) (0.00)
No savings ’08 −0.774∗∗∗ −0.800∗∗∗ −0.528∗∗∗

(0.06) (0.05) (0.04)
Net wealth ’07 (×105) −0.001 0.009∗∗ 0.007∗∗

(0.00) (0.00) (0.00)
Patience low 0.023 0.042

(0.06) (0.05)
Patience high 0.035 0.050

(0.05) (0.04)
Risk willingness low −0.274∗∗∗ −0.239∗∗∗

(0.05) (0.05)
Risk willingness high 0.020 0.013

(0.05) (0.04)
Age HH-Head 0.061∗∗∗ 0.039∗∗∗

(0.01) (0.01)
Age2 HH-Head −0.001∗∗∗ −0.000∗∗∗

(0.00) (0.00)
HH # persons −0.056 0.007

(0.03) (0.03)
Couple, no children 0.554∗∗∗ 0.183

(0.20) (0.16)
Couple, with children 0.282 −0.049

(0.20) (0.16)
Single, no children −0.146 −0.211

(0.21) (0.17)
Single, with children −0.190 −0.218

(0.22) (0.18)
Prices DCG 0.122∗∗∗

(0.01)
Prices NDCG 1.792∗∗∗

(0.10)
Prices SER −4.023∗∗∗

(0.13)
Constant 7.441∗∗∗ 6.821∗∗∗ 5.966∗∗∗ 7.326∗∗∗

(0.02) (0.11) (0.30) (0.29)

# Households 12790 7401 7322 7322
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Chapter 5

Stimulating Consumption and

Increasing Welfare:

The Case of Cash-for-Clunkers

The ultimate purpose of economics, of course, is to understand and promote the
enhancement of well-being. Economic measurement accordingly must encompass measures

of well-being and its determinants.
— Ben S. Bernanke, 2012

5.1 Introduction

Governments have to decide which policies of the set of possibilities are adopted and which
are dismissed. The reasons leading to an adoption can be diverse: Political or societal
preferences, acute need for market intervention, or individual gains, to name some examples.
A desirable effect of a policy is to increase overall well-being. This implies that the impact
of a policy on all economic agents should be taken into account.

Assessing the welfare effects of policies is inherently difficult. First, a single policy can
generate welfare increases and losses at the same time and for different groups of economic
agents. Second, measuring economic welfare itself can prove a challenge. Individual’s gains
in well-being due to a policy stem from latent utility, a theoretical concept never directly
observed in the data (conversely to, for example, corporate profits). In addition, from the
perspective of a policymaker deciding between multiple policies, the interesting question
is not only whether a policy fosters well-being, but also how this welfare is distributed
(Chipman and Moore, 1980).

This project aims to assess the consumer welfare gains of consumption stimulation.
These stimuli are often used by governments to soften or alleviate the consequences on
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household’s consumption and well-being in recessions, and to stabilize the economy in
general (Kaplan and Violante, 2014). There is ample scope on how to design such policies:
temporary tax cuts, non-targeted and targeted subsidies, or direct government expenditures
(Carlino, 2017).

Specifically, this project analyzes the consumer welfare gains of the German “Cash-
for-Clunkers” program. Similar programs were widely used worldwide during the 2009
recession, with the idea to incentivize car purchases by subsidizing the replacement of old
cars with newer, more environmentally friendly ones. Globally, 22 countries implemented
such a policy with a total volume of about e 15 billion.1 The German government provided
the most substantial stimulus at the time, with e 5 billion or 1/3 of the global volume.

Despite their popularity among policymakers, the success of Cash-for-Clunkers programs
has been debated critically in the economic literature. Mian and Sufi (2012) find, for the
United States, an increase in car purchases while the policy was active; followed by an
immediate reversal within a few months after the policy ended. Focusing on the production
side of the U.S. program, Copeland and Kahn (2013) also find a significant increase in car
sales. These sales, however, did only translate into a modest increase in car production.
Instead, the increased demand was met mainly by inventory stocks, buffering part of the
stimulus effect. The general behavior and welfare gains of consumers, however, have so far
been largely ignored by the literature. If the ultimate purpose is to enhance well-being,
consumer welfare is a channel that needs to be considered. To the best of my knowledge,
there are no studies in the economic literature of the consumer welfare effects of Cash-
for-Clunkers programs. In chapter 4, I find significantly increased consumer spending due
to the German program. This suggests that the policy potentially stimulated consumers’
welfare by increasing consumption. Further, I analyze the mechanisms underlying the
behavioral consumption response to those programs. Intertemporal (Green et al., 2016)
and intratemporal (chapter 4) substitution effects are considered in the literature. Whether
substitution or real income effects prevail in determining consumption behavior of such
targeted subsidies is, however, not clear.

The Cash-for-Clunkers program in Germany allowed consumers to receive a subsidy of
e 2,500 on a car purchase. The policy was active for approximately nine months, from
January 9th to September 9th of 2009. The German government financed this program
with e 5 billion, resulting in approximately two million subsidized cars. The policymakers
defined three eligibility criteria: First, only private individuals could apply. Second, a new
car needed to be purchased; used car purchases were exempt. Third, an old car had to be
scrapped. This old car had to be at least nine years old, and it had to be licensed to the
applicant for at least 12 months prior to the application. For a more detailed description
and discussion of the German Cash-for-Clunkers policy, the reader is referred to chapter 4
of this thesis.

The design features of the policy provide several key aspects for the empirical analyses:
First, the requirements for households to purchase a new car and to own an old car define

1Chapter 4 provides an overview of all Cash-for-Clunkers programs during that time.
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treatment and control groups. Used car purchases and purchases from households that do
not own an old car are unaffected by the policy. Second, from the consumer’s perspective,
participation resulted in a fixed e 2,500 rebate on new cars. This constitutes a price shock
in terms of consumption theory. Third, the fixed subsidy of e 2,500 independent of the
car price induces variation in the magnitude of the price shock. Individuals purchasing
lower-priced cars experienced a larger price shock compared to individuals purchasing
higher-priced cars. This heterogeneity is exploited in the welfare estimations and allows
for a more nuanced discussion of some data limitations later on.

The primary focus of this paper is the consumer welfare resulting from the price shock on
cars, and how this generated welfare relates to the policy cost. When modeling price shocks,
it is paramount to derive the estimation approach from economic theory on consumer
behavior. A price change of one good (i) directly influences demand for that good, (ii)
can have adverse effects on the demand for other goods via substitution effects, and (iii)
influences overall demand by changing real income (Deaton, 1992). All these factors need
to be taken into consideration when building the empirical strategy. Further, the concept
of consumer welfare is built around the idea to compare an individual’s utility between
two states of the world with different prices. Moreover, the counterfactual world needs
to be estimated by a precise, interpretable model of consumption behavior, linking the
theoretical concept of utility to the empirics. To incorporate all these factors in the analyses,
I implement a structural identification approach using the EASI demand system developed
by Lewbel and Pendakur (2009).

EASI is a modern demand system, providing a clear connection between utility and
consumer’s consumption basket, commodity prices, and characteristics. This is necessary
to calculate the welfare change of switching from one price regime to another, and to relate
this change to the cost of the policy. Unlike to the consumer surplus measure derived by
Lewbel and Pendakur (2009), I calculate the compensating variation (Hicks, 1939). The
compensating variation offers an interpretation directly relatable to the policy cost: The
amount of additional income that a consumer needs to achieve the same level of utility
across two price regimes.

I discuss four main results throughout the paper. First, the German Cash-for-Clunkers
program increased car purchases by about 75%. That is, the German policy was successful
in stimulating consumption of the targeted durable good. This extensive margin effect
is not followed by decreased demand in the years after. This finding comes from event
study estimations. My results are in contrast to Mian and Sufi’s (2012) findings for the
U.S. program, who find a decline in demand for cars in the months following the program.
My findings are, however, in line with the results in chapter 4, where I also find no reversal
for the German program. Second, the policy successfully incentivised the replacement of
old durables in favor of newer ones. This lends support for scrappage schemes for durables
other than cars. For example, a similar policy is currently discussed for old oil heating
systems (Kramp-Karrenbauer and Jung, 2019). Third, the policy generated, for the average
car buyer during the time that the policy was active, economically marginal welfare gains
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of e 5.5 in 2009. Fourth, demand system estimates suggest that real income effects are the
main driver of the observed consumption behavior.

This paper proceeds as follows: Section 5.2 summarizes the EASI demand system of
Lewbel and Pendakur (2009). Section 5.3 presents and discusses the data used in the
empirical part. Section 5.4 contains the estimation results. Section 5.5 concludes.

5.2 Methodology

5.2.1 The EASI Demand System

This section presents the “Exact Affine Stone Index” (EASI) model by Lewbel and Pendakur
(2009) which I use as theoretical framework in the empirical part of the paper. Conceptually,
the EASI model is related to the classic and popular “Almost Ideal Demand” (AID) systems
pioneered by Deaton and Muellbauer (1980). That is, household’s budget allocations are
explained by real expenditures and consumer prices. In contrast to AID systems, EASI has
several advantages. First, the extended EASI model can incorporate all two-way interactions
between prices, expenditures, and household characteristics. Second, it allows for (almost)
arbitrarily complex Engel curves by including higher polynomials of real expenditures.
Banks et al. (1997) extended the original AID model to incorporate quadratic Engel curves.
Yet, as discussed in Gorman (1981) and generalized by Lewbel (1991), this quadratic form
is the limit of AID systems. These parameters ultimately enter the welfare calculations
and contribute to more precise estimates. Third, Lewbel and Pendakur (2009) show that
the extended EASI can be consistently estimated by iterated linear regressions, making
it numerically easy to implement without the need to use an approximate model. These
three features of the EASI model make it more realistic in and flexible (not limiting the
shape of Engel curves a priory to a small set of parameters) as well as more feasible in
empirical applications.

Additionally, EASI error terms are interpretable as unobserved preference heterogeneity.
This is a desirable and important property of any demand system. Consider, for example,
a consumer with a strong but unobserved preference for cars. This consumer will allocate a
larger portion of her expenditures for cars, compared to a consumer with lower preference
for cars. The same consumer is in turn more affected by a price change of cars, leading
to a larger income effect. Prices and household characteristics like income and family
size are important determinants of consumption decisions, but they are often only able to
explain half of the budget share variation across households (Pendakur, 2009). As one of
the main objectives of this paper is to model a price shock, using a model that incorporates
unobserved preference heterogeneity is superior to one that does not.

The EASI model estimated in section 5.4 follows the proposed implementation of
Lewbel and Pendakur (2009) and Pendakur (2009). Starting point is to define a flexible
expenditure function of the consumer (household). That is, a function that returns the
minimum monetary amount the consumer has to spend to achieve a certain level of utility

144



Chapter 5

with respect to prices p, utility u, and consumer characteristics z. Regarding utility,
Lewbel and Pendakur (2009) do not explicitly model a utility function. Rather, they
express utility u as a function of observables. This implicit utility y does not equal u but
one possible cardinalization of u without changing the ordinal structure. Substituting y
into the Hicksian demand function obtained through Shephard’s Lemma yields implicit
Marshallian demand functions that depend on observables and parameters to be estimated
(Shephard, 1954).

Lewbel and Pendakur (2009) propose and discuss the following cost function for empirical
applications:

lnC(p, u,z, ε) = u+
(

R∑
r=1

bjru
r +

T∑
t=1

gjt zt +
T∑
t=2

hjtztu

)
ln pj

+ 1
2

J∑
j=1

J∑
k=1

T∑
t=1

ajktzt ln pj ln pk

+ 1
2

J∑
j=1

J∑
k=1

bjk ln pj ln pku+
J∑
j=1

εj ln pj .

(5.1)

The cost of a household i (index dropped for clarity) to consume a goods bundle of J
goods is expressed as a function of utility u and its R polynomials, T characteristics z, goods
specific prices p, and goods specific cost shifters (unobserved preference heterogeneity) ε.

Applying Shephard’s Lemma on equation (5.1), setting lnC(p, u,z, ε) = ln x, and
substituting implicit utility y for u gives the implicit Marshallian demand system as:

wj = ∂ lnC(p, u,z, ε)
∂ ln pj =

R∑
r=1

bjry
r +

T∑
t=1

gjt zt +
T∑
t=2

hjtzty

+
J∑
k=1

T∑
t=1

ajktzt ln pk +
J∑
k=1

bjk ln pky + εj ,

(5.2)

with y defined as:

y = u =
ln x−

J∑
j=1

wj ln pj + 1
2

J∑
j=1

J∑
k=1

T∑
t=1

ajktzt ln pj ln pk

1 − 1
2

J∑
j=1

J∑
k=1

bjk ln pj ln pk
. (5.3)

Equation (5.2) is the system of equations estimated in section 5.4. Budget shares wj of
goods category j/k are expressed as linear functions of parameters bjr, g

j
t , h

j
t , ajkt, and bjk.

εj is the unobserved preference parameter (i.e. the error term), with E[ε] = 0. Note that in
this notation, the first element of the household characteristics matrix z is 1. That is, the
first element of parameter matrix g is the constant, and the first element of a captures the
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own-price effect. Slutsky symmetry is imposed by setting constraints such that ajkt = akjt

and bjk = bkj .
Hicksian (compensated) price semi-elasticities of budget shares are given by:

∂wj

∂ ln pk =
J∑
j=1

T∑
t=1

ajktzt + bjky, (5.4)

and elasticities with respect to y, interpretable as real expenditure semi-elasticities of
budget shares, by:

∂wj

∂y
=

R∑
r=1

bjrry
r−1 +

T∑
t=2

hjtzt +
J∑
k=1

bjk ln pk. (5.5)

These semi-elasticities can generally be converted into ordinary elasticities of budget shares
by dividing by the average budget share of the respective population. While it is also
possible to derive quantity elasticities from the model, these are not relevant in the context
of this project. The main focus of the analyses is to describe and quantify car purchasing
behavior, a commodity of which (usually) only one unit is consumed. Rather, the relevant
magnitude from the consumers point of view is how much to spend on a car, or how much
in relation to the consumers total expenditures.

The model defined by equation (5.2) is endogenous as the budget shares wj appear on
the left hand and, through y (equation (5.3)), on the right hand side. y itself is a function
of endogenous wj and exogenous ln x, zt, and ln pj . That is, ln x, zt, and ln pj are allowable
instruments defined by the structure of the model. See Pendakur (2009) for more details
on the exact calculation of instruments. The EASI model therefore can consistently be
estimated via three-stages-least-squares estimation (Zellner and Theil, 1962).

5.2.2 Welfare Measures

Measures of consumer surplus due to a change in commodity prices have a long tradition
in the economic literature. The seminal work of Hicks (1939) laid the foundation of one
of these measures, the compensating variation (CV). The basic idea is to measure the
difference in consumer cost between two price regimes, holding utility constant. The CV
can be depicted as CV = c(p0, u1) − c(p1, u1), where c(.) represents the consumption cost
of the consumer, dependent on pre-shock prices p0 or post-shock prices p1, and post-shock
utility level u1. That is, the CV can be interpreted as the change in income that results in
the same change in utility as the change in prices.

This measure of welfare has been derived for the EASI demand system by Reaños and
Wölfing (2018), albeit for a simpler specification without the full set of two-way interactions.
In the context of this project, the initial price regime is the empirically observed situation
with household’s perceived, policy-adjusted car prices. In the post-shock situation, prices
are adjusted to simulate the world without policy. That is, the CV’s interpretation is the
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additional income that a household needs in a world without policy to achieve the same
level of utility as with the policy active. Put differently, it measures the welfare loss if the
policy is reversed. This interpretation allows a direct comparison to the policy cost of e 5
billion.

Next, consider the definition of implicit utility y (equation (5.3)). The level of implicit
utility needs to be constant across two different price regimes p0 and p1 with the adjustment
mechanism being income (nominal expenditures) x. That is, it has to hold that y(x0,p0) =
y(x1,p1). Solving this equation for ln x1 yields following expression of observables and
estimated parameters:

ln x1 =

ln x0 −
J∑
j=1

wj ln pj0 + 1
2

J∑
j=1

J∑
k=1

T∑
t=1

ajktzt ln pj0 ln pk0

 1 − 1
2

J∑
j=1

J∑
k=1

bjk ln pj1 ln pk1

1 − 1
2

J∑
j=1

J∑
k=1

bjk ln pj0 ln pk0

+
J∑
j=1

wj ln pj1 − 1
2

J∑
j=1

J∑
k=1

T∑
t=1

ajktzt ln pj1 ln pk1,

(5.6)

which gives the income needed after a price change from p0 (with the policy) to p1

(without the policy) to achieve the pre-change utility level y0 with new prices p1 – i.e. the
compensating income (in logs). The parameters ajkt and bjk explicitly take substitution
effects into account. This is particularly important in the context I study as price changes
are large. The compensating variation is the difference between observed and compensating
incomes: CV = x− exp (ln x1).

5.3 Data & Descriptives

5.3.1 Household Characteristics and Expenditures

Estimating an EASI-type demand system requires detailed information on the consump-
tion behavior of households. The “Continuous Household Budget Surveys” (“Laufende
Wirtschaftsrechnungen”, LWR) – a cross-sectional, representative survey of German house-
holds conducted yearly by the German statistical offices – provides this information. The
LWR’s main purpose is to aid governmental decisions on transfer adjustments, calculation
of consumer price indices, and budget allocations. To meet the high standards of data
quality and detail required by the government, participating households need to record
their incomes and expenditures in a household diary over the course of three months. The
three-month-reporting-periods correspond to quarters of the year, allowing to observe
household’s behavior almost perfectly during the Cash-for-Clunkers program period from
January 9th to September 9th. The expenditures are classified according to the “Classi-
fication of Individual Consumption According to Purpose” (COICOP), a comprehensive
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classification that allows to distinguish expenditures on a fine level of goods categories.
Table 5.A.1 provides an overview of the goods categories used in this paper. Together with
an initial survey of household characteristics and goods endowment at the beginning of
each wave, the LWR gives a detailed picture of households’ composition, financial situation,
and expenditure behavior.

As the LWR contains sensitive microdata of individuals and households, data access is
highly regulated to protect the anonymity of survey participants. For this project, on-site
access for the years 2005 to 2007 and 2009 to 2012 was granted.2

Table 5.1 provides descriptive statistics of the data. Columns (1) to (3) for the full sample,
columns (4) to (6) for households that bought a car in the nine months the policy was active
(henceforth labeled “treatment”), and columns (7) to (9) for households that bought a car
outside the policy period (“control”).3 Panel A shows household characteristics. Generally,
treatment and control households are very similar in their observed characteristics (p-values
of tests on the equality of means are reported in column (10)). That is, households in both
groups have, on average, the same income, age, and household composition. This is in line
with Pfeifer et al. (2019) who find, with different data that contains the actual program
participation status, that household characteristics cannot explain participation. Notably,
the savings stock of control households is twice as large compared to treated households,
albeit the difference is not statistically significant. This might be a channel through which
elasticities are influenced, as I will explore further in the results section. The average car
purchased with the subsidy was lower-priced than cars not purchased with the subsidy
Kaul et al. (2016). This is also visible in the descriptive statistics: Prices of cars purchased
by the treatment group are, on average, e 2,900 cheaper than those purchased by control
group households.

Panel B of table 5.1 reports details on households’ expenditures. The quarterly ex-
penditures are rescaled to correspond to yearly values. The detailed goods composition
of each consumption category is reported in table 5.A.1 in the appendix.4 This gives a
demand system with ten goods categories and nine equations for estimation. “Other” is
the left-out equation. On average, households spend about 70% of their net income on
these consumption categories. This is not much different for treated and control car buyers
(66% and 68%, respectively). However, the latter two groups differ significantly in their
total expenditures. Treated households on average have 9% lower expenditures.

Although the share of net income consumed is about the same for car buyers and non-car
buyers, these two groups have different consumption baskets. Figure 5.1 plots the budget

2In 2008, the LWR is not available. Instead, the related but not identical “Income and Expenditure
Sample” (“Einkommens- und Verbrauchsstichprobe”, EVS) was conducted. Years before 2005 are not
comparable due to EU wide harmonization changes.

3That is, the treatment group consists of households that bought a new car and were surveyed between
January and September 2009. The control group consists of households that bought a new car before or
after the program period.

4The four least important categories (by average expenditures) are “Alcoholic beverages [...]”, “Commu-
nications”, “Education”, and “Miscellaneous [...]” (excluding “New car service flow”, more on that later).
These are grouped to the new category “Other”.
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5.3. DATA & DESCRIPTIVES

Figure 5.1: Budget shares, 2005-2012

(a) Full sample
0

.1
.2

.3
.4

Bu
dg

et
 S

ha
re

2005 2006 2007 2008 2009 2010 2011 2012

Food Clothing Housing
Furnishings Health Transport
New Cars Recreation Restaurants

(b) New car buyer
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Notes: These figures show the timely development (quarterly data) of households’ budget shares of the individual
goods categories (table 5.A.1). Subfigure (a) shows budget shares for the full sample of all households, subfigure
(b) for the subsample of new car buying households. Dashed vertical lines denote the Cash-for-Clunkers program
period (January to September 2009). Data for 2008 is unavailable.

shares for the full household sample (figure 5.1a) and for car buyers only (figure 5.1b). Car
buyers have a higher emphasis on some goods categories and a lower on others. This is an
important fact the empirical model has to account for. In terms of evolution over time,
budget allocations are in general stable. The budget shares of “New cars”, however, show
an interesting pattern (figure 5.A.1 in the appendix): While new car budget shares are
relatively stable for car buying households, this is not the case for the full sample. There,
an increase in average budget shares between January and September 2009 is visible. This
can be explained by more households having strictly positive expenditures on cars, i.e. an
increase in the extensive margin of the probability to purchase a car.

A caveat of the LWR is that it does not contain information on household’s participation
in the Cash-for-Clunkers program. It is possible to identify households that purchased a
new car through their expenditure statements. That is, the empirical results and welfare
estimates are based on the average household that bought a car from January 2009 to
September 2009 and not on the average household that actually received the subsidy.
This might lead to biased estimates if participating and non-participating households are
structurally different from each other. As discussed in the previous section, this is not
the case in terms of household characteristics. The average purchase price of new cars,
however, is significantly lower during the program period. This difference will be discussed
in more detail in the following, and the implications for the welfare estimates along the
results in section 5.4.

5.3.2 Car Price and Service Flows

The aim of this section is to estimate the consumer welfare generated by a household-
specific price shock on new car purchases. This requires two different metrics. First, the
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Figure 5.2: Car purchase price distributions

(a) New cars
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(b) Used cars

0
.0

00
02

.0
00

04
.0

00
06

.0
00

08
D

en
si

ty

0 10000 20000 30000
Used car price

2009 other (pooled) other

p-value 2009 v. pooled: 0.84

Notes: This figure plots the distributions of reported car purchase prices for households purchasing a car in 2009
(red solid line), other years (grey solid line), and years other than 2009 pooled (grey dashed line). Subfigure (a)
shows the distributions of new car prices, subfigure (b) the distributions of used car prices. Plots are based on
kernel density estimates using the Epanechnikov kernel. p-values based on a Wilcoxon rank-sum test on equality of
distributions between 2009 and years other than 2009 pooled.

purchase price of the car. Without this, it would not be possible to calculate the relative
price shock of the e 2,500 government transfer. Second, the yearly service flow (that is,
the utility) of the car is needed. The EASI model is static, which fits the cross-sectional
structure of the LWR. That is, the savings and consumption decisions of households are
assumed to be additively separable in utility. Using the expenditure statements of the LWR
directly for the model estimation, therefore, assumes that these expenditures represent a
measure of generated utility in the same period. This is generally accepted in the literature
for non-durable goods, but not for durables like cars. The purchase of a car generates
immediate utility through its service flow in the period of purchase, and in future periods.

The LWR specifically requires households to report the actual purchase price of a car,
i.e. the price of the car that was agreed upon with the seller. As shown in table 5.1, cars
purchased during the Cash-for-Clunkers period were on average 15% cheaper than cars
purchased outside the Cash-for-Clunkers period.5 The distribution of car prices is explored
further in figure 5.2.

Figure 5.2a shows the distribution of new car prices for 2009 (year of the policy) and the
other years (pooled and separately). The distribution of 2009 is shifted to the left, meaning
that a larger share of cars were purchased from the lower end of the price spectrum. This
difference in distributions is statistically significant (p-value of 0.00). The consumption
theory offers several mechanisms that can explain this difference in car prices. First, price
elasticities might be different for car buyers purchasing a car during the policy period.

5Using data on car purchases collected directly from car dealers, Kaul et al. (2016) document that the
average program participant’s car purchase price was almost 30% lower compared to non-participants. This
is largely due to lower-priced car models purchased with the subsidy. Considering that roughly half of all
cars purchased in 2009 (in 2009, 3.8 million new cars were registered in Germany; The Cash-for-Clunkers
program subsidized about 2 million cars) used the Cash-for-Clunkers subsidy, both independent data sources
are in line with each other.
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Second, income effects might affect the extensive margin, enabling lower-income households
to purchase a new car. Third, household characteristics can affect consumption behavior.
Based on the descriptive statistics of table 5.1 this last channel seems less likely. The EASI
model incorporates all three mechanisms.

Yearly distributions of used car prices are shown in figure 5.2b. Visually and statistically
(p-value of 0.84), there is no difference between 2009 and other years. This is in line with
the Cash-for-Clunkers policy, as one condition for participation was to purchase a new
car. Used cars were exempt, and their prices, therefore, cannot be affected by the policy
directly. Further, the old cars had to be scrapped, eliminating the possibility of a positive
supply shock in the used car market.

The fact that the LWR contains actual purchase prices of cars allows to calculate the
price shock induced by the e 2,500 subsidy. Households were required to pay the price for
the car they agreed upon with the seller. Only later, they received the subsidy. That is,
the actual price of the car is e 2,500 lower than the reported price. Specifically, I calculate
the household i specific price shock ∆pcari as:

∆pcari = 2500
pacti

= 2500
prepi − 2500 , (5.7)

where pacti is the actual price of the car, and prepi is the reported price of the car. The
reported price of the car, therefore, does not include the subsidy, and the actual price of
the car relevant for the household’s purchase decision is e 2,500 lower than the reported
price. The empirically observed world where the Cash-for-Clunkers policy exists is the
reference situation. Prices are then simulated to reflect the corresponding higher car prices
in absence of the policy. That is, the simulated counterfactual situation is the world in
which households bought their new car without subsidy.

Figures 5.3a and 5.3b show the simulated price shock for the average car buyer during the
policy period with respect to car purchase price and net household income, respectively. On
average, the policy induced a price reduction of 23.5%. Mechanically, the relative reduction
is larger for cheaper cars. As lower-income households tend to purchase lower-priced cars,
this translates into a negative relationship between household net income and experienced
price shock. This might lead to larger welfare effects for lower-income households; a
relationship further explored in the results section.

The service flow for cars is not observed in the LWR. Therefore, a sensible and realistic
assumption about the relationship between purchase price and yearly service flow of a car
is needed. The approach in this paper is to use the official depreciation tables, provided by
the German government and published by the Federal Ministry of Finance for taxation
purposes.6 These tables give estimates of usual service lives of assets and are based on
information obtained during tax audits, with the usual service life of cars being six years.

6See https://www.bundesfinanzministerium.de/Web/DE/Themen/Steuern/
Steuerverwaltungu-Steuer recht/Betriebspruefung/AfA_Tabellen/afa_tabellen.html (in German;
accessed on September 10, 2009).
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Figure 5.3: Simulated Priceshock

(a) Priceshock and car price
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(b) Priceshock and net income
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Notes: This figure plots the household specific price shock induced by the Cash-for-Clunkers policy with respect
to new car purchase price (subfigure (a)) and household net income (subfigure (b)). Sample are households of the
treatment group that purchased a new car while the Cash-for-Clunkers program was active (Jan ’09-Sep ’09). The
horizontal dashed lines denote the average price shock of the policy.

An approximation of the service flow of a car within one year is therefore given by pact/6.

5.3.3 Consumer Prices

The administrative price data, provided by the German statistical offices, use the same
goods classification as the LWR for expenditures. These prices can, therefore, be perfectly
matched to the corresponding goods categories of the LWR. Note that price indices do not
have a monetary interpretation, rather they measure changes of prices within a certain
goods category over time – a sufficient variation to identify the EASI demand system
presented in section 5.2.

For the years 2007 to 2011, consumer price indices are available on the level of federal
states. For the remaining years, and for two federal states that do not report prices on
such a fine level7, the aggregate price indices for the whole of Germany are used. In total,
this gives 63 unique price vectors per goods category for estimation. These prices are
unaffected by the Cash-for-Clunkers policy, as the rebate was paid to the household only
after the purchase and did not enter the observed car prices.8

5.4 Empirical Results

This section presents the empirical results of analyzing the 2009 Cash-for-Clunkers policy
in Germany. Section 5.4.1 quantifies the program’s impact on the extensive margin of
purchasing a car with an event study approach. Section 5.4.2 discusses price elasticities,

7These two states are Schleswig-Holstein and the city-state Hamburg.
8Kaul et al. (2016) document that the incidence of the Cash-for-Clunkers subsidy was about 100% on

the consumer side.
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expenditure elasticities, and Engel curves derived from the EASI model. Welfare calculations
are presented in section 5.4.3.

5.4.1 Car Purchasing Behavior

Did the Cash-for-Clunkers program provide a large enough incentive to influence consump-
tion behavior? The policy was designed to stimulate households’ car purchasing behavior –
a commodity of which generally only one unit is consumed. That is, the extensive margin
whether a household purchases a car or not, is the first channel to consider. I analyze
this with an event study approach where policy start in January 2009 and policy end in
September 2009 are the events of interest. Econometrically, this is estimated with the
following regression equation9:

Dcari = αi +
T∑
t

βtDt + γXi + εi, (5.8)

where Dcari is a dummy variable equal to 1 if household i purchased a car. Dt is a dummy
variable, indicating period t during which a household was surveyed. The parameters
of interest, the βt’s, estimate the excess probability to purchase a car for each period
t relative to the baseline period. Xi represents a vector of additional control variables,
which includes log net income, log savings stock, age of the household head, household
composition measures (# of persons and earners in household and the interaction thereof),
and car prices. εi is the error term.

Figure 5.4 plots the βt’s of the model with full set of controls; columns (1) and (2) of
table 5.A.2 in the appendix report the detailed estimation results. Note that one period
consists of nine months each, with t = 0 spanning from January 2009 to September 2009 (the
three quarters during which the subsidy could be applied for). The baseline period consists
of the available nine months prior to January 2009, i.e., from April 2007 to December 2007.
2008 is not available, denoted by the white dot in the figures. During the treatment period,
household’s probability to purchase a car is increased by 1.6 percentage points over the
baseline period. This constitutes an increase of about three quarters (baseline probability
is 2.1%). For a similar policy during the same time in the United States, Mian and Sufi
(2012) also find a strong increase in car purchases. However, according to their findings,
this increase is reversed within a few months after the program has ended. There is no
sign of reversal visible for the German program in figure 5.4. This is in line with an earlier
study (Pfeifer et al., 2019) that is based on a different data source unrelated to the LWR.

The eligibility criteria of the policy define two control groups that I use to strengthen the
notion that the increase in car purchase probability is the result of the Cash-for-Clunkers
policy. First, used cars were exempt from the subsidy. Therefore, we expect no increase in

9Presented regression results based on equation (5.8) are conducted at the household level. In unreported
results, these estimations have been repeated using a cohort pseudo panel and regressions with cohort fixed
effects. The results remain virtually unchanged.
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Figure 5.4: Event study – Car purchase probability
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Notes: This figure shows the average probability of a household to purchase a car (βt coefficients of equation (5.8).
Outcome is a dummy variable, equal to 1 if the household bought a car during a period. One period consists of nine
months each, with t = 0 spanning from January 2009 to September 2009 (the three quarters during which German
Cash-for-Clunkers policy was active). The baseline period consists of the available nine months prior to January
2009, i.e., from April 2007 to December 2007. 2008 is not available, denoted by the white dot. The whiskers indicate
the 95% confidence intervals (with robust standard errors).
Sample: All households.

the probability of purchasing a used car. Second, households were required to scrape their
old car in order to participate in the program. Households that did not own a car were not
eligible, and their probability to purchase a car should be unaffected. Figures 5.5 and 5.6
incorporate these criteria into the event study (detailed regression results in table 5.A.2
columns (3) through (10) in the appendix).

Figures 5.5a and 5.5b plot the results from estimating equation (5.8) with dummy
variables indicating new and old car purchases, respectively. There is a large and significant
increase in the probability to buy a new car during the Cash-for-Clunkers period, while
there is no such increase for used cars. That is, the increase in car purchase probability
(figure 5.4) is entirely driven by new cars. In the three quarters following the program
(Dec ’09-Jun ’10), new car purchases remain significantly increased at 0.5 percentage
points. In the same period, old car purchases dropped significantly by 0.5 percentage
points (table 5.A.2 columns (4) and (6)). This can be explained by a reduced supply on
the used car market due to the scrappage requirement.

Figures 5.6a and 5.6b split the sample into households that already own a car (i.e.,
potentially have a car that can be scrapped) and households that do not own a car. The
pattern stays the same: The increase in probability to purchase a new car of figure 5.5a
is driven by households that own a car and match the eligibility criteria of the Cash-for-
Clunkers policy.

In conclusion, there is a strong increase in household’s car purchasing probability during
the Cash-for-Clunkers program. The increase is driven by households buying a new car
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Figure 5.5: Event study – New and used cars

(a) New car purchases
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(b) Used car purchases
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Notes: These figures show the average probability of a household to purchase a new car (figure 5.5a) and a old
car (figure 5.5b), respectively (βt coefficients of equation (5.8). Outcomes are dummy variables, equal to 1 if the
household bought a new (old) car. One period consists of nine months each, with t = 0 spanning from January 2009
to September 2009 (the three quarters during which German Cash-for-Clunkers policy was active). The baseline
period consists of the available nine months prior to January 2009, i.e., from April 2007 to December 2007. 2008 is
not available, denoted by the white dot. The whiskers indicate the 95% confidence intervals (with robust standard
errors).
Sample: All households.

Figure 5.6: Event study – By car ownership

(a) HH owns car
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(b) HH owns no car
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Notes: These figures show the average probability of a household to purchase a new car for households that own a
car (figure 5.6a) and households that do not own a car (figure 5.6b), respectively (βt coefficients of equation (5.8).
Outcome is a dummy variable, equal to 1 if the household bought a new car during a period. One period consists
of nine months each, with t = 0 spanning from January 2009 to September 2009 (the three quarters during which
German Cash-for-Clunkers policy was active). The baseline period consists of the available nine months prior to
January 2009, i.e., from April 2007 to December 2007. 2008 is not available, denoted by the white dot. The whiskers
indicate the 95% confidence intervals (with robust standard errors).
Samples: figure 5.6a): households that own a car at time of new car purchase; figure 5.6b: households that do not
own a car at time of new car purchase.
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and owning a car that can be scrapped. This is in line with the policy design. There is no
increase in purchase probability for households buying an old car or not owning a car. The
eligibility criteria excluded these households from receiving the subsidy. Next, I will study
how this behavior translates into the general consumption behavior.

5.4.2 Elasticities and Engel curves

To study the general consumption patterns, I derive price elasticities, real expenditure
elasticities, and Engel curves from the system of equations implied by equation 5.2. This
system is estimated using three-stages-least squares (Zellner and Theil, 1962) with nine
equations (ten goods categories, “Other” is the left-out category). I use real expenditures
up to the fifth polynomial, and include seven household characteristics: (i) a dummy,
equal to one if the household purchased a new car, (ii) log net income, (iii) log savings
stock, (iv) age of the household head, (v) number of persons in household, (vi) number of
income earners in household, (vii) the interaction between (v) and (vi).10 As discussed in
section 5.3, the relative importance of individual consumption categories is different for car
buying households. The indicator on new car purchase status takes this into account, and
enables to distinguish between car buying and non-car buying households in the subsequent
analyses. The complete EASI regression results are shown in table 5.A.4 in the appendix.

Compensated own-price semi-elasticities for the full household sample, treated car buyers
and control car buyers are presented in table 5.2.11 They give the change of budget shares
in percentage points due to a change in prices, with expenditures adjusted such that utility
is equal to the pre-change level. Take, for example, the own-price elasticity of food for the
average household of the full sample of -0.048 (column (1)). An increase of food prices by
10% is associated with a 0.48 percentage points lower food budget share. Generally, the
price elasticities are not estimated precisely, as the relatively large standard errors show.
One reason for this might be that budget shares vary more for car buyers (see figure 5.1
and the related discussion), while price indices are not specific to this group of households.
This would mean that much of the variation is captured by the error term, which, in case
of the EASI model, represents unobserved preference heterogeneity. Another explanation is
that the variation in consumer prices does not allow more precise estimates. Stable prices
contribute less to explaining consumption decisions directly, especially for goods where
consumers can not adjust quantities. Nevertheless, they still can have an impact through
real income effects, which are incorporated in the model.

The own-price semi-elasticity of cars does not affect budget decisions of the full household
sample (table 5.2 column (1)). It is close to 0 and statistically insignificant. This is not
surprising, rather expected, as most households do not purchase a new car. For new car
buyers on the other hand (columns (2) and (3)), this is different. Increasing car prices by
10% leads to 2.5 percentage points higher budget shares. In terms of elasticities, a 1%

10These are the same control variables used in the event study – with the exception of (i) which serves as
outcome there.

11Estimated cross-price semi-elasticities are reported in table 5.A.3 in the appendix.
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Table 5.2: Price and expenditure elasticities

Own-price semi-elasticities Expenditure semi-elasticities p-values

Full Treatment Control Full Treatment Control (2) vs. (3) (5) vs. (6)
(1) (2) (3) (4) (5) (6) (7) (8)

Food -0.048 -0.122 -0.111 -0.055∗∗∗ -0.050∗∗∗ -0.053∗∗∗ 0.71 0.00
(0.075) (0.263) (0.263) (0.003) (0.005) (0.005)

Clothing 0.020 0.190 0.186 0.012∗∗∗ 0.017∗∗∗ 0.011∗∗ 0.77 0.00
(0.036) (0.122) (0.122) (0.002) (0.005) (0.005)

Housing 0.101 -0.429 -0.416 -0.199∗∗∗ -0.167∗∗∗ -0.156∗∗∗ 0.85 0.00
(0.163) (0.601) (0.601) (0.005) (0.011) (0.011)

Furnishings -0.089 0.225 0.211 0.061∗∗∗ 0.078∗∗∗ 0.084∗∗∗ 0.81 0.00
(0.129) (0.504) (0.505) (0.004) (0.008) (0.008)

Health -0.029 -0.492 -0.496 0.038∗∗∗ 0.043∗∗∗ 0.038∗∗∗ 0.93 0.00
(0.111) (0.407) (0.408) (0.004) (0.007) (0.007)

Transport 0.132∗ 0.191 0.196 0.057∗∗∗ 0.043∗∗∗ 0.058∗∗∗ 0.86 0.00
(0.080) (0.244) (0.245) (0.005) (0.010) (0.010)

New cars 0.004 0.254∗∗∗ 0.254∗∗∗ -0.001∗∗∗ -0.054∗∗∗ -0.054∗∗∗ 1.00 1.00
(0.007) (0.024) (0.024) (0.000) (0.001) (0.001)

Recreation 0.131∗∗ 0.373∗ 0.372∗ 0.044∗∗∗ 0.045∗∗∗ 0.039∗∗∗ 0.97 0.00
(0.063) (0.226) (0.226) (0.004) (0.009) (0.010)

Restaurants 0.035 0.169 0.167 0.026∗∗∗ 0.031∗∗∗ 0.024∗∗∗ 0.96 0.00
(0.102) (0.380) (0.380) (0.003) (0.006) (0.006)

Observations 39999 99 390 39999 99 390

Notes: This table reports compensated semi-elasticities. Columns (1) through (3) report compensated own-price
semi-elasticities (equation (5.4)), and columns (4) through (6) report compensated real expenditure semi-elasticities
(equation (5.5)). “Full”: All households (car buyer and non-car buyer); “Treatment”: Households that bought a
new car while the German Cash-for-Clunkers policy was active (Jan-Sep 2009); “Control”: Households that bought
a new car outside the program period. Standard errors (derived with the delta method) in parenthesis. ∗∗∗ denotes
significance at the 1% level, ∗∗ at the 5% level, and ∗ at the 10% level. Columns (6) and (7) report the p-values of
tests on the equality of means.
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increase in prices leads to a 3.6% increase in expenditures (0.254/0.07). That is, cars are
price-elastic in expenditures, and higher prices translate into higher absolute expenditures.
Elasticities of treated and control car buyers are basically equal, as the mean comparison
tests (column (7)) show.

Expenditure semi-elasticities are estimated with more precision. Those of treated and
control households are similar in terms of magnitude, but statistically different from each
other. This reflects the differences in budget shares and the descriptively lower total
expenditures of treated car buyers (table 5.1). The exception are new car expenditures:
Their elasticity is virtually identical between the two groups. An increase of expenditures
by 10% decreases new car budget shares only by 5.4 percentage points or 7% (−0.054/0.07).
That is, only about 2/3 of an expenditure increase are used for goods other than cars,
while the remaining 1/3 are used on cars – for example to purchase a higher-priced car
model or the same model with more features. Put differently, higher-income households
do purchase higher-priced cars, but with a decreasing marginal increase – a finding also
shown by the Engel curves.

Figure 5.7 shows the estimated Engel curves for the representative treated and control
household. These are based on the predicted budget shares from the baseline model, with
the average values of household characteristics (table 5.1 columns (4) and (5), respectively)
as input. Generally, Engel curves are basically identical or statistically not significantly
different from each other between the two groups of car buyers. That is, both groups
allocate the same amount of total expenditures to those consumption categories, if total
expenditures are held constant. They significantly differ, however, in their budget share
of new cars. Ceteris paribus, a household purchasing a car during the Cash-for-Clunkers
policy allocates a smaller amount of total expenditures for the purchase of the new car.
The new car Engel curves of both groups are linear and have a negative slope. With
higher income, new cars become a relatively less important part of the consumption basket.
This is in line with the previous interpretation of expenditure elasticities: Households
spend part of an income increase on cars, but not all. For three goods categories – Food,
Clothing, Furnishings – the Engel curves of treated households lie above the ones of control
households, and are borderline statistically significant (lie outside of each others confidence
intervall) for parts of the income distribution. For these three categories, Pfeifer et al.
(2019) also find, with an experimental identification approach, an increase in consumption
of Cash-for-Clunkers subsidy receivers over the counterfactual situation without subsidy.

Taken together, two results of this section stand out. First, an increase in car prices
leads to an increase in car budget shares. That is, instead of purchasing a lower-priced
model, consumers compensate a price increase by increasing total expenditures. This holds
for households that bought the car during the policy period and for those who bought
the car outside the policy period. Second, the intensive margin effect of the policy is
largely explained by income effects (including real income effects due to price changes).
Households purchasing a new car with the subsidy have lower total expenditures that
result in a changed consumption basket composition. The next section looks at the welfare
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implications these effects have.

5.4.3 Welfare Estimates

In the previous sections, I documented how prices affect households consumption decisions.
In this section, I report the welfare effects of the German Cash-for-Clunkers policy for
consumers. The welfare estimates depend on how households allocate their expenditures
on the different goods categories in response to a price shock, and the level of utility these
allocations generate. If households marginally (significantly) adjust their consumption
basket after a price change, utility changes can be low (high).

Empirically observed is the situation with policy-adjusted car prices. In the counterfactual
situation, where households bought a new car without subsidy, car prices are higher while
prices of other goods remain unchanged. This price shock is modeled with household
specific price adjustments. That is, new car prices are increased by the price shock on the
household level (∆pcari of equation (5.7)) for households that bought a car while the policy
was active.

Table 5.3: Welfare results

Baseline income Compensating income Compensating variation p-value
(1) (2) (3) (4)

Mean 39128.92 39134.39 5.47 0.00
SD 15056.74 15334.05 8.49
Observations 99 99 99

Notes: This table reports the results of the welfare calculations. Columns (1) “Baseline income”: average total
expenditures of households in the treatment group (table 5.1 panel B column (4)). Column (2) “Compensating
income”: calculated using equation (5.6). Column (3)“Compensating variation”: Difference between compensating
and baseline income. Column (4): p-value of a one sample t-test.

Table 5.3 reports the welfare estimates. Column (1) shows the baseline income. The
baseline income corresponds to the average total expenditures of households in the treatment
group (table 5.1 panel B column (4)), and gives the expenditures needed to achieve the
utility level in the reference situation. Column (2) reports the compensating income as
defined by equation (5.6). This gives the expenditures needed to achieve the utility level
of the reference situation without subsidy. The difference of baseline and compensating
income gives the compensating variation: The amount of additional income a households
needs to achieve the reference utility level with increased prices.

The average compensating variation for treated car buyers is e 5.5 in 2009. That is,
without Cash-for-Clunkers subsidy, household need e 5.5 more income to achieve the same
utility level, on average. This effect is statistically significantly different from 0 (with a
p-value of 0.00). The EASI demand system is static and cannot depict welfare gains over
time. The assumption about the relation between car price and car service flow12 allows

126-year linear depreciation, see section 5.3.2.

160



Chapter 5

for a back-of-the-envelope calculation: Assuming the utility increase (measured by the
compensating variation) is constant across years, the German Cash-for-Clunkers policy
generated consumer welfare in the equivalent of e 33. This is economically negligible: The
e 33 of average consumer welfare increase over 6 years corresponds to 1.32% of the policy
cost of e 2, 500 per subsidized car.

Next, I take a more detailed look at the distribution of the compensating variation.
Although the total consumer welfare effect is, on average, not large, households can be
affected heterogeneously. This is of interest for policymakers. Past implementations of
similar policies often differed in eligibility criteria for participants and cars.13 Determining
which households profit most from such policies enables better targeted programs that
increase overall welfare more. To this extend, Figure 5.8 plots the distribution of the
compensating variation in three dimensions: (i) purchase price of the new car (figure 5.8a),
(ii) net household income in 2009 (figure 5.8b), and (iii) share of net household income in
2009.

Two points are of note. First, households that bought lower priced cars have larger
welfare gains. That is, these households need more additional income to compensate the
utility loss from not having the subsidy. These households are therefore also willing to
pay more for the policy to exist. An explanation for this is that households that buy
a cheaper car can less optimally substitute higher car prices. This decreasing relation
between car price and welfare gains holds for car prices below about e 20, 000. For more
expensive cars, the welfare gains are approximately constant. Second, the compensating
variation is constant across the net household income distribution. That is, in absolute
terms, households from the lower end of the income distribution profit the same from the
subsidy as households from the upper end. The welfare gain relative to net income is
accordingly larger for lower-income households.

A caveat of the LWR as data source is that program participation is not directly observed.
That is, the average welfare increase of e 5.5 is based on a mixed sample of participants
and non-participants. Kaul et al. (2016) document that program participants did, on
average, purchased cheaper cars than non-participants. That is, the average car price of
cars purchased with the subsidy is lower than the reported car price of the treatment group.
Additionally, households purchasing cheaper cars profited more from the policy in terms of
welfare gains. Therefore, the welfare increase of e 5.5 constitutes a lower bound.

In summary, the price reduction from the e 2,500 subsidy of the German Cash-for-
Clunkers policy resulted in consumer gains equivalent to e 5.5 in 2009. Over the service life
of a car of six years, this constitutes 1.32% of the policy implementation cost. Households
that bought lower priced cars had larger welfare gains.

13For example, Thailand incentivized car purchases of first-time car buyers in 2011 (Muthitacharoen
et al., 2019). Another example is the U.S. scrappage scheme of 2009. There, the specific amount of the
subsidy depended on the relative fuel-efficiency of scrapped and new car.
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5.5 Conclusion

This study contributes to the literature on the economic impact of Cash-for-Clunkers policies
Mian and Sufi (2012). To this extent, I analyze the impact on household consumption of
the German implementation of 2009. Car owners received a fixed e 2, 500 subsidy for the
purchase of a new car if they scrapped their old car in return. That is, the policies aimed
at changing relative prices to stimulate consumption. The effectiveness of such policies is
debated in the literature. A change in relative prices affects the whole consumption basket
of a consumer through substitution and complementarity effects. Further, the literature
gives no advice for policymakers in terms of the overall welfare gains of such policies.
Measures of welfare are a tool of economists specifically designed to aid policymakers
deciding between multiple possible policies (Just, 1988). I contribute to this by calculating
the welfare gains for consumers.

This study provides four main findings. First, the German Cash-for-Clunkers program
successfully stimulated car consumption. The probability of a household to purchase a car
increased by 75% while the policy was active. This increase is not followed by decreased
demand for new cars in the years after. Second, the policy successfully incentivized the
replacement of old durables in favor of newer ones. That is, policymakers can use such
policies to facilitate the replacement of older technologies with newer ones. Third, the
policy generated economically marginal welfare gains for households. Fourth, demand
system estimates suggest that real income effects are the main driver of the observed
consumption behavior.

A caveat of this study is the lack of a sound theoretical link between the purchase price
of the subsidized good and the per-period utility it provides for the consumer. This is
a general problem for demand system estimations that becomes more pronounced when
studying durable goods (Patterson, 1992). In that regard, further research is needed to
fully understand the consumption decisions of households.
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5.A Appendix

Table 5.A.1: Grouping of consumption groups

Label COICOP code Description

Food 01 Food
Non-alcoholic beverages

Clothing 03 Clothing
Footwear

Housing 04

Actual rentals for housing
Maintenance and repair of the dwelling
Water supply and miscellaneous services relating to the dwelling
Electricity, gas and other fuels

Furnishings 05

Furniture and furnishings, carpets and other floor coverings
Household textiles
Household appliances
Glassware, tableware and household utensils
Tools and equipment for house and garden
Goods and services for routine household maintenance

Health 06
Medical products, appliances and equipment
Out-patient services
Hospital services

Transport 07
Purchase of vehicles (excluding new motor cars)
Operation of personal transport equipment
Transport services

New cars 07111 New motor cars

Recreation 09

Audio-visual, photographic and information processing equipment
Other major durables for recreation and culture
Other recreational items and equipment, gardens and pets
Recreational and cultural services
Newspapers, books and stationery
Package holidays

Restaurants 11 Catering services
Accommodation services

Other 02, 08, 10, 12

Alcoholic beverages, tobacco and narcotics
Communications
Education
Miscellaneous goods and services
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Table 5.A.3: Price elasticities

(1) (2) (3) (4) (5) (6) (7) (8) (9)

Panel A: Full sample (N=39999)

Food Cloth. Hous. Furn. Health Trans. New car Recr. Rest.

Food -0.048
(0.075)

Clothing 0.006 0.020
(0.039) (0.036)

Housing 0.105 0.105* 0.101
(0.073) (0.057) (0.163)

Furnishings -0.010 0.019 0.186* -0.089
(0.074) (0.057) (0.100) (0.129)

Health 0.041 0.017 0.060 0.043 -0.029
(0.065) (0.046) (0.093) (0.100) (0.111)

Transport -0.042 -0.073* -0.108 -0.133* -0.051 0.132*
(0.051) (0.040) (0.092) (0.074) (0.072) (0.080)

New cars 0.001 -0.002 -0.001 -0.003 0.002 0.002 0.004
(0.010) (0.006) (0.010) (0.012) (0.010) (0.008) (0.007)

Recreation -0.139*** -0.057* -0.247*** -0.018 -0.018 0.155*** 0.001 0.131**
(0.041) (0.032) (0.072) (0.061) (0.057) (0.057) (0.006) (0.063)

Restaurants -0.019 0.014 -0.079 -0.035 -0.061 0.079 -0.001 0.103** 0.035
(0.074) (0.043) (0.089) (0.082) (0.075) (0.061) (0.011) (0.050) (0.102)

Panel B: Car buyer, treatment period (N=99)

Food Cloth. Hous. Furn. Health Trans. New car Recr. Rest.

Food -0.122
(0.263)

Clothing -0.170 0.190
(0.132) (0.122)

Housing 0.267 0.271 -0.429
(0.262) (0.196) (0.601)

Furnishings 0.402 -0.040 0.043 0.225
(0.267) (0.206) (0.362) (0.504)

Health -0.065 -0.214 0.100 0.579 -0.492
(0.234) (0.167) (0.336) (0.391) (0.407)

Transport -0.099 -0.155 -0.044 -0.395 0.224 0.191
(0.161) (0.127) (0.305) (0.244) (0.227) (0.244)

New cars -0.169*** 0.005 -0.107*** -0.367*** 0.110*** 0.212*** 0.254***
(0.034) (0.021) (0.035) (0.046) (0.038) (0.023) (0.024)

Recreation -0.202 -0.008 -0.194 -0.360* -0.143 0.128 0.069*** 0.373*
(0.148) (0.113) (0.260) (0.218) (0.196) (0.190) (0.020) (0.226)

Restaurants -0.065 0.075 -0.080 -0.144 -0.054 0.075 0.131*** 0.035 0.169
(0.274) (0.151) (0.320) (0.312) (0.279) (0.194) (0.041) (0.183) (0.380)
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Price elasticities (continued)

Panel C: Car buyer, control period (N=390)

Food Cloth. Hous. Furn. Health Trans. New car Recr. Rest.

Food -0.111
(0.263)

Clothing -0.175 0.186
(0.132) (0.122)

Housing 0.258 0.255 -0.416
(0.263) (0.196) (0.601)

Furnishings 0.383 -0.039 0.032 0.211
(0.268) (0.206) (0.362) (0.505)

Health -0.040 -0.207 0.117 0.577 -0.496
(0.234) (0.167) (0.336) (0.391) (0.408)

Transport -0.113 -0.151 -0.039 -0.390 0.200 0.196
(0.161) (0.128) (0.306) (0.244) (0.228) (0.245)

New cars -0.168*** 0.005 -0.108*** -0.369*** 0.112*** 0.210*** 0.254***
(0.034) (0.021) (0.035) (0.046) (0.038) (0.023) (0.024)

Recreation -0.195 -0.018 -0.199 -0.347 -0.140 0.137 0.067*** 0.372*
(0.148) (0.113) (0.261) (0.219) (0.196) (0.190) (0.020) (0.226)

Restaurants -0.075 0.083 -0.073 -0.116 -0.095 0.090 0.131*** 0.034 0.167
(0.274) (0.151) (0.320) (0.313) (0.279) (0.194) (0.041) (0.183) (0.380)

Table 5.A.4: EASI estimation results

(1) (2) (3) (4) (5) (6) (7) (8) (9)
Food Cloth. Hous. Furn. Health Trans. New car Recr. Rest.

y -0.226∗∗∗ -0.115∗∗∗ -0.081∗∗ 0.383∗∗∗ -0.245∗∗∗ 0.573∗∗∗ -0.001 -0.030 -0.035
(0.016) (0.013) (0.031) (0.025) (0.021) (0.028) (0.002) (0.027) (0.019)

y2 -0.023∗∗∗ -0.024∗∗∗ 0.032∗∗∗ 0.049∗∗∗ 0.016∗∗∗ 0.027∗∗∗ 0.000 -0.021∗∗∗ -0.016∗∗∗

(0.002) (0.002) (0.004) (0.003) (0.002) (0.003) (0.000) (0.003) (0.002)
y3 0.003 -0.003∗ -0.017∗∗∗ 0.010∗∗∗ 0.004 0.042∗∗∗ 0.000 -0.025∗∗∗ -0.014∗∗∗

(0.002) (0.001) (0.003) (0.003) (0.002) (0.003) (0.000) (0.003) (0.002)
y4 0.004∗∗∗ 0.001∗ -0.005∗∗∗ -0.008∗∗∗ -0.008∗∗∗ 0.017∗∗∗ -0.000 -0.002 -0.001

(0.001) (0.001) (0.001) (0.001) (0.001) (0.001) (0.000) (0.001) (0.001)
y5 -0.000 0.001 0.007∗∗∗ -0.006∗∗∗ -0.003∗∗∗ -0.005∗∗∗ -0.000 0.004∗∗∗ 0.002∗∗∗

(0.001) (0.000) (0.001) (0.001) (0.001) (0.001) (0.000) (0.001) (0.001)
z1 -0.027∗ 0.006 -0.005 -0.032 -0.027 -0.005 0.098∗∗∗ -0.012 -0.002

(0.012) (0.010) (0.017) (0.019) (0.014) (0.011) (0.002) (0.011) (0.013)
z2 -0.003 -0.003 0.058∗∗∗ -0.019∗∗ 0.006 -0.014∗∗ 0.001 -0.012∗∗ 0.001

(0.005) (0.004) (0.006) (0.007) (0.005) (0.005) (0.001) (0.004) (0.005)
z3 -0.001 0.000 0.000 -0.000 0.001 -0.000 -0.000 -0.002∗∗∗ 0.001∗

(0.001) (0.000) (0.001) (0.001) (0.001) (0.001) (0.000) (0.000) (0.001)
z4 0.001∗∗∗ -0.000 0.002∗∗∗ -0.000 0.000 -0.001∗∗∗ -0.000 -0.001∗∗∗ -0.000

(0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000)
z5 0.033∗∗∗ 0.002 0.019∗∗∗ -0.009∗ -0.015∗∗∗ -0.009∗∗∗ -0.000 -0.006∗∗ -0.012∗∗∗

(0.003) (0.002) (0.003) (0.004) (0.003) (0.002) (0.000) (0.002) (0.003)
z6 0.014∗∗ 0.012∗∗ -0.012 -0.009 -0.021∗∗∗ 0.007 -0.001 0.004 0.001

(0.005) (0.004) (0.006) (0.007) (0.005) (0.005) (0.001) (0.004) (0.005)
z7 -0.005∗∗∗ -0.002 0.000 0.002 0.005∗∗ 0.001 0.000 -0.001 0.000

(0.002) (0.001) (0.002) (0.002) (0.002) (0.002) (0.000) (0.001) (0.002)
y×z1 0.014∗∗ 0.013∗∗ 0.034∗∗∗ -0.002 -0.000 -0.036∗∗∗ -0.054∗∗∗ 0.011 0.012∗

(0.005) (0.004) (0.010) (0.008) (0.007) (0.009) (0.000) (0.009) (0.006)
y×z2 0.017∗∗∗ 0.011∗∗∗ -0.008∗∗ -0.028∗∗∗ 0.031∗∗∗ -0.051∗∗∗ 0.000 0.002 0.003

(0.001) (0.001) (0.003) (0.002) (0.002) (0.003) (0.000) (0.003) (0.002)
y×z3 0.001∗∗∗ 0.001∗∗∗ 0.001∗∗ -0.001∗∗∗ 0.001∗∗∗ -0.002∗∗∗ -0.000 -0.000 0.001∗∗∗

(0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000)
y×z4 0.000 0.000∗ -0.001∗∗∗ -0.000∗∗∗ 0.000∗∗ -0.001∗∗∗ 0.000 0.001∗∗∗ 0.000∗∗∗

(0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000)
y×z5 -0.012∗∗∗ 0.005∗∗∗ -0.006∗∗∗ -0.004∗∗ -0.013∗∗∗ 0.009∗∗∗ -0.000 0.011∗∗∗ 0.009∗∗∗
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(0.001) (0.001) (0.002) (0.001) (0.001) (0.002) (0.000) (0.002) (0.001)
y×z6 0.001 -0.004∗∗ 0.017∗∗∗ 0.010∗∗∗ -0.035∗∗∗ 0.011∗∗∗ 0.000 -0.002 0.002

(0.002) (0.001) (0.003) (0.002) (0.002) (0.003) (0.000) (0.003) (0.002)
y×z7 0.001 0.001∗∗ -0.004∗∗∗ -0.002∗ 0.005∗∗∗ -0.001 -0.000 0.000 0.000

(0.001) (0.000) (0.001) (0.001) (0.001) (0.001) (0.000) (0.001) (0.001)
p1 1.366 -0.423 -0.308 0.561 0.525 -0.122 0.022 -0.475 -1.071

(1.023) (0.528) (0.954) (1.005) (0.883) (0.702) (0.133) (0.560) (1.019)
p2 -0.423 0.284 -0.553 -0.057 0.528 -0.217 0.008 -0.651 1.153∗

(0.528) (0.473) (0.741) (0.757) (0.625) (0.537) (0.081) (0.435) (0.575)
p3 -0.308 -0.553 -2.909 1.524 -0.639 1.782 -0.397∗∗ 0.303 0.737

(0.954) (0.741) (2.127) (1.304) (1.223) (1.230) (0.131) (0.952) (1.164)
p4 0.561 -0.057 1.524 0.671 -1.521 0.354 -0.029 0.272 -1.674

(1.005) (0.757) (1.304) (1.735) (1.363) (1.006) (0.166) (0.822) (1.106)
p5 0.525 0.528 -0.639 -1.521 2.946 -2.252∗ -0.021 -2.137∗∗ 1.064

(0.883) (0.625) (1.223) (1.363) (1.508) (0.987) (0.141) (0.775) (1.018)
p6 -0.122 -0.217 1.782 0.354 -2.252∗ 0.064 0.229∗ 1.838∗ -1.421

(0.702) (0.537) (1.230) (1.006) (0.987) (1.104) (0.102) (0.777) (0.825)
p7 0.022 0.008 -0.397∗∗ -0.029 -0.021 0.229∗ 0.110 -0.030 0.112

(0.133) (0.081) (0.131) (0.166) (0.141) (0.102) (0.093) (0.078) (0.147)
p8 -0.475 -0.651 0.303 0.272 -2.137∗∗ 1.838∗ -0.030 2.201∗ -1.231

(0.560) (0.435) (0.952) (0.822) (0.775) (0.777) (0.078) (0.856) (0.681)
p9 -1.071 1.153∗ 0.737 -1.674 1.064 -1.421 0.112 -1.231 0.944

(1.019) (0.575) (1.164) (1.106) (1.018) (0.825) (0.147) (0.681) (1.374)
y×p1 0.209∗ -0.051 -0.080 -0.042 0.190∗ -0.098 0.007 0.019 -0.213∗

(0.102) (0.053) (0.096) (0.100) (0.088) (0.070) (0.013) (0.056) (0.103)
y×p2 -0.051 0.009 -0.115 0.009 0.076 -0.003 0.005 -0.093∗ 0.115∗

(0.053) (0.047) (0.074) (0.075) (0.062) (0.053) (0.008) (0.044) (0.058)
y×p3 -0.080 -0.115 -0.054 0.021 0.044 0.141 -0.029∗ -0.020 0.049

(0.096) (0.074) (0.213) (0.130) (0.122) (0.123) (0.013) (0.096) (0.117)
y×p4 -0.042 0.009 0.021 -0.005 -0.134 0.058 -0.015 0.093 0.016

(0.100) (0.075) (0.130) (0.172) (0.135) (0.100) (0.016) (0.083) (0.111)
y×p5 0.190∗ 0.076 0.044 -0.134 0.192 -0.280∗∗ 0.013 -0.110 -0.163

(0.088) (0.062) (0.122) (0.135) (0.149) (0.098) (0.014) (0.077) (0.102)
y×p6 -0.098 -0.003 0.141 0.058 -0.280∗∗ 0.043 0.005 0.164∗ 0.008

(0.070) (0.053) (0.123) (0.100) (0.098) (0.110) (0.010) (0.078) (0.083)
y×p7 0.007 0.005 -0.029∗ -0.015 0.013 0.005 0.008 -0.006 0.005

(0.013) (0.008) (0.013) (0.016) (0.014) (0.010) (0.009) (0.008) (0.015)
y×p8 0.019 -0.093∗ -0.020 0.093 -0.110 0.164∗ -0.006 0.130 -0.090

(0.056) (0.044) (0.096) (0.083) (0.077) (0.078) (0.008) (0.086) (0.069)
y×p9 -0.213∗ 0.115∗ 0.049 0.016 -0.163 0.008 0.005 -0.090 0.176

(0.103) (0.058) (0.117) (0.111) (0.102) (0.083) (0.015) (0.069) (0.139)
p1×z1 0.046 -0.205 0.104 0.389 -0.059 -0.042 -0.165∗∗∗ -0.021 -0.176

(0.263) (0.133) (0.263) (0.268) (0.235) (0.162) (0.034) (0.148) (0.274)
p1×z2 -0.145 0.046 0.040 -0.063 -0.044 0.001 -0.004 0.047 0.128

(0.103) (0.053) (0.096) (0.101) (0.089) (0.071) (0.013) (0.057) (0.103)
p1×z3 0.026∗ -0.005 -0.013 -0.004 0.011 0.001 0.001 0.010 -0.029∗

(0.012) (0.006) (0.011) (0.011) (0.010) (0.008) (0.001) (0.006) (0.011)
p1×z4 -0.001 -0.001 0.000 0.001 -0.001 -0.000 0.000 -0.001 -0.002

(0.003) (0.002) (0.003) (0.003) (0.003) (0.002) (0.000) (0.002) (0.003)
p1×z5 -0.010 0.030 0.039 -0.025 0.017 -0.003 0.005 -0.084∗∗ -0.029

(0.052) (0.028) (0.051) (0.052) (0.046) (0.036) (0.007) (0.029) (0.051)
p1×z6 -0.048 0.003 -0.019 -0.000 -0.025 0.057 0.010 -0.074 0.069

(0.100) (0.053) (0.098) (0.099) (0.086) (0.069) (0.013) (0.055) (0.098)
p1×z7 0.021 -0.008 -0.007 0.038 -0.018 -0.000 -0.005 0.032 -0.015

(0.033) (0.017) (0.032) (0.033) (0.028) (0.023) (0.004) (0.018) (0.032)
p2×z1 -0.205 0.163 0.148 0.013 -0.262 -0.089 0.002 0.017 0.115

(0.133) (0.123) (0.197) (0.207) (0.168) (0.129) (0.021) (0.113) (0.152)
p2×z2 0.046 -0.057 0.024 0.013 -0.041 0.043 0.000 0.064 -0.099

(0.053) (0.048) (0.075) (0.076) (0.063) (0.054) (0.008) (0.044) (0.058)
p2×z3 -0.005 -0.000 -0.004 0.012 -0.004 -0.002 -0.001 -0.007 0.010

(0.006) (0.006) (0.009) (0.009) (0.007) (0.006) (0.001) (0.005) (0.007)
p2×z4 -0.001 0.004∗∗ 0.005∗ -0.001 0.000 -0.004∗∗ -0.000 -0.002 -0.000

(0.002) (0.001) (0.002) (0.002) (0.002) (0.002) (0.000) (0.001) (0.002)
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p2×z5 0.030 0.031 0.057 -0.001 -0.035 -0.028 -0.004 0.026 -0.066∗

(0.028) (0.026) (0.041) (0.041) (0.033) (0.028) (0.004) (0.023) (0.030)
p2×z6 0.003 0.079 0.055 -0.067 -0.033 -0.029 -0.004 0.024 -0.062

(0.053) (0.048) (0.077) (0.076) (0.061) (0.054) (0.008) (0.043) (0.057)
p2×z7 -0.008 -0.011 -0.011 0.003 0.017 0.005 0.002 -0.008 0.029

(0.017) (0.016) (0.025) (0.025) (0.020) (0.018) (0.003) (0.014) (0.019)
p3×z1 0.104 0.148 -0.425 -0.130 -0.001 0.012 -0.127∗∗∗ 0.116 0.054

(0.263) (0.197) (0.603) (0.364) (0.338) (0.307) (0.036) (0.261) (0.321)
p3×z2 0.040 0.024 0.256 -0.128 0.107 -0.167 0.039∗∗ -0.076 -0.057

(0.096) (0.075) (0.215) (0.132) (0.123) (0.124) (0.013) (0.096) (0.118)
p3×z3 -0.013 -0.004 0.029 -0.000 -0.006 -0.011 -0.003∗ 0.009 0.006

(0.011) (0.009) (0.025) (0.015) (0.014) (0.014) (0.002) (0.011) (0.013)
p3×z4 0.000 0.005∗ 0.008 -0.001 -0.004 -0.002 0.000 -0.001 -0.002

(0.003) (0.002) (0.006) (0.004) (0.004) (0.004) (0.000) (0.003) (0.004)
p3×z5 0.039 0.057 -0.091 0.025 -0.050 0.017 -0.002 0.069 -0.043

(0.051) (0.041) (0.115) (0.071) (0.066) (0.065) (0.007) (0.050) (0.063)
p3×z6 -0.019 0.055 -0.140 0.010 -0.118 0.005 -0.010 0.191∗ -0.037

(0.098) (0.077) (0.218) (0.134) (0.124) (0.123) (0.014) (0.095) (0.120)
p3×z7 -0.007 -0.011 0.044 0.002 0.015 0.001 0.002 -0.053 0.004

(0.032) (0.025) (0.072) (0.044) (0.041) (0.041) (0.005) (0.031) (0.040)
p4×z1 0.389 0.013 -0.130 0.259 0.539 -0.159 -0.364∗∗∗ -0.334 -0.163

(0.268) (0.207) (0.364) (0.507) (0.394) (0.245) (0.046) (0.219) (0.313)
p4×z2 -0.063 0.013 -0.128 -0.089 0.144 -0.054 -0.003 0.005 0.166

(0.101) (0.076) (0.132) (0.174) (0.137) (0.101) (0.017) (0.083) (0.111)
p4×z3 -0.004 0.012 -0.000 -0.010 -0.002 0.019 0.000 0.003 -0.008

(0.011) (0.009) (0.015) (0.020) (0.015) (0.012) (0.002) (0.009) (0.013)
p4×z4 0.001 -0.001 -0.001 -0.001 0.003 -0.001 0.000 -0.003 0.000

(0.003) (0.002) (0.004) (0.005) (0.004) (0.003) (0.000) (0.002) (0.003)
p4×z5 -0.025 -0.001 0.025 0.076 -0.034 0.021 0.017 -0.065 0.015

(0.052) (0.041) (0.071) (0.092) (0.071) (0.053) (0.009) (0.043) (0.057)
p4×z6 -0.000 -0.067 0.010 0.120 -0.035 0.031 0.027 -0.110 0.038

(0.099) (0.076) (0.134) (0.172) (0.132) (0.099) (0.017) (0.080) (0.109)
p4×z7 0.038 0.003 0.002 -0.019 0.004 -0.019 -0.010 0.029 -0.048

(0.033) (0.025) (0.044) (0.057) (0.044) (0.033) (0.005) (0.026) (0.036)
p5×z1 -0.059 -0.262 -0.001 0.539 -0.416 0.200 0.106∗∗ -0.210 0.010

(0.235) (0.168) (0.338) (0.394) (0.410) (0.229) (0.038) (0.197) (0.280)
p5×z2 -0.044 -0.041 0.107 0.144 -0.253 0.172 0.007 0.167∗ -0.106

(0.089) (0.063) (0.123) (0.137) (0.152) (0.099) (0.014) (0.078) (0.102)
p5×z3 0.011 -0.004 -0.006 -0.002 0.008 -0.014 -0.000 -0.011 -0.003

(0.010) (0.007) (0.014) (0.015) (0.017) (0.011) (0.002) (0.009) (0.012)
p5×z4 -0.001 0.000 -0.004 0.003 -0.010∗ 0.007∗ -0.000 0.006∗∗ -0.002

(0.003) (0.002) (0.004) (0.004) (0.004) (0.003) (0.000) (0.002) (0.003)
p5×z5 0.017 -0.035 -0.050 -0.034 0.034 0.028 -0.015∗ 0.040 -0.042

(0.046) (0.033) (0.066) (0.071) (0.079) (0.051) (0.007) (0.040) (0.053)
p5×z6 -0.025 -0.033 -0.118 -0.035 0.021 0.090 -0.023 0.102 0.031

(0.086) (0.061) (0.124) (0.132) (0.148) (0.096) (0.014) (0.076) (0.100)
p5×z7 -0.018 0.017 0.015 0.004 0.006 -0.012 0.007 -0.032 0.049

(0.028) (0.020) (0.041) (0.044) (0.049) (0.032) (0.005) (0.025) (0.033)
p6×z1 -0.042 -0.089 0.012 -0.159 0.200 0.165 0.224∗∗∗ -0.010 -0.074

(0.162) (0.129) (0.307) (0.245) (0.229) (0.246) (0.023) (0.191) (0.195)
p6×z2 0.001 0.043 -0.167 -0.054 0.172 -0.007 -0.025∗ -0.133 0.122

(0.071) (0.054) (0.124) (0.101) (0.099) (0.111) (0.010) (0.079) (0.083)
p6×z3 0.001 -0.002 -0.011 0.019 -0.014 0.021 0.002 0.002 -0.009

(0.008) (0.006) (0.014) (0.012) (0.011) (0.013) (0.001) (0.009) (0.010)
p6×z4 -0.000 -0.004∗∗ -0.002 -0.001 0.007∗ 0.001 -0.000 -0.003 0.003

(0.002) (0.002) (0.004) (0.003) (0.003) (0.003) (0.000) (0.002) (0.002)
p6×z5 -0.003 -0.028 0.017 0.021 0.028 -0.006 0.009 -0.045 0.080

(0.036) (0.028) (0.065) (0.053) (0.051) (0.057) (0.005) (0.040) (0.043)
p6×z6 0.057 -0.029 0.005 0.031 0.090 -0.019 0.012 -0.116 0.058

(0.069) (0.054) (0.123) (0.099) (0.096) (0.108) (0.010) (0.076) (0.081)
p6×z7 -0.000 0.005 0.001 -0.019 -0.012 0.002 -0.003 0.033 -0.048

(0.023) (0.018) (0.041) (0.033) (0.032) (0.035) (0.003) (0.025) (0.027)
p7×z1 -0.165∗∗∗ 0.002 -0.127∗∗∗ -0.364∗∗∗ 0.106∗∗ 0.224∗∗∗ 0.259∗∗∗ 0.069∗∗∗ 0.132∗∗
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(0.034) (0.021) (0.036) (0.046) (0.038) (0.023) (0.024) (0.020) (0.041)
p7×z2 -0.004 0.000 0.039∗∗ -0.003 0.007 -0.025∗ -0.009 0.000 -0.007

(0.013) (0.008) (0.013) (0.017) (0.014) (0.010) (0.009) (0.008) (0.015)
p7×z3 0.001 -0.001 -0.003∗ 0.000 -0.000 0.002 0.001 0.000 -0.000

(0.001) (0.001) (0.002) (0.002) (0.002) (0.001) (0.001) (0.001) (0.002)
p7×z4 0.000 -0.000 0.000 0.000 -0.000 -0.000 -0.000 0.000 -0.000

(0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000) (0.000)
p7×z5 0.005 -0.004 -0.002 0.017 -0.015∗ 0.009 -0.003 0.006 -0.008

(0.007) (0.004) (0.007) (0.009) (0.007) (0.005) (0.005) (0.004) (0.007)
p7×z6 0.010 -0.004 -0.010 0.027 -0.023 0.012 -0.004 0.006 -0.011

(0.013) (0.008) (0.014) (0.017) (0.014) (0.010) (0.009) (0.008) (0.014)
p7×z7 -0.005 0.002 0.002 -0.010 0.007 -0.003 0.001 -0.002 0.005

(0.004) (0.003) (0.005) (0.005) (0.005) (0.003) (0.003) (0.002) (0.005)
p8×z1 -0.021 0.017 0.116 -0.334 -0.210 -0.010 0.069∗∗∗ 0.340 -0.138

(0.148) (0.113) (0.261) (0.219) (0.197) (0.191) (0.020) (0.227) (0.184)
p8×z2 0.047 0.064 -0.076 0.005 0.167∗ -0.133 0.000 -0.172∗ 0.109

(0.057) (0.044) (0.096) (0.083) (0.078) (0.079) (0.008) (0.087) (0.069)
p8×z3 0.010 -0.007 0.009 0.003 -0.011 0.002 0.000 0.015 -0.013

(0.006) (0.005) (0.011) (0.009) (0.009) (0.009) (0.001) (0.010) (0.008)
p8×z4 -0.001 -0.002 -0.001 -0.003 0.006∗∗ -0.003 0.000 -0.004 0.003

(0.002) (0.001) (0.003) (0.002) (0.002) (0.002) (0.000) (0.002) (0.002)
p8×z5 -0.084∗∗ 0.026 0.069 -0.065 0.040 -0.045 0.006 -0.054 0.087∗

(0.029) (0.023) (0.050) (0.043) (0.040) (0.040) (0.004) (0.045) (0.035)
p8×z6 -0.074 0.024 0.191∗ -0.110 0.102 -0.116 0.006 -0.117 0.053

(0.055) (0.043) (0.095) (0.080) (0.076) (0.076) (0.008) (0.084) (0.067)
p8×z7 0.032 -0.008 -0.053 0.029 -0.032 0.033 -0.002 0.040 -0.043∗

(0.018) (0.014) (0.031) (0.026) (0.025) (0.025) (0.002) (0.027) (0.022)
p9×z1 -0.176 0.115 0.054 -0.163 0.010 -0.074 0.132∗∗ -0.138 0.277

(0.274) (0.152) (0.321) (0.313) (0.280) (0.195) (0.041) (0.184) (0.380)
p9×z2 0.128 -0.099 -0.057 0.166 -0.106 0.122 -0.007 0.109 -0.122

(0.103) (0.058) (0.118) (0.111) (0.102) (0.083) (0.015) (0.069) (0.138)
p9×z3 -0.029∗ 0.010 0.006 -0.008 -0.003 -0.009 -0.000 -0.013 0.033∗

(0.011) (0.007) (0.013) (0.013) (0.012) (0.010) (0.002) (0.008) (0.016)
p9×z4 -0.002 -0.000 -0.002 0.000 -0.002 0.003 -0.000 0.003 0.002

(0.003) (0.002) (0.004) (0.003) (0.003) (0.002) (0.000) (0.002) (0.004)
p9×z5 -0.029 -0.066∗ -0.043 0.015 -0.042 0.080 -0.008 0.087∗ 0.017

(0.051) (0.030) (0.063) (0.057) (0.053) (0.043) (0.007) (0.035) (0.070)
p9×z6 0.069 -0.062 -0.037 0.038 0.031 0.058 -0.011 0.053 -0.110

(0.098) (0.057) (0.120) (0.109) (0.100) (0.081) (0.014) (0.067) (0.135)
p9×z7 -0.015 0.029 0.004 -0.048 0.049 -0.048 0.005 -0.043∗ 0.046

(0.032) (0.019) (0.040) (0.036) (0.033) (0.027) (0.005) (0.022) (0.045)
const 0.048 0.072 -0.386∗∗∗ 0.293∗∗∗ -0.002 0.322∗∗∗ -0.005 0.310∗∗∗ 0.076

(0.047) (0.038) (0.061) (0.067) (0.053) (0.046) (0.007) (0.039) (0.049)

Obs. 39999 39999 39999 39999 39999 39999 39999 39999 39999
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Figure 5.7: Engel curves of new car buyers
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Notes: This figure shows Engel curves for the representative car buyer of treatment (red) and control group (black).
The diamonds denote the predicted budget shares for varying levels of log income y. The small x’s denote 95%
confidence intervals (standard errors derived with the delta method).
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Figure 5.8: Welfare Heterogeneity
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Notes: This figure 5.8 plots household specific calculations of the compensating variation (grey diamonds) in three
dimensions: (i) purchase price of the new car (figure 5.8a), (ii) net household income in 2009 (figure 5.8b), and
(iii) welfare increase relative to net household income in 2009. The red lines denote predictions from third-degree
polynomial linear regressions.

Figure 5.A.1: New car budget shares, 2005-2012
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Chapter 6

Conclusion

This thesis set out to advance our knowledge about how economic agents react to incentives
and how these incentives can be used by policymakers to enforce specific behavior and to
stimulate the economy. In natural experiments, I analyzed how governments use or can
use incentives to enforce tax compliance, foster innovation, and stimulate consumption.
Three main results stand out. First, governments can increase tax compliance by using
taxpayers’ non-pecuniary motives. The public shaming policy introduced in Slovenia in
2012 lead to an economically significant increase in tax payments. Second, local private
innovation benefits from basic research conducted in universities. To stimulate local growth,
policymakers can make use of the knowledge transfer from universities to private firms in
the vicinity. Third, government subsidies can effectively stimulate the economy in a crisis
by increasing private consumption, without crowding out consumption on other goods. The
German Cash-for-Clunkers policy of 2009 increased the demand for cars, did not reduce
future demand for cars, and increased consumption on goods other than cars.

These new insights raise further questions. In chapter 2, we found that taxpayers reduce
their tax debt in response to the threat of being publicly shamed. The reaction to being
actually shamed, however, is less pronounced. This indicates that governments can make
use of an existing social norm (to pay taxes) but might struggle to change them. This
also highlights that our knowledge about the underlying mechanisms on why taxpayers
react to public shaming are not fully understood. On the one hand, they might want
to avoid a negative public signal about their financial health. On the other hand, they
might want to signal socially responsible behavior. Also, the negative consequences of such
shaming policies on overall welfare require further research. Publicly disclosing that firms
or individuals might be financially constraint can have adverse effects on their ability to
finance themselves.

In chapter 3, we investigated the knowledge transfer between universities and innovators
in the close vicinity. We found that PhD graduates that moved to the private sector are
important for translating university research into patented innovations. This finding raises
the question of how PhD graduates obtain the knowledge from the university. Technology
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transfer offices of universities, research co-operations, or informal contact might play a role.
The findings in chapter 4 and 5 show that governments can effectively stimulate con-

sumption by setting adequate incentives. The optimal design of such policies, however,
remains an open question for future research. For example, the results do not speak to the
optimal policy volume and subsidy amount.

To conclude, this thesis provides insights on how incentives affect behavior and how
they can provide powerful tools to policymakers to enforce behavior and to stimulate the
economy.
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